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Non-Parametric Spectral Graph Model

by Giorgia Minello

In many real world cases, a feature-based description of objects is difficult to obtain
and then the use of the graph-based representation has become popular, thanks to the
ability to effectively characterizing data. Learning models for detecting and classifying
object categories is a challenging problem in machine vision, above all when objects are
not described in a vectorial manner. Measuring their structural similarity, as well as
characterizing a set of graphs via a representative, are some of main difficulties. A novel
technique to classify objects abstracted in structural manner, by means of generative
model, is presented in this research work. A spectral approach allows to look at graphs
as clouds of points, in a multidimensional space, and makes the application of statistical
concepts easier - in particular the probability density function. A dual generative model
is developed taking into account both the eigenvector and eigenvalue’s part, from graphs’
eigendecomposition. The eigenvector generative model and related prediction phase take
advantage of a non-parametric technique, i.e. the kernel density estimator, whilst the
eigenvalue learning phase is based on a classical parametric approach. As eigenvectors
are sign-ambiguous, namely eigenvectors are recovered up to a sign factor + 1, a new
method to correct their direction is proposed and a further alignment stage by matrix
rotation is described. Eventually, either spectral components are merged and used for

the ultimate aim, the classification of out-of-sample graphs.
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?Thoughts without content are empty, intuitions without concepts are blind.”

Immanuel Kant



Chapter 1

Introduction

This first chapter aims at providing an introduction of the research work presented
in the thesis, defining in broad terms the problems encountered in classifying objects
abstracted in structural manner, followed by a description of our research goals and

finally by an outline of the remainder chapters.

1.1 The Problem

The term classification has always been of great importance in scientific field since
ancient times; it is the process in which ideas and objects are recognized, differentiated,
and understood. In order to be classified, an object needs a way to be described. Objects
can be characterized using features and most classification studies assume that data is
represented in a vector space; vectors define the individual patterns and so the features
of the pattern turn out to be well-defined [1]. However, in many real-world cases, a
feasible feature-based description of objects might be ardous to obtain or inefficient [2];
for instance, when data objects have complex structures, such as proteins and chemical
compounds, those methods are not directly applicable. A tool to represent in a compact
and simple manner the structure of an object is the graph-based representation, which
is also a mean able to describe very complicated models. The most famous applications
include the arrangement of feature points in social networks, images and molecules.
Thanks to this versatility, graph structures have become popular in numerous fields of

research as well as in the image analysis, computer graphics and signal analysis fields.

In a nutshell, a graph is composed by a set of vertices, describing the object in question
and by a set of edges; an edge is a link connecting two vertices, which captures the

relationships between them.
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The concreteness of such configuration and the ability in abstracting and recognizing
object shape and scene structure, have been extensively proven in the computer vision
field. Nevertheless, even though graph-based representation appears very attractive,
put in these terms, it hides several drawbacks, from other viewpoints. For this reason,

dealing with graphs is still a long-standing problem.

Various aspects make graphs more difficult to manipulate than vectorial data. The first
one is the construction itself of the graph representation; the complexity is due to the
ordering in the vertex set, which is arbitrary. Indeed, in case of comparison between
two or more graphs, may be necessary a set of correspondences between the vertices of
both graphs - unless the representation is invariant to vertex order. Secondly, even the
presence of some alterations in the structure of graphs belonging to the same category
(e.g. numbers of nodes or edges composition), might give rise to an impracticability of

the use of vectorial solutions [3].

The set of problems becomes obvious from the classification perspective. Roughly speak-
ing, the classification procedure - as well as the recognition task - can be thought as a
comparison stage; having a new object to be classified and some models (each of them
representing a class), the object is being compared with the models and then assigned to
a group, according to a rule based on a sort of evaluation of differences. The rule can be
a distance or any type of similarity; closer/more similar is the object to a given model,
more likely it belongs to the class of that model. The issue is two-fold: on one side,
there is the need to measure the similarity, using information from graph abstractions.
On the other side, it is required a representation of the structural variation present in a

set, namely a model describing the distribution of sample data, a generative model.

Nowadays, the methodology available for constructing statistical generative models -
even with quite complex data - for vector patterns, is consolidated, on the contrary of

that one for structural patterns, which has received relatively little attention.

There are two chief approaches to characterizing variations in graph structures: the
probabilistic one and the graph spectral method. Both of them have pros and cons. The
probabilistic approach needs accurate correspondence information, as drawback, but it
is potentially more robust, as bright side. Graph spectral methods allow to overcoming
the issue how to embedding a graph representation in a vector space, making easier the
use of conventional clustering techniques but, they might require a reconstruction step

that recovers a graph from such configuration.
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1.2 Our Goals

The goal of this thesis is developing a classification method, for objects abstracted in
structural manner, able to deal with the principal issues arising from that representation.
Simultaneously, the method should allow the use of statistical tools in a meaningful
way. The main difficulty stems from the fact that graphs have different number of
nodes, causing problems when it comes to capturing variations in a graph structure and

making harder the operation of learning the modes of such structural variations.

To achieve our objective, firstly we will focus on a permutation invariant graph charac-
terization, via a simple vectorization procedure - by using a spectral approach. Opting
for that solution, we make the representation suitable to be manipulated and analyzed
by statistical techniques - such as the kernel density estimation. Secondly, having on
hand both vectorial data and statistical tools, we will explore how to use them in order
to constructing a generative model describing the probability density of each class. In
conclusion, we will apply the proposed approach to the ultimate aim, namely predicting

which category a new object belongs to.

1.3 Thesis Overview

In the previous sections, we have pointed out the overall targets of our work, whereas
here we present an outline of the structure of the thesis. In Chapter 2, the relevant
literature, associated with spectral graph theory, graph embedding and classification in
such field, will be reviewed. The description of our work will commence in Chapter 3,
where we will provide all the mathematical and statistical background necessary to set
the problem. The Chapter will range from the graph spectral approach to the kernel
density estimation technique. Chapter 4 is reserved to the explanation of the basics of
our method, including improvements arisen during the development of the procedure.
Chapter 5 contains and describes the phases of the project, whereas in Chapter 6 an
overview of datasets used in the test phase is presented along with the experimental
outcomes and remarks. Concluding, in Chapter 7, we will summarize the contributions
we have made, we will evaFluate the results and we will discuss the conclusions and

future works.



Chapter 2

Literature Review

A review of existing literature was performed to support the study undertaken in this
thesis and the next sections relate to it. In this Chapter we recall and discuss the
dominant themes of the research: a) graph representation b) graph embedding c) spectral

theory d) generative models.

2.1 Graph representation

The use of the graph-based representation (including sequences and trees as special
cases), stems from the fact that characterizing real-world data as vector is not always
possible. For this reason, graphs are deeply used to represent many everyday appli-
cations, such as networks. Networks may include paths in a city, telephone network,
circuit network or social networks like LinkedIn or Facebook. For instance, in Facebook,
each person is represented with a vertex (or node). Each node is a structure and con-
tains information like person ID, name and gender (see Figure 2.1 [4]), whilst each edge

represents relationships between actors.

Carla Nodes Edges

John O Celine |ldLabelGender | SourceTarget

O 1,John, 1 1,2
2,Carla,2 1.3

3,Simon, 1 1.4

4,Celing,2 1,6

O Diana | 5,winston,1 2.4
Simon 6,Diana,2 2,6
3,6

O 46

Winston 56

FIGURE 2.1: Social network modelling: a very simple graph, with both lists reported.
(Pegasus Data Project -2013)
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The list of examples of data which can be naturally represented as structural graphs is
long and includes biological sequences, phylogenetic trees, RNA structures [5] (as shown
in Figure 2.3 [6]), natural language texts [7], semi structured data such as HTML and
XML [8] and so on. Chemical compounds can be represented as labeled graphs (as
depicted in Figure 2.2 [9]) and their automatic classification to predict the effectiveness
or toxicity of drugs is of crucial importance to the rationalization of drug discovery
processes [10]. In protein engineering, three-dimensional structures of proteins are often

represented as distance graphs [11].

Ethane, C,Hg A

FI1GURE 2.2: Chemical compound as labeled graph: ball and stick model of methane.
(McMurry and Castellion - Fundamentals of General, Organic and Biological Chemistry)

Besides, this powerful tool has been also exploited in disciplines where the source data,
that the processes are being applied to, is not so directly relational in nature. In the case
of computer vision field, graph-based methods have been under-utilized in the past, but
the use has been now increased because of their ability to effectively depict image models
and data. Hence, even if structural representation is not so direct when encountered with
scene data or image, the graph-based alternative has gained considerable success in this
sector. It has been applied to problems which range from shape representation [12] to
object recognition [13], passing through image segmentation [14] and shape matching
[15].

The alluring trait of structural representations is the ability in concisely capturing the
relational arrangement of object primitives, in a way that can be invariant to changes in
object viewpoint [16]. Dealing with images using graph-based methods requires convert-
ing them to graph representation by extracting feature points and afterward arranging
the feature points as graphs. The extracted features are represented as nodes and their
placement is represented by an edge structure, in a manner to preserve their general
layout [17]. A famous method to connect these feature points in graphs is the Delaunay

triangulation, invented by Boris Delaunay [18] in 1934.

In shape analysis, skeleton (or topological skeleton) of a shape is a thin version of that
shape which is equidistant to its boundaries. The skeleton usually emphasizes geomet-

rical and topological properties of the shape [19]. If a region is made of components, it
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can be described for many purposes by a stick figure skeleton. Skeletons may be derived
by thinning algorithms that preserve the connectivity of regions. A significant example
of 2D shape to represent shape-skeletons are shock graphs [20] [21]. In [15] a concrete
application is presented. The authors explain the developed theory for shape matching,
a technique for object recognition. The structural descriptions are derived from the
shocks (singularities) of a curve evolution process, acting on bounding contours, and
then abstracted into graph that is particularly suited to shape matching. It is the same
underlying graph grammar that permits the use of a particular matching algorithm.
Other graph based methods in computer vision and patter recognition also include the

use of trees to represent articulated objects [22, 23] and the use of aspect graphs for 3D

object representation [24].
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F1GURE 2.3: Visualization of RNA molecule as a graph, with Assemble2.
(F. Jossinet - VIZBI 2014 tutorial)

2.2 Spectral Graph Theory

A graph can be determined by specifying either its adjacency structure or its incidence
structure. In this way even a large or complicated graph is specified efficiently, more
than a pictorial representation. The standard practice to communicate the specification
of a graph to a computer is the matrix form. The essential and crucial points are the
extraction of the best features from a graph (constructing a good set of features) and

the translation of such features in a matrix form, able to describe the structure of a
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graph accurately. The issue is not trivial and it is related to the one known as the curse

of dimensionality [25].

In order to better understand the next sections, some notions need to be roughly defined.
As already mentioned in Chapter 1, a graph is composed by a set of nodes (or vertices)
and a set of edges. Two vertices connected by an edge are said adjacent. The adjacency
matrix for a graph with n vertices is a n X n matrix whose (7,7) entry is 1 if the i-th node
and the j-th node are connected, 0 otherwise. A closely related matrix to the adjacency
one is the Laplacian matrix (sometimes called admittance matrix, Kirchhoff matrix or
discrete Laplacian). Given a simple graph with n vertices, its Laplacian matrix is defined
as the difference of the degree matrix D and the adjacency matrix of the graph (where
the degree matrix is a diagonal matrix which contains information about the degree of

each vertex, namely the number of edges attached to each vertex).

The idea of spectral graph theory (or spectral theory of graphs), which has a long history,
is to exploit the various relations between graphs and matrices in order to study problems
with graphs by means of eigenvalues (ordered by magnitude) and their corresponding
eigenvectors of some graph matrices, i.e., matrices associated with graphs in a established
way. S0, the spectral representation of a matrix is produced by its eigendecomposition
and the studies deriving from its different applications and approaches have produced
the field of spectral graph theory [26]. It belongs to the branch of mathematics named
Algebraic graph theory that studies graphs by using algebraic properties of associated
matrices [27]. There are several graph matrices which can be used for this scope and
consequently there are several theories, so that spectral theory of graphs is not unique.
Of course, the spectral theory of graphs consists of all these special theories including

their interactions [28].

Moreover, the spectrum can be used as a feature set, since it provides part of the
structural information present in the graph (being invariant to the labelling of the graph
as well, namely to vertex order). That is why the use of tools from linear algebra
has acquired considerable topicality in solving problems of image segmentation, graph

matching and graph clustering.

As basic but explanatory examples of such success, we recall the utility of the eigen
spectra in order to define the isomorphism of two graphs and the importance of the
multiplicity of the zero eigenvalue of the Laplacian matrix in order to obtain the number
of connected components of a graph (the eigenvector corresponding to the smallest non-
zero eigenvalue - also named the Fielder vector - of Laplacian matrix can be utilized to
divide the nodes of the graph into two disjoint subsets of nodes). Various partitioning

algorithms and data clustering are based on these properties.



Chapter 2. Literature Review 8

2.3 Graph Embedding

A graph embedding is a function ¢ : (§)— R™ mapping graphs to n-dimensional vectors,
ie, o(g) = (z1, . . . , ). Put in the spectral methods perspective, the nodes of a
graph can be embedded into a vector space using the spectrum of its Laplacian matrix,
allowing in such way to apply, for instance, standard clustering techniques (e.g. k-means)
or linear algebra tools. It becomes obvious that, once a graph is converted into a high
dimensional vector, there is plenty of opportunities in terms of analysis and visualization.

In literature, a variety of embedding methods exists, based on spectral graph theory.

Luo et al. [29] described a number of methods of constructing feature vectors by using
the spectral decomposition of a graph’s adjacency matrix (such as the employment of
its leading eigenvectors), in order to define eigenmodes of the adjacency matrix. For
each eigenmode, they also computed vectors of spectral properties and embedded these
vectors into eigenspaces (for instance by principal component analysis on the covariance
matrix for the spectral pattern vectors) for the purpose of graph classification. They
also described features based on pairwise measures between the eigenmodes, such as the
inter—-mode distances and the inter-mode adjacency matrix. By ordering the features by

eigenmode magnitude, the vertex ordering results invariant.

In a similar approach, Wilson et al. [3] suggest a method, for creating graph features,
that leads to invariance in the vertex order and it is also able to capture attributes which
appear on the vertices and edges. The algorithm starts from the Laplacian matrix of a
graph. An eigendecomposition is performed on it and a spectral matrix, combining the
eigenvalues and eigenvectors, is produced. They show how the elements of the spectral
matrix can be used to construct symmetric polynomials that are permutation invariants.
The coefficients of these polynomials can be used as graph features which can be encoded

in a vectorial manner.

In the scope of measuring graph distance, Zhu and Wilson [30] [31] have studied the
representational power and stability of the eigenvalues obtained from various matrix
representations of graphs. Their results show that the path length distribution repre-
sentations and the heat kernel are clearly the best, followed by the various Laplacian

representations and finally the adjacency matrix.

Caelli and Kosinov [32] suggest an approach embedding each vertex in a vector space, to
allow inexact graph matching. They commence from the adjacency matrix, computing
the spectral decomposition and afterwards they project each column of the adjacency
matrix into the eigenspace, resulting from the decomposition. However, the features
constructed for two different graphs result from two different eigendecompositions and

therefore reside in different spaces. To solve this issue, a renormalization step is applied.
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To handle graphs with different number of nodes, the spectral information is truncated,
so to get the same dimensionality for both graphs. While the individual features are not
so useful, the relative distances between the features and the trajectory of the features

as a whole provide much information about the graph.

2.4 Correspondence Matching

The problem of correspondence matching is often formulated in terms of graph matching.
Graph matching means establishing correspondences between vertices of the two graphs.
The problem is of pivotal importance in the manipulation of relational structures and it
arises in many areas of machine intelligence [33]. The arbitrary ordering of the vertices
makes the task pretty burdensome and for this reason it has been the focus of sustained
research activity, in the computer vision literature. A notable quantity of methodologies
have been developed by the computer vision community, as well as the ways to category
them; an overview of the most significative ones is presented in this section, lingering

especially on the spectral approach.

Among the several methods employed to face the problem, we commence mentioning
search based methods and in opposition to nonlinear optimization methods. All the pos-
sible mappings between two graphs are represented in a state space, which is constructed
by means of search based methods; this space is then examined in order to find the map-
ping that minimizes some criterion. The use of a genetic algorithm to search this space
of mappings is described in [34]. However, even advanced search techniques are unable
to provide mappings for large graphs in a reasonable time, due to the fact that the state
space grows exponentially in the number of vertices of the graphs being matched. For
such reason nonlinear optimization approaches become more attractive. Some methods
that fall under this area are those involving probabilistic relaxation [35, 36], methods

enforcing two-way assignment constraints [37, 38] and spectral methods.

Although probabilistic relaxation has been shown to offer a very effective method for
attributed relational graph matching, its foundations and consequently the relaxation
process design methodology, are very heuristic. Indeed if we transform the combinatorial
problem into a continuous optimization problem, then there is a wide range of available
optimization algorithms to find an approximate solution, as Kittler et al. suggest in
[39], with the use of relaxation labeling (even if it does not guarantee a one-to-one
correspondence between nodes). To overcome the one-to-one assignment issue, Gold
and Ragaranjan [37] introduced the graduated assignment method. This is an evidence
combining model that guarantees two way constraints but, as the previous, it is critically

dependent on a reliable initialization.



Chapter 2. Literature Review 10

Since a diverse array of powerful heuristics and theoretical results are available for solv-
ing the max clique problem, even this direction has been examined. Transforming a
graph matching problem into a max clique problem opens up to a wide spectrum of new
possibilities, as Barrow and Burstall have proposed in [40]. They presented some struc-
tural matching techniques based upon the idea of searching for maximal cliques in the
association graph. In particular the Motzkin-Straus theorem [41] allows us to transform
the max clique problem into a continuous quadratic programming problem. Pelillo, in
[42], has reported an important recent development; he showed how relaxation labeling

can be used to find a (local) optimum of this quadratic programming problem.

In many computer vision applications, such as shape recognition [43] [22] [15] or pattern
recognition [44], the graphs at hand are trees, i.e. they are connected and acyclic. For
instance, the shock graph representation of any 2D shape, with no holes, is a tree. The
special case of comparing and matching tree structures is an essential topic by itself. A
structural approach to the shocktree matching problem is adopted by most research in
the literature; Pelillo, Siddiqi and Zucker use a subtree matching method [45], whereas
Torsello and Hancock [33], with regard to this issue, present a new method for computing
the tree edit distance problem with uniform edit cost. The edit-distance approach and
the idea behind it [46] consists in searching a set of basic edit operations on nodes and
edges of a structure, each of them associated with a cost, and then finding the sequence of
edit operations that will make the two graphs isomorphic with one another at minimum
total cost. The method has proven to be a very effective way of measuring the similarity
of relational structures even if the task of calculating edit-distance is computationally
hard.

In an alternative manner, we can divide methods in those dealing with correspondences
between pair of points (that is finding a transformation matrix) vs those based on
features, which compare distances between these descriptors, in order to compute corre-
spondences. In turn, feature based methods can be further divided into the non-spectral
methods [47] [48] [49]) and the spectral methods[50] [51] [52] [32][53].

Regardless of the classification, there have been many attempts to use spectral graph
theory both in the abstract problem of graph matching [52] and point-set matching
problems [50] [54][51] [55], even if it has proved to be a challenging task.

The Umeyama’s work [52] is considered the pioneer one; it uses permutationally invari-
ant entities that can be easily calculated on the graph. The approach to the optimum
matching problem of weighted graphs is analytic and aims at finding a permutation
matrix, close to the optimum one, by taking the outer product of the left eigenvector
matrices for the two graphs. Umeyama’s method can be exploited for graph matching

with both undirected and directed graphs. However, the method can only be used on
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graphs having the same number of nodes since the eigenvectors of the adjacency ma-
trix are changeable under the variations in the number of nodes. An improvement of
Umeyama’s approach is the one proposed by Lee and Duin [53], with an eigendecompo-
sition based approach for measuring dissimilarities between graphs in a joint eigenspace.
To overcome the problem of graphs of different sizes, they further develop three different

ways to resize the eigenspectra.

Scott and Longuet-Higgins [51] borrowed ideas from structural chemistry and developed
an algorithm to match 2D feature-points in two images. They used singular value de-
composition on a Gaussian-weighted point association matrix between points from two
different images. The correspondences are computed by maximizing the inner product
of the proximity and exclusion matrices obtained using singular value decomposition.
However, since this algorithm gives equal importance to all the feature points and does
not include structural information within the image, it fails to match the points cor-
rectly, especially, when there are large inter-image rotations or large inter-image scaling

differences.

Shapiro and Brady [50] have proposed a method for recovering point-feature corre-
spondences by using the eigenvectors of a proximity matrix that collects the Gaussian
weighted distance between features within the shapes. Nonetheless, both methods are
exact graph matching algorithms and they can only deal with graphs of the same size.
Caelli and Kosibov [32] have improved Shapiro’s method by re-normalizing the eigenvec-
tors and locating the correspondences by maximizing the inner-product of the normalized

eigenvectors.

Yet, Xu and King [56] developed an algorithm to solve the problem of weighted iso-
morphism that makes use of the eigenvalues and eigenvectors along with optimization
techniques. They compute a permutation matrix by optimizing an objection function,

using principal component analysis PCA and the gradient descent.

Spectral methods are sensitive to structural errors and noise as well as to subgraph
isomorphism problems, even if they are robust. Indeed the noise added by spurious nodes
completely disrupts the spectral structure of the graph. To overcome with this problem,
several researchers have used the dual-step procedure of the EM algorithm. The work
of Cross and Hancock [57] is one of the earliest examples of using the EM algorithm
for feature correspondence matching. They enhance the standard EM algorithm by

introducing structural consistency constraints to the correspondence matches.

Later, Luo and Hancock [58] developed a method for inexact graph matching that can

accommodate graphs of different sizes using the statistical apparatus of EM algorithm
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and singular value decomposition SVD. They cast the problem of graph matching into

a maximum likelihood framework, treating the correspondences as hidden variables.

In addition, any eigendecomposition method is subject to a second criticism, namely the
production of false positives. This is due to the existence of co-spectral graphs which are
structurally different but have the same spectrum [59]. However, the simplicity and speed
of the method, along with the low probability of a false positive, can counterbalance for

the problem.

2.4.1 Eigenvector Sign Correction

The spectral techniques for correspondence matching use the eigenvectors of the prox-
imity matrices constructed from the input point sets to compute the correspondences
[60]. A critical role in computing the correspondences is played by the signs assigned
to eigenvectors. Eigenvectors are sign-ambiguous, namely eigenvectors are recovered up
to a sign factor & 1. To correct the direction of the eigenvectors several methods have
been proposed. Umeyama [52] suggested a simple method to correct the direction of
the eigenvectors by taking the absolute values of the components of both eigenvectors.
Park et al. [61] handle the problem of eigenvector sign correction by comparing the
magnitude of the sum and difference of the two input eigenvectors. If the magnitude of
the sum is greater than the magnitude of the difference, then the directions of the input
pair of eigenvectors are consistent with each other, otherwise, the sign of one of the
eigenvectors needs to be flipped. White and Wilson in [62] applied a procedure based
on identifying the largest component of an eigenvector and correcting the sign based on
that coordinate. Caelli and Kosinov [32], by finding the number of positive and negative
components for each eigenvector, fix a rule to flip the sign: if the number of negative
components is greater than the number of positive components, then a flip occurs. This
is basically a dominant sign correction, always ensuring that, in each eigenvector, there
are more positive entries. Shapiro and Brady [50] suggested a greedy approach to cor-
rect the direction of the eigenvectors. Knossow et al. [63] showed how, projecting each
graph onto its Fiedler vector and estimating the histograms of these one-dimensional
graph projections, these histograms are well suited for solving the sign-ambiguity of

eigenvector computation.

2.5 Generative Models

Learning models for detecting and classifying object categories is a challenging problem

in machine vision. While discriminative approaches to learning and classification have,
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in principle, superior performance, generative approaches provide many useful features

[64].

Generative models are well known in the domain of statistical pattern recognition. Typ-
ically, they describe the probability distribution of patterns in a vector space. When the
individual patterns are defined by vectors, the distinctive traits of the pattern appear
well defined. In contrast, very little has been done with generative models of graphs
[65].

As mentioned above, generative approaches have a number of attractive properties such
as the ability to naturally establish explicit correspondences between model components
and features (e.g. correspondence between parts of the model and features in the image).
In addition, generative approaches typically provide better solutions of handling missing
values. For instance, this characteristic turns out to be very useful in case of visual object
recognition task. The procedure should be robust to occlusion and missing features,
allowing not only the handling of missing data but also the unsupervised learning in
clutter. Unfortunately, few discriminative approaches have been demonstrated able to
learn from examples containing clutter and occlusion, while generative models, having
explicit hypotheses on the location and structure of the ”signal” in the training examples,

make it possible [64].

The problem of constructing generative models for graph structure can be viewed as
the reverse of the classification operation. In other words, given a set of sample data,
how may we draw additional examples from the distribution of sample data? Again,
this process is well known when the data is in vectorial form but not in the case of
relational graphs [66]. Furthermore, even if we were to use a vectorial representation
of structured data, a reconstruction step would be required in order to recover a graph
from the representation. It is clear that overcoming such problem would allow to apply

standard statistical techniques to the graphs in vectorial form.

In this section, we discuss the work of constructing generative models for graphs and we

survey the few studies related to this task.

Graph structural variations are of different types; it might occur a variation in node (or
edge) attributes, as well as a variation in the node-composition. It is not to be excluded
even a variation in the edge-connectivity. This distinction provides a natural framework

for analyzing the state-of-the-art in the literature.

Methods falling into the ”variations in node or edge attributes” category - namely focus-
ing on modeling the attributes of the graph - are those based on the Bayes nets, in the
graphical models literature [67] [68] [69]. The Bayes nets used are a graph-based repre-

sentation of a multivariate joint probability distribution that exploits the dependencies
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or independencies between variables. Two of the most popular documented studies in
the structural pattern recognition literature are the works of Wong et al. [70] and of Bag-
danov and Worring [71]. Wong et al. [70] have introduced a first order random graphs
for structural-based classification. In their random graph model, the vertices and edges
are associated with discrete random variables, taking values over the attribute domain
of the graphs. However, the use of the discrete densities complicates the learning and
classification process and hampers the practical application. The first order random
graphs idea has been extended by Bagdanov and Worring [71]. They proposed the use
of continuous Gaussian distributions to model the densities of random variables in the
graphs. Their method overcomes some of the computational difficulties and allows for

fast and efficient clustering and classification.

On the other hand, even modeling variations in node and edge composition is an arduous
problem, because there is the need to model the same structure of the graph. For the
restricted class of trees, Torsello and Hancock [72] propose a generative model for tree
structures (as well as in [73]). They use archetypes that represent the variations in tree
structures present in the training sample. These archetypes are tree-unions that are
formed by merging sets of sample trees; they are labeled with probabilities measuring
the node frequency or weight in the training sample. In other words, they associate
a probability distribution with each tree-union that explains the structural variations
present in that class. In this way, a tree-union describes all trees that belong to a certain
class and a mixture model of tree-unions can be constructed and used for classification
and clustering. The approach is designed to operate when the correspondences between
nodes are unknown and must be inferred as part of the learning process. Besides, they
show how the tree merging process can be posed as the minimization of an information
theoretic minimum descriptor length criterion. The authors evaluate their method on
shock graphs and show that it is capable of handling structural noise effectively. How-
ever, this greedy strategy does not translate accessibly to graphs where the complexity

becomes exponential.

On constructing generative models for graphs, Torsello and Dowe [74] have defined an
approach by making the simplifying assumption that the observation of each vertex or
edge is independent from all others and the existence of each vertex and each edge is
modeled as a Bernoulli trial. Since the correspondences between the nodes in the data
graphs and the nodes in the model are not known ab initio and must be estimated from
local structure, they estimate Bernoulli parameters using an EM-like approach, where
the estimation of the node correspondences is alternated with the estimation of the model
parameters. They improved previous approaches by allowing the inclusion of attributes
on the vertices and edges. While it is possible to sample from this model, the assump-

tion of vertex (and edge) independence seems being ignored in any co-occurrences of



Chapter 2. Literature Review 15

vertices (or edges). But these co-occurrences are the essential ingredients for describing
structural variation successfully and so, as a consequence, this model would be unlikely

to generate examples drawn from the input distribution.

Still focusing on the problem of estimating a structural archetype for a set of trees,
Torsello and Hancock [75] explored another method. They embedded the trees in a vec-
tor—space by mapping them to vectors of fixed length, where the dimensions correspond
to principal modes of structural variation. In this way they organize trees into a pattern
space where (a) similar trees are close to one another and (b) the space is traversed in a
relatively uniform manner as the trees are gradually modified. From a set of trees they
construct a super-tree - from which each tree may be obtained by the edit operations of
node and edge removal - allowing each node of the super-tree to represent a dimension
of the space. Each tree is represented in this space by a vector which has non-zero
components only in the directions corresponding to its constituent nodes. The non-zero
components of the vectors are the weights of the nodes. Even if the results of the ex-
periments are encouraging, the approach fails when confronted with larger databases

containing several shape classes.

The problem of learning edge-connectivity is probably the most challenging. The litera-
ture on characterizing variations in edge structure for graphs can be categorized into two
types. The first of these are graph spectral approaches, while the second are probabilis-
tic approaches. The graph spectral approaches are developed by using the eigenvalues
and eigenvectors of the associated graph matrices from graph spectral theory. Xiao and
Hancock [76] have explored how to use the eigenvalues and eigenvectors from the heat
kernel matrix to construct a generative model for graphs in a vectorial format, a points
distribution model representing the structural variation in a set of graphs. They first
embed the nodes of graphs into a vector space, by performing the Young-Householder
decomposition on the heat kernel matrix, and then describe the distribution of the co-
ordinates of the nodes using a Gaussian distribution. The covariance matrix of the
embedded node coordinates adequately captures the variations in graph structure but
the step to reconstruct graphs from these representations is difficult. A different spec-
tral generative model is the one proposed by White and Wilson [? |. They use the
spectral representation of the graphs to construct a dual vector space for the graphs, so
that to create separated distributions for eigenvalues and eigenvectors, from which they
can sample and generate a new matrix, close to a Laplacian matrix of a graph. The
structure of the graph, i.e. the adjacency matrix, is recovered back from the Laplacian
through the setting a threshold. The improvement of their method stands in the ability
of the model to generate new graph structures but it is still limited by the stability of

the eigensystems of the graphs under perturbations in graph-structure.
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The probabilistic approaches, on the other hand, are potentially more robust.

Similarly to [76], Luo et al. [77, 78] have developed a method for constructing a gen-
erative model over a set of graphs based on the conversion of graphs into long vectors.
Their work allows to exploit the structural variations of graphs by constructing a linear
deformable model. The vectorial description is obtained by stacking the elements of
the adjacency matrices of each sample graph. Once at hand vectorial data, statistical
techniques may be used. Since nodes are not in the same order and to obtain the node
correspondence information, graphs must be aligned. At this aim, the algorithm of Luo
and Hancock [58] is applied. Besides, differences in graph sizes are solved by padding
the smaller graphs with dummy vertices. The variations in the resulting vector space are
then analyzed using principle component analysis (PCA). However, while it is possible
to sample new graphs using their model, a reconstruction process is required and the
authors do not use their model in such a way. The drawback of probabilistic approaches
is that they require accurate correspondence information to be inferred from the avail-
able graph structures, before constructing the statistical models. A comparable method

of the same authors is also presented in [79].

The previous methods have described only generative models that consider graphs as
whole entities. Nonetheless, subdividing the sample graphs in sub-parts, the modeling
of variation in the substructures becomes an alluring alternative. White and Wilson
[1] have exploited a part-based representation. They commence observing which sub-
graphs are present in a graph, and how these subgraphs are connected with each other,
in order to modeling the variation in a set of graphs. Then, the graphs representation
is achieved by a clustering of subgraphs, that means distributions are defined on the

clusters present in each graph. New graphs can be sampled from such distributions.



Chapter 3

Mathematical Background

The Chapter presents some mathematical and statistical concepts essential to under-
standing the method later proposed. It has been conceived as the starting point of the
whole reasoning process leading to the final result. The next sections intend to provide

and remind notions which will be deepened and extended in the following chapters.

3.1 Fundamentals of Linear Algebra

A matrix is simply a rectangular array of real numbers. An m X n matrix is an array
having m rows and n columns. If m = n, we say A is square of degree n. The set of all

m X n matrices with real entries will be denoted by R"*™.

A typical operation on matrices is transposition, or taking the transpose. If A = a;; is
m x n, the transpose AT of A is the n x m matrix AT = cji, where c¢j; = a;;, namely

the i-th row of AT is just the i-th column of A.

A matrix A which is equal to its transpose is called symmetric, that is
A=AT

Clearly, every symmetric matrix is square. The symmetric matrices over R turn out to

be especially fundamental.

We have said a matrix is symmetric if, for each pair of indices ¢ and j, the (7, j) entry
equals the (j,7) entry. A matrix is called antisymmetric if each (7, j) entry is the negative

of the (j,4) entry. It means an antisymmetric (or skew-symmetric or antimetric) matrix

17
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is a square matrix A, whose transpose is also its negative. It satisfies the condition

—A=AT

The inverse of a square matrix A, sometimes named reciprocal matrix, is a matrix A~

such that

AAT =T

where [ is the identity matrix. Not all the square matrices have an inverse. An inverse

is possible if and only if the determinant is not equal to zero.

In linear algebra, an orthogonal matriz, is a square matrix, with real entries, whose
columns and rows are orthogonal unit vectors (i.e., orthonormal vectors). In particular,

a matrix is orthogonal if its transpose is equal to its inverse.

AT ="t

An orthogonal matrix is always invertible.

AAT = AA T =T

As a linear transformation, an orthogonal matrix preserves the dot product of vectors,
and therefore acts as an isometry of Euclidean space, such as a rotation or reflection.
In other words, it is a unitary transformation. The complex analogue of an orthogonal

matrix is an unitary matrix [80].

The set of n x n orthogonal matrices forms a group O(n), known as the orthogonal group.
The subgroup 8O(n), consisting of orthogonal matrices with determinant +1, is called
the special orthogonal group, and each of its elements is a special orthogonal matrix.
Then, if we have an orthogonal matrix A with det(A) = 1, A is called special orthogonal
matrix. Again, as a linear transformation, every special orthogonal matrix acts as a

rotation.

In linear algebra, a rotation matriz R is a matrix that is used to perform a rotation in
Euclidean space. Rotation matrices have several special properties [81]. For instance,

the determinant of R equals 1'. Another property concerns the transposition: the inverse

!Proper rotation matrices are orthogonal with determinant +1, as opposed to -1, that is: reflections
are not allowed.
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of R is its transpose.
R =xRT

Regarding the properties of the dot product?, we can summarize them using the following

matrix notation:

RRT =1

Composing two rotations results in another rotation; every rotation has a unique inverse
rotation and the identity map satisfies the definition of a rotation. The set of all rotations
is defined as a group under composition, just because of the above mentioned properties
along with the associative property. Composition and inversion in the group correspond

to matrix multiplication and inversion.

To better understand the link among rotation matrices and special orthogonal group,

we say that 8O(2) is the set of all matrices in the form

[cos(&) —sin(9)]
sin(f)  cos(6)

for different angles 6. Similarly, $O(3) forms the set all of rotations in R3, which preserves
the length and the orientation. Every rotation in 8O(3) fixes an unique 1-dimensional

linear subspace of R?, due to the Euler’s rotation theorem. For example

cos(f) —sin(f) O
sin(f) cos(d) O
0 0 1

is the rotation matrix R with angle # and axis of rotation z-axis.

The rotation group has a natural manifold structure, for which the group operations
are smooth; so it is actually a Lie group. For example 8O(3) is a matrix Lie group [82].
Lie groups are frequently used because they usually appear as groups of symmetry of
various geometric objects. Every Lie group has an associated Lie algebra, which is the
tangent space around the identity element of the group. For instance, the Lie algebra,
so(3), is the set of 3 x 3 skew-symmetric matrices. There is a map from the tangent
space to the Lie group which is called the exponential map. The Lie algebra can be
considered as the linearization of the Lie group near the identity element whereas the
exponential map provides the delinearization (it takes us back to the Lie group). The

exponential map is defined using the standard matrix exponential series for e. For any

2Both of any row or column (of a rotation matrix) with itself and of any two different rows or columns.
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skew-symmetric matrix A, e? is always a rotation matrix, an orthogonal matrix. Every
rotation matrix is of this form i.e. the exponential map from the set of skew-symmetric
matrix to the set of rotation matrices is surjective. If the group 8O(n) of rotations is
the group of orientation-preserving isometries of the Euclidean space E(™ then the Lie
algebra consisting of real skew-symmetric n x n matrices is the corresponding set of

infinitesimal rotations.

3.1.1 Eigenvalues and Eigenvector

Eigenvalues are special numbers associated with a matrix and eigenvectors are special
vectors. A matrix A acts on vectors z like a function does, with input z and output Az

[83]. Eigenvectors are vectors for which Az is parallel to z. In other words:
Ax = Az

In this equation, z is an eigenvector of A and ) is an eigenvalue of A. The eigenvalue-

eigenvector equation for a square matrix can be written as
(A=X)z =0, z=#0.

This implies that (A — AI) is singular and hence that det(A — AI) = 0. This definition
of an eigenvalue, which does not directly involve the corresponding eigenvector, is the

characteristic equation or characteristic polynomial of A [84].

Let A1, Ag,..., Ay be the eigenvalues of a matrix A, let x1,z9,..., 2, be a set of cor-
responding eigenvectors, let A denote the n-by-n diagonal matrix with the A; on the

diagonal, and let X denote the n-by-n matrix whose j-th column is x; . Then

AX = XA.

3.1.2 Singular Value Decomposition

The singular value decomposition (SVD) of a matrix A is the factorization of A into the
product of three matrices, ULVT. The columns of U and V are orthonormal and the
matrix L is diagonal with positive real entries. Any m-by-n matrix can be factored as
ULVT. The columns of matrix U are the eigenvectors of AA” whereas the columns of
matrix V are the eigenvectors of AT A. The diagonal matrix L has as diagonal elements

the square roots of the eigenvalues of A7 A. They are called the singular values of A.
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3.2 Matrix Representations of Graph

One of the earliest problems of graph theory was the Konigsberg Bridge Problem. This
simple example easily explains how to convert a pictorial representation into a graph. In
1736, Leonard FEuler was puzzled whether it is possible to walk across all the bridges on
the river Pregel in Konigsberg (Figure 3.1, left-hand side [85]) only once and return to
the starting point. In order to solve this problem, Euler, in an ingenious way, abstracted
the bridges and the landmasses. He replaced each landmass by a dot (called vertex) and
each bridge by an arch (called edge or line) as shown in Figure 3.1, right-hand side [86].
Euler proved that there is no solution to this problem [87].

FI1GURE 3.1: Euler’s drawing of the bridges of Konigsberg in 1736 and related graph.

(Adriancamm 2012 - Rosalind Team)

A graph is completely determined by specifying either its adjacency structure or its
incidence structure; these specifications provide far more efficient ways of representing
a large or complicated graph than a pictorial representation. Specifying the adjacency
structure, as well as incidence structure, using a matrix format is a standard practice,
especially when it comes to communicate with computers. Various types of matrices
associated with a graph exist but in the following sections we will focus on the Laplacian

matrix.

An undirected graph G = (V, E) is a relational structure that consists of a set of vertices
Ve = (v1,v2,v3,...v,) where ||[V]| = n, and a set of edges Eg = (e;;). A graph is said to
be nontrivial if it contains at least one edge. An undirected unweighted graph with n
nodes can be represented by an n X n real symmetric matrix, or the adjacency matriz
of the graph. That is, to each graph G = (V, E') we can associate the adjacency matrix
A= Aqg = |laij|, i, =1...n as follows:

1, v; ~ Uy,
aij =
0, otherwise.

where v; ~ v; indicates node v; is adjacent to node v;, v;,v; € Eq.
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Each entry of Ag identifies either the presence or the lack of an edge e;; € Eg between
graph vertices v; and vj, respectively with 1 or 0 (Figure 3.2). All the diagonal elements
are set to 0. Being the graph undirected, the matrix A is symmetric. Clearly, if we label

the graph differently, we get a different matrix. Indeed

A= pApPT

represents the same graph for any permutation matrix P of the n labels (where P is a
relabeling; it changes the order in which we label the vertices). Our measurements from

a matrix representation should be invariant under this transformation.

The same reasoning is applicable to weighted graphs but the entries of the adjacency
matrix store the weights, in case of an edge between vertices. However, the adjacency

matrix contains no vertex information.

0\0 1/2|3/a|5|6
1/ol/1|1]0|0]0

0 ‘ 2(1/0(0(1/0/0
\0 3/1/0lo0|1]0]0
/ alol1|1]o0]1]0
5/“) 5/0/0/0/1|0]1
/0000|210

FI1GURE 3.2: Undirected Graph and Adjacency Matrix.
Since A is symmetric, the eigenvalues of A are real. The eigenvalues may be ordered by
their magnitude and collected into a vector which describes the graph spectrum.

In some applications, it is more useful to have both all vertex information and a positive
semidefinite matrix representation of the graph. This may be achieved by using the

Laplacian matrix L (or the signless Laplace matrix L).

The Laplacian matrix for a graph, Lg = ||l;;||, i,j = 1...n, is defined as

Lg =Dg — Ag
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where D¢ denotes the diagonal matrix with entries d;; = deg(v;). The degree deg(v;) of
a graph vertex is the number of edges connected to that vertex. We say v is an isolated

vertex if deg(v) = 0.

d@g(’l}i), t=17,
lij=q -1, Vi ~ vy,
0, otherwise.

Spectral graph theory and related methods depend on the matrix representation of a
graph. As the Laplacian matrix is positive semidefinite, such property makes it more

suitable for spectral analysis than the adjacency matrix?.

There are variants of the Laplacian matrix [26]; the above mentioned is the so-called
unnormalized Laplacian (which is also referred to as the combinatorial Laplacian L) but
there are also the signless Laplace matrix Ly (the degree and the adjacency matrix are
simply added), the normalized Laplacian L (its diagonals and off diagonals are scaled
so the eigenvalues are bounded in the interval [0,2]) and the random-walk Laplacian L

as well.

In more detail we have:

L=D-A
Li=D+A
L =D:LD:?
L=D"'L

3.2.1 Spectral Representation

The spectral representation of the graph is obtained from the matrix representation using
the eigendecomposition. Indeed, the heart of spectral graph theory are the eigenvalues

and eigenvectors of matrices.

Let X be the (square) matrix we are interested in*, then

X = N

3A positive definite matrix A is a symmetric matrix with all positive eigenvalues. Moreover, if  is
an eigenvector of A, 2T Az > 0 for all vectors = # 0.
4Any square matrix has an eigendecomposition into eigenvectors and eigenvalues.
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where ); is an eigenvalue of the matrix and ¢; is an eigenvector of the matrix (actually

the right one). If we look at the left eigenvector we get

T X = Nt

Being the matrices under consideration symmetric, we can say that:

e there are always n orthogonal eigenvectors;
e the eigenvalues are real ;
e the left and right eigenvectors are the same.
We remind that we are dealing with undirected graphs, which have a square and sym-

metric matrix representation. Thus, the eigendecomposition of symmetric matrices is

given by

X = oA0T (3.1)

and

0T =1 (3.2)

In the spectral decomposition of a matrix, such as the combinatorial Laplacian, A =
diag(A1, A2, ..., A\jy|) is the diagonal matrix with the ordered eigenvalues (by magni-
tude) as elements and ® = (¢1]¢2|. .. |¢|y) is the matrix with the ordered eigenvectors
as columns. Moreover, in the case of the Laplacian, all the eigenvalues are non-negative

and 0 is an eigenvalue of L.

0=XM <As...<Ap<n=]|V| (3.3)

S x =2|E| (3.4)

One can easily see that \; = 0 and that ¢; = 1. Every Laplacian matrix has an
eigenvector ¢1 = (1,1,...,1) such that L¢; = 0 [88]. In addition, the number of

eigenvalues with zero magnitude relate to the number of disconnected elements present
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in a graph. The set of the \;’s is usually called the spectrum of L (or the spectrum of
the associated graph G).

The properties of eigenvalues and eigenvectors matrices can be used to construct fea-
ture vectors for the graphs under study. Provided that the Laplacian matrix has d
distinct eigenvalues, the graph can be embedded in the orthonormal basis formed by the
corresponding eigenvectors. Hence, a node graph becomes a point in a d-dimensional

isometric space [63].

In this sense, we are embedding the graph in a d-dimensional Euclidean space. The
embedding is given by the n x d matrix F' where the i-th row of this matrix corresponds
to the Euclidean coordinates of the i-th graph node v;. The (Euclidian) Laplacian
embedding of a graph is

F=A1d

and then the coordinates of a vertex v; are:

3.3 Nonparametric density estimation

Nonparametric density estimation is of great importance when there is the need to
model the probabilistic or stochastic structure of a data set. Modeling the underlying
probabilistic structure of the data, i.e., the uncertainty of the process, is a crucial task,

for it can be used to describe the mechanism from which the data was generated [89].

A parametric model assumes that the density is known up to a finite number of param-
eters, while a nonparametric model allows great flexibility in the possible form, usually
assuming that it belongs to some infinite collection of curves. The most used approach
is the kernel smoothing, which dates back to Rosenblatt [90] in 1956 and few years later
Parzen [91] in 1962. Kernel density estimation is also known as the Parzen-Rosenblatt

window method [89].
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The probability density function, pdf, conventionally describes the probability distri-
bution of a continuous random variable X in terms of f(z), from which probabilities

associated with X can be determined using the relationship

P(angb):/bf(x)dx

The goal of many researches is to evaluate f(z) from a sample of observations x1, xa, . .., Tp,
considered as independent realizations of X. The parametric approach for estimating
f(x) is to assume that f(x) is a member of some parametric family of distributions,
e.g. N(i,0?), and then the task is fulfilled by estimating the parameters of the assumed
distribution, from the data [92].

This method has advantages as long as the distributional assumption is accurate, or
at least is not seriously incorrect. It is easy to apply and it yields (relatively) stable
estimates. The chief drawback of the parametric approach is lack of flexibility. Each
parametric family of distributions imposes restrictions on the shapes that f(x) can
take. For example, the density function of the normal distribution is symmetrical and

bell-shaped, and therefore is not appropriate for characterizing skewed densities [92].

Non-parametric approaches allow avoiding limitations about the type of f(x) and are
really useful to estimating density function directly from the data. The histogram is a

well-known non—parametric estimator of the pdf.

The grouping of data in the form of a frequency histogram is a typical methodology
which is intrinsic to the foundations of a variety of estimation procedures. Providing
helpful visual information, it has played a fundamental role in nonparametric statis-
tics. Basically, the histogram is a step function defined by bin heights, that equal the
proportion of observations contained in each bin divided by the bin width; thus the

construction of the histogram is very easy to understand [89].

It has the advantage of being intuitive and easy to implement but it also has disad-
vantages, but it also has disadvantages, such as lack of continuity. Besides, in terms
of different mathematical measures of accuracy, there exist alternative non—parametric

estimators that are superior to histograms [92].

Although the kernel density estimation is rooted on histogram approach, the basic idea is
slightly different; estimating the density function at a point x using nearby observations.
In non-parametric statistics, a kernel is a weighting function used in non-parametric
estimation techniques. In the case of kernel density estimation it is exploited to estimate
random variables density functions f(z). Instead of building up the estimate according

to bin edges, the naive kernel method (adaptively) uses each point of estimation z as
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the center of the bin of width 2h [89]. Besides, the use of a suitable kernel makes the
kernel density estimator more robust, since it is being endowed with properties such as

smoothness or continuity.

Having a large number of observations on a random variable X and wanting to draw the
pdf of X, we can use the basic and simple method of the histogram to estimate f(z).
Roughly, we divide the range of X into a small number of intervals, also called bins,
and then we count the number of times X is observed in each interval. To construct a
histogram one needs to select a starting point, xg, and the bin width, b. The bins are of
the form [z + (¢ — 1)b, z0 +b], i = 1,2,...,m. The estimator of f(z) is then obtained

as

A 1 # of observations in the same bin as x

fla) = ;

n

Anyway, it is also possible to adopt bins of different widths, in which case

A 1 # of observations in the same bin as x

fz) =

n Width of bin containing x

By using the definition of the probability density function, f(x), of a random variable
X, we know that

z+h
Plz—h<X<z+h) :/ F(O)dt ~ 2hf(z)
r—h

and hence directly deducing an approximation of f(x) expressed as

1
where h is the bandwidth.

For any h > 0, we can compute P(z —h < X < z + h) by the proportion of the sample
falling inside (x — h,z + h).

Finally, it turns out that such probability can be estimated by a relative frequency in

the sample, and thus it can be written as

A 1 # of observations in (x — h,z + h
f) = o ( )
2h n

(3.5)

An alternative manner to express f (z) makes use of an additional function, that is
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1 n
fx)==) w(x—x;h) (3.6)
st
where 1,9, ..., T, are the observed values and the extra function is in the form
5 for [u| <h,
w(u, h) =

0  otherwise.

The function f (x), defined in 3.6, has the properties of a pdf since it is non—negative

for all # and the area between f(z) and the z—axis equal to one.

To better understand the equation 3.6, we have to imagine that a rectangle (height %
and width 2h) is placed over each observed point on the z—axis. The estimate of the pdf
at a given point is % times the sum of the heights of all the rectangles that cover the
point. By increasing h, the width of each rectangle is increased and thereby the degree

of smoothing grows [92].

The aforementioned additional function, actually a kernel weight, is simply a bin of
width 2h centered at x [89]. Later, the kernel density estimator, based on it, will be

specifically called naive for this reason.

It is important to remind that the choice of bins, in particular the bin widths, has a
substantial effect on the shape of f (z), as depicted in Figure 3.3. Here, the kernel density
estimation has been utilized to construct the pdf of a random variable. On the left-hand

side the bin width is smaller and so the function shape results less smoothed.

Bin width - Smoothness capacity Bin width - Smoothness capacity
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FicurE 3.3: Bin width choice - a comparison.

However, instead of using rectangles, as in equation 3.6, we may adopt other weighting

functions. For example, an alternative weighting function is the Gaussian:
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1 —u?
5 he2h2,—oo<u<oo
T

w(u,h) =

Such weighting functions, w(u, h) are all of the form
() = K (%) (37)
w(u,h) = —K(— .
’ h  \h
where K is a function of a single variable, called the kernel.

Replacing the weight function w(u,h) in the definition of the naive estimator, by a
kernel function K, we obtain the kernel estimate of f(z) (Rosenblatt [90]), defined as a

weighted average over the sample distribution function [89] [91]:

fwzgch;w (33

A kernel is a standardized weighting function, namely the weighting function with h = 1.
The kernel defines the shape of the weighting function. The parameter h is also named
the smoothing constant, because it establishes the amount of smoothing applied in
estimating f(x)[92]. There exist several possible kernels for kernel density estimation.
In Figure 3.4 [89], some of the most popular kernel functions are presented (on the left-
hand side) and displayed (on the right-hand side). In particular we can see the format

of the Epanechnikov, Uniform, Gaussian and Triweight kernels.

o
- — uniom
Kernel weight K(x) E o e
-] ! ‘-‘ » = Blweight
- , . S fon
Uniform %i{ x| < 1) PR
! .
i Al
. 17 = i \
Gaussian \—/-_lj—re 2% = : Y
I W
- R ‘ . - - il
Epanechnikov %{1 —a)l(jz| €1) 31 R
I i)
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Biweight (- 2)21(|z] €1) g - S W
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FIGURE 3.4: Most common Kernel weights and related functions.
(Zambon and Dias - 2012)

It must be pointed out that the estimator in equation 3.8 inherits properties such as

continuity and differentiability (because it is an additive function of the kernel weight).



Chapter 3. Mathematical background 30

That means there is the possibility of being not continuous as well as having zero deriva-
tives everywhere except on the jump points x; &= h. Furthermore, not even a good choice
of h assures a reasonable estimates of smooth densities. The reason stems from the fact
that the discontinuity of the kernel weight gives the estimate function a ragged shape,
creating sometimes misleading impressions due to several bumps. Adequate weight func-
tions help overcome problems with bumps and discontinuity of the estimated density.
For example, if K is a gaussian distribution, the estimated density function will be

smooth and have derivatives of all orders [89].

However the kernel density estimation is not lacking of drawbacks; for instance it is
always biased. Moreover, important features of the main part in the distribution might
be lost when the underlying density has long tails. To avoid this problem, adaptive
bandwidth methods have been studied, where the size of the bandwidth depends on the

location of the estimation [89)].

In general any functions having the following assumptions can be used as a kernel:

A1) K(2) >0
A2) [K(z)dz=1
A3) Symmetric about the origin, e.g., [ 2K (z)dz =0

A4) Has infinite second moment, e.g., ua2(K) = [ 22K (z)dz < oo

So far we have seen one-dimensional estimation, but the multivariate estimation does

not require further complicated assumptions [93]. Consider a d-dimensional data set,

with sample size n. The i-th observation, ¢ = 1,...,n will be in the form
Ti1
X, =
Tid

and then the goal will be to estimate the density f of X = (x1,...,24)7

f(x) = f(z1,...,7q)

A good alternative for multivariate kernel density estimation is the product kernel.

Hence the kernel density estimator in d-dimensions is
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A 1 " 1 J}l—Xz' -rd_Xid
f(X):n;th( h T h )
1 ° xl—X,- wd—XZ-
1 n d _Xz
:W;HlKCCJ h j)
i=1 j=

where K is a multivariate kernel function with d arguments and the bandwidth A is the
same for all the axes. The product kernel consists of the product of one-dimensional
kernels. Typically the same kernel function is used in each dimension and only the
bandwidths are allowed to differ. In the latter case, it happens that one or several of
the features has larger spread than the others and we should use a vector of smoothing
parameters. Such extension means the bandwidth is h = (hy,. .., hg)? and the equation

3.9 becomes

o _1 1 {El—Xi xd_Xi
f(x)_HZhl...th( T hy )

(3.10)

Note that, although the above formulas use kernel independence, it does not imply we
assume the features are independent. If we assumed features independence, the density

estimation (single i) would have the expression [94]

760 =TT = SR (2574) (3.11)

with the order of the summation and product reversed compare to the product kernel.
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The generative model

The problem of characterizing a set of graphs via a representative has been addressed
by several authors, such as Jiang et al. in [95] [96] or White and Wilson in [65] [62]. A
generative model can be used to ”generate” new graphs as well as it can be employed in
classification problems. In the following sections we will present the statistical premises

at the base of our method and the achievable model.

4.1 Introduction to the model

Comparing graphs, in order to classify them, is not a trivial problem. Measuring their
structural similarity is not simple since their are not naturally represented in a vectors
space. For this reason, our first objective is translating a graph in a vectorial quantity,
by mean of already proven methods. After that, in a later stage, we will apply statistical

operations, which are usually straightforward to use with vectors.

When it comes to classify/recognize objects, characterized by some numerical features,
there are basically two ways to approach the problem. In the discriminative approach,
one extracts some basic features from an object and directly learns a mapping from these
observed features to the set of parameters from a large set of training data. Hence, the
method does solely act as kind of a black box that yields a certain output given a
certain input. The generative approach, on the other hand, is model based, i.e., there

is an object model that can approximately generate a new object [97].

In the matter in question, a generative model describes the probability distribution of
patterns in a vector space and it is a well known concept in the domain of statistical
pattern recognition. Although it can be employed to create new example, it is of great

importance in classification problems. It turns out the latter approach is our second

32
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target. Having on hand a vectorial representation of graphs, we can develop a method

to formulate a generative model for a set of graphs.

Our method took the cue from White and Wilson’s idea in [62], namely creating a two
separated generative models, as the spectral representation is dual. In other words, we
will commence modeling the eigenvector ”part” and the eigenvalue ”part” of each graph
separately and eventually we combine the final outcomes. In addition, the method does

not required any nodes alignment.

The eigenvector model definition is based on the fact a graph can be viewed as a cloud of
points in d-dimensional space. So doing, and exploiting statistical tools, data treatment
becomes easier. Especially, the kernel density estimation helps us on characterizing each
set of graphs by its probability density function, without any preliminary assumptions
on it (named non parametric estimation). Let us suppose to have a set of samples, where
each sample is a collection of points, described by a vector. These samples, composed by
points, are instances from a population with a specific distribution. Consequently, each
sample is ruled by the same distribution. Since the population is very large, making a
complete enumeration of all the values in the population is impossible. However, the
sample represents a subset of manageable size. By collecting many samples becomes
possible to calculate statistics so that one can make inferences from the sample to the
population [98]. Even the eigenvalues are treatable via statistical manipulation but a

parametric method is employed in such case.

4.2 FEigenvector Density Model

A graph is a collection of nodes and edges between vertices, which we need to extrapolate
information from. Information, in that instance, can be also considered as features and
it should be in a vectorial form. Spectral graph theory, and in turns eigendecomposition

methods, is the starting framework.

From the eigendecomposition of the Laplacian matrix of each graph, as explained in
equation 3.1, we get a graph spectral representation as a pair {®, A}, which completely

describes the graph !.

However, one the most problematic issues is the lack of uniqueness, of such representa-
tion, in describing a graph. Indeed, if we reorder the vertices of GG, by means a permuta-
tion matrix P, then, although the graph is unchanged, we obtain a different matrix and

hence a different spectral representation. Therefore, the spectral representation { P®, A}

Tt means the original Laplacian matrix can be constructed from the spectral representation.
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represents the same graph for any permutation matrix P 2. The consequence, for ex-
ample, in graph matching problem, is a further alignment step involving the rows of ®.
Anyway, if we look at the problem from another perspective, such as the probability

density function viewpoint, the latter matter does not exist.

The first stage of our reasoning stands in the graph description. Since a graph is a set
of nodes V' = {vy,...,v,}, then we can define a good description by characterizing each
node (and inherently its connections with other nodes). The eigendecomposition plays
a chief rule in this step because a vertex of a graph, v;, can be considered a point having
as coordinates the i-th row of ® matrix. Hence, graph vertices are represented by points
in R", n = ||V||. To establish the order of the components of the feature-vectors, the

columns of ®, we use the increasing order - by magnitude - of their related eigenvalues.

Graph using as
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3° eigenvector

2° eigeinvector

FIGURE 4.1: Alternative representation of a graph as a cloud of points. Each point
identifies a node of the graph; its coordinates are obtained using the ® matrix.

It becomes clear that, even if a permutation matrix P occurs, it affects only the order
of the rows of the ®. Each rows of the ® matrix identifies a node whereas each column
of the ® matrix is the i-th coordinate of a node (point); the columns order becomes the
only relevant trait in our analysis. The reason stems from the fact we are treating nodes
as points: changing the columns’ order, we would have points completely different. On
the other hand, seeing as we have to compute the probability density function over these
points, even if the order of the points were permuted, it would not influence the final
result. The same reason holds in case of comparison of graphs of different sizes (i.e.,
graphs with different number of nodes), since the probability density function (shape)

does not depend on the number of observations.

2In addition, if there are repeated eigenvalues in the spectrum, then the eigendecomposition is not
uniquely defined.
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So, a graph, described by means of the eigenvectors matrix ®, can be thought as a
cloud of points. If the graph has n nodes, each point/node will be characterized by
an n-dimensional vector. Nevertheless, the obtained representation is not so distinctive
and discriminating yet. Actually it is only a transient definition, helpful for our final
objective, i.e. the characterization of the pattern underlying each class. An illustrative
example is depicted in Figure 4.1. Here we used real-world data, that is a graph from
COIL5 dataset (for more details see 6.1). The i-th node of the graph, now a point, has
been described by a vector having as coordinates the second, the third and the fourth
eigenvector of the i-th row of ® (calculated by eigendecomposition of the Laplacian

matrix of the graph).

Handling points makes possible a further improvement, in terms of characterization,
because we can take into account the probability density function. To develop an ap-
proximation of the probability density function which data could have been drawn from,

the use of the kernel density estimation reveals itself an excellent strategy.

In order to get a better idea of how a pdf is formulated, we start with the concept
of the histogram. Let us suppose to have a set of data points (it does not matter if
univariate or multivariate) which has to be modeled or characterized. We construct the
histogram firstly by fixing some intervals. Later we separate the data into those ranges,
by counting how many of the data points fall into each range, bin. This information can
then be plotted in a bar chart. Note that the y-axis may be explicated as in terms either
relative proportion or raw number of data points falling into the range. In addition,
the histogram representation may be improved by creating a larger number of bins,
which are smaller in width, to get a more refined picture of the distribution of the data
(actually we could continue to recreate the histogram with smaller and smaller ranges).
The ultimate conclusion of this process would be a histogram that has, in theory, a range
that is infinitesimally small, i.e., we would have a continuous function. Such functions

do exist, and are the probability density functions.

The employment of the kernel density estimator stems from the fact it does not need
any assumptions regarding the probability distribution underlying data, being a non-
parametric density estimator. It requires no a-priori knowledge regarding the possible
shape of the probability distribution. The link between histogram method and kernel
density estimation is well-shown in Figure 4.2. Even in this case real-world data from
COIL5 dataset has been represented. Unlike the previous example, in Figure 4.2 it has

been considered only a single eigenvector.

We can easily compute the pdf of a graph, characterized by its eigenvectors. Given a

graph G = (V, E), where n = ||V||, and the related spectral matrix ®, whose elements are
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FIGURE 4.2: Bar chart and related kernel density estimation.
qbiGj, i=1,...,n,j=1,...,d, the probability density function (a multivariate function)
is defined as

n d . _ 4G
fg<$1,$2,...,xd) = nlhdZHK<x]h%>’ d<n (4.1)

i=1 j=1

The bandwidth parameter h should be a small number. The computation of a good

bandwidth value is treated in the next Chapter (see 5.4.3).

If we assume each graph has its own distribution, then, looking at a set of graphs
belonging to the same class, we expect they will have, more or less, the same distribution.
The pdf capability of differentiate various classes is shown in Figure 4.3. In particular,
graphs from COIL5 dataset are represented. In the upper row, some graphs from the

second class are depicted whilst the lower row collects some graphs from the third class
3

As yet we have treated and analyzed the issue in terms of a single graph. However,
extending the methodology to a class of graphs, in order to create a generative model,

is a merely application of the same presuppositions.

Given a set of graphs {G1,Ga,...,Gn}, belonging to the same class, and their spec-
tral matrices {®q,Po,..., P, }, we are interested in performing a general, an overall,

probability distribution, able to cover and represent all the instances present in the set.

Each graph G; of the set, ¢ = 1,...,m, is represented by ®;, a cloud of k;-dimensional
points. Let k; = ||V;|| and then j = 1,..., k;. Every column j of the matrix ®; identifies

a dimension in R¥:.

3Graphs indices are indicated - Eigenvectors used: 3rd,4th and 5th.
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FIGURE 4.3: Graphs representations, classes 2 and 3, as multivariate probability den-
sity functions.

KDE - CLASS 2 KDE-CLASS 3

FIGURE 4.4: General distributions’ representation, classes 2 and 3, as multivariate
probability density functions.

To clarify the notation, it is better to remind that, if a graph has n nodes (n = ||V||),
then, ® matrix will have n columns and n rows. That implies, since we are looking
at the ® matrix as a collection of points, we are dealing with n points described by
n-dimensional row vectors. Without loss of generality, we assume a common fixed d
dimensionality of the space for all graphs in the set, i.e. k; = d, Vi,i = 1,...,m.

Roughly, we consider only the first d-eigenvectors for each graph 4.

Eventually, the class probability density function can be computed by kernel density

estimation from the union of all the spectral matrices, a general matrix denoted by ®.

“Different strategies can be adopted to decide this value, e.g. d could be min{||Vi]|,..., ||[Vi||}
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Put in coarse terms, we sum up all the points, all the clouds, to get a global, all-out
and bigger cloud of points. In Figure 4.4 the general distributions of the aforementioned

classes are shown.

4.2.1 Eigenvector Sign-Ambiguity

So far we did not evaluate the sign-ambiguity of the eigenvectors. It is well known that
the eigenvectors of the decomposition of a matrix are recovered up to a sign factor of
+1. It is necessary to determine such factor if we are to correctly identify 1) a node as a
point and 2) the overall probability distribution of a graph. Actually a sign-flip, even if
it involves only one column of the eigenvector matrix, completely changes the position

in the space of a point (see Figure 4.5 as explanatory example).

KDE - CLASS 3 - graph idx 140 KDE - CLASS 3 - graph idx 140 - flip-sign

FIGURE 4.5: Graph’s pdfs - before and after sign-flip of a single eigenvector.

One method to flip (and align) the sign is based on the correlation p between functions.

The correlation p between two functions is given by

P12 = /°° fi(x1) fo(z2)dx

In case of flip, the independent variable of a function, x;, changes sign. Let say, for
instance, fy undergoes a flip; then we have to computed fo(—xz2). If the flip makes the
correlation greater, then it will be approved, otherwise nothing will be changed. In these
circumstances, the functions under consideration are the probability densities; the above

correlation holds because variances are constant.
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A simple example may help us understanding the concept. Let us suppose to have only
two graphs, named A and B, and their m-by-d and n-by-d spectral matrices, ¢4 and
¢p. We assume the reference matrix is A. The probability density functions over the
spectral matrices are defined as goil and gp{_t;. They are calculated over the complete set
of points/nodes which compone the graph; the j tells us we are considering only the first

j-th eigenvectors.

In order to decide if flipping or not a sign, we need to compute

J
PaB

:/ ohodr  and pJA7_B :/ s dx (4.2)
— 0o —0o0

and then check which correlation is the highest.

The sign-flip, indicated by (pgg , means that only the latter j-th eigenvector sign has been

changed, since the previous ones are considered already checked.

In practise: at the beginning we consider only one dimension (for the sake of simplicity
we assume to be the first one), and we make our evaluation according to above formu-
las. Then, in the later stage, we evaluate both the first and the second eigenvector,
that means we add another dimension. During the check phase, 9023_ will represent the
function where it has been changed only the sign of the latter dimension i.e. the second
eigenvector. Continuing, if we need to consider even the third eigenvector, then in the
function cp%‘ only the third dimension will be subjected to a flip, maintaining the setting

from the previous stages, and so on.

A flip sign occurs if the correlation, between the two functions, gets an improvement

from it, that is

FLIP <— mam{pJA’B,p]A,_B} = p]A,—B

Unfortunately, as the number of considered dimensions increases, the method becomes

computationally onerous.

For such reason we have developed a heuristic method, based on the analysis of function’s
peak, commencing from the higher variances. Being an heuristic approach, it does not

give us the guarantee of finding all the correct signs.

Given a set of graphs {G1,Go, ..., Gy, G} belonging to the same class €, let ®* be the
spectral representation of graph G; and qb;- be the j-th eigenvector of a given spectral

matrix ®’. We assume the j-th eigenvector is a random variable described by a certain
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probability density function, which rules even the other j-th eigenvectors in the class.
In a coarse manner, all the j-th eigenvectors in a class have almost the same shape.
We say "almost” since the sign-ambiguity makes the differences. If a sign is reversed,
the shape of such function remains identical but the peak is being shifted. In order to
correct the sign-ambiguity, we will seek where the peak ¢ peqck () lies, i.e., based on the
previous notation, we check if the independent variable x is greater or smaller than zero.
Taking one matrix (graph) as reference one, we correct all the other matrices according
to this rule. It turns out performing the probability distribution is a mandatory step.
To obviate complicated parameterizations, the kernel density estimation still seems to

be a good choice.

Original Flip
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FIGURE 4.6: The Peak Rule - a visualization via KDE.

The simplest application involves only two graphs, A and B, and their spectral matrices,
¢4 and ¢p, both with d columns. The reference matrix is A. Let go(a:f)* be the peak

of the A’s pdf, with respect to the j-th eigenvector, whilst gp(:njB)* is the peak for B.

We focus only on the independent variables of the function in the peaks, i.e., a:jA* and

Bx

1=1,....d:

Since graph A is the reference one, we proceed as follows for each eigenvectors

B 3 Ax Bx
¢7(=1) ifxf* <0and z7* >0,
qﬁf = ¢jB(—1) if xf* >0 and ij* <0, (4.3)

(Z)f otherwise.

In the first two cases a sign-flip occurs, since the signs of the independent variables of the

©’s are conflicting; when they are concordant nothing happens. In Figure 4.6 we can see
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the application of the rule in practice®. The red line identifies the pdf of the reference
graph, actually it is the pdf of a single eigenvectors. The blue line and the green one
refer to the pdf of the second graph, before and after the flip (same eigenvector position
of the reference matrix). Because after the sign-flip the peaks agree (vertical red line

and vertical green line almost overlap), that eigenvector will be flipped.

4.2.2 Matrix Rotation

When a sign-correction is applied, as presented in the previous section, practically it
similarly acts as a rotation, that means the ¢ matrix (and the related pdf) undergoes a
movement, as shown in Figure 4.5. However, such kind of alignment is not completely

accurate and refined. For that reason a further step, a real rotation stage, is required.

In other words, what we are going to do, is looking for a maximizing rotation, that is

arg max H P(Rx)

ReOy, :

where

P(z) o Zexp{ - ;Hx _th]H }

J

Let A and B be two matrices representing clouds of m points in R". We search for the
rotation matrix R € SO(n) such that, rotating all points in A by R will bring the points
of A as close as possible to the points of B. It stands to reason that one of these two
matrices is used to provide a reference orientation. Then, fixed the reference matrix, we
rotate the other one around the origin, until we find an optimum angle of rotation, such
that the sum of the squared distances between the corresponding points is minimised.
The problem is known as Orthogonal Procrustes Problem. It concerns the following

optimization:

Minimize ||[AR — Bl||

Subject to R € RP*P RTR =T

®Data from COILS.
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Hence, applying the above optimization formulas to our definition of probability density,

by integrating the constraints in a Parzen-Rosenblatt kernel density estimator, we get

1| Rz; — y;)?
arg;nax H Z exp — ZW (4.4)
tog

We first introduce a topology for the set

O(p) = {R € R”? | R"R = I,,}

of all p x p orthogonal matrices. It is known that O(p) forms a smooth manifold.
Any vector tangent to O(p) at R € O(p) is necessarily of the form RX for some skew-

symmetric matrix KX € RP. Besides we denote

8(p) = {all symmetric matrices in RP*P}

It follows that the tangent space of O(p) at any R € O(p) is given by the orthogonal
complement of $(p) consisting of all skew-symmetric matrices in RP*P. If we consider
the rotation matrices space, a curved space, and its tangent space at the identity, then,
such tangent space is the antisymmetric matrices space. Seeing as we are interested in
maxima, with respect to the rotation, we evaluate the gradient of the function 4.4, the

projected gradient, according to an incremental variation.

The log-likelihood, adding an additional rotation S, is given by

v — 2
L :Zlog<2exp{ —;W}) (4.5)

Note that so the rotation has been subdivided in two rotation matrices, S and R, since
we need to find the rotation matrix R which makes the gradient null with respect to S,

on the identity.

We get a maximum if, with the additional rotation, the gradient becomes symmetric
and then the projection is null. It means we first need to find the gradient, with respect

to an additional rotation S, and later compute iteratively the rotation matrix R.

R will be the rotation matrix making the gradient symmetric. In other words, in order
that the projection of the gradient in the space be null, the antisymmetric component

of the gradient must be null as well.
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Let a;; be defined by
1 ”jal‘i yH2
a;j = exp{— - 73

Deriving £ with respect to the additional rotation Sp; we get

9 || SRa;—y; ||

oL :szaij—%ashk e (4.6)
OShi p Zj Qij

where the term %HSIR@ — y;|?, once expanded, becomes

0 0
m”sjﬁi - Z/j”2 = E (xinEz' - l’ZTRTSTyj - ?J;“FSR%‘ + yz‘TZ/j) (4.7)

The first and the last term within the parentheses do not depend neither on R or S, so

they can be eliminated obtaining

0
m”smﬂ% —yill* = —2(y;)n(Ra;)k (4.8)

In addition, we have to derive with respect to the identity I, then S = I.

0
%HS?{% — yjlPls=r = —2y;(Ra;)" (4.9)

Since we are treating numbers, we can add the transpose without causing any alteration

(the transpose of a number is the number itself). These operations lead to

0
%HS:R%' — yillPls=1 = —2y;a] RT (4.10)

Rewriting the 4.6 with the part from the 4.10 we have
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1 —2y;zTRT
oL Zj Q5 — 5 ]]121

85 - Zj Oéij

1
TRT
5 0 W
J Y

L
i Zj Qij

(4.11)

At this point, to simplifying further steps, we can take out the rotation matrix R

oL >, iyt \ op
= = = _WRTET 4.12
05 <ZZ: 2 g * 12

If we see at the first part as

1
9L _ (Z 2.5 ~ ’”WZT> RT (4.13)

85 7 Zj Olij
A
we can rewritten it shortly in the form
0L
= = AR 4.14
55 (4.14)

The antisymmetric component is null if A is symmetric. Therefore, we need to find the

rotation matrix R which maximizes this symmetry.

Factorizing A by singular value decomposition SV D, we get

svd(A) = ULVT (4.15)

In order to have gL = 9gL7T, R will be

R=UVT (4.16)

Indeed

ART = (uLvTy(vuT)

(4.17)
=ULU”
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which is symmetric.

The effect of the rotation is pretty significative in terms of alignment. In the Figure 4.7
an example is given %. On the left-hand side is represented the 3D density function of a
given matrix, called A, which has to be rotated. In the center box there is the reference
matrix, named B and finally, on the right-hand side is shown how the rotation has acted

on the first.

KDE A- ORIGINAL KDE B KDE ROTATED A

-4 “ 5 - 2 =) -3 8
-1 @ =3 - 2 =] 2 8

2 2

FIGURE 4.7: The effect of the rotation.

4.3 Eigenvalue Generative Model

In the spectral representation {®, A} of a graph, A = diag(A1, A2, ..., A\jv ). It is a
diagonal matrix with ordered eigenvalues as elements. Unlike what we have done with
the eigenvector matrices, in this case we are going to make some assumptions concerning

the pdfs of the eigenvalues and we will use parametric density estimation.

Given a set of graphs {G1,Ga,...,G;, Gy}, i =1,...,m, belonging to the same class and
their spectral matrices {A1, Ag, ..., A;, Ay}, our first goal is finding out the probability

density function - and related parameters - ruling the distribution of the j-th eigenvalues.

More precisely, each graph G; is represented by its spectral matrix A;, whose the diagonal

elements we are interested in. These diagonal elements, the eigenvalues, are defined

as diag(A;) = {\} = {\, é,...,)\é,)\fl}, j=1,....]|Vill. Let us consider the j-th
eigenvalue of all graphs. So doing we get a set of values as {)\j} = {)\]1-, )\j?, el )\3-, )\;n}

5Graphs 223 and 228 from COIL5, third, fourth and fifth eigenvector.
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We assume these values are moldable and describable according to some probability
function, in the matter in question we assume the j-th eigenvalues of a class {)\j} are

distributed as a Log-normal distribution, {\;} ~ InN(u, o).

The log-normal distribution is a probability distribution whose logarithm has a normal
distribution, so to be closely related to the normal distribution. It is sometimes called
the Galton distribution. If x is distributed log-normally with parameters p and o, then
log(z) is distributed normally with mean p and standard deviation o. The log-normal
distribution is applicable when the quantity of interest must be positive, since log(z)

exists only when x is positive (as in our case, eigenvalues are positive - see 3.3).

The probability density function of the log-normal distribution is:

1 —(Inz — p)?

ex
xoV2m P 202

flz|p,o)= ;x> 0. (4.18)
where the parameters are the log-mean, —oo < p < oo and the log-standard deviation

g.

A parameter is a characteristic, a feature or a measurable factor that can help in defining
a particular system. It is a value, usually unknown (and which therefore has to be
estimated), used to represent a certain population characteristic. For example, the
population mean is a parameter that is often used to indicate the average value of a
quantity. Within a population, a parameter is a fixed value which does not vary. Even
if it is possible to make statistical inferences without assuming a particular parametric
family of probability distributions (non-parametric statistics), in this case, to define

correctly the model, we need to establish parameters of such distribution.

Maximum likelihood, also called the maximum likelihood method, is the procedure of
finding the value of one or more parameters for a given statistic which makes the known
likelihood distribution a maximum. Maximum likelihood estimation, for the log-normal
distribution, is accomplished by transforming the log-normal data to normal, by taking
the logarithm. After the transformation, the maximum likelihood procedure is the same
as the procedure used for the normal distribution and thus we can use the same procedure

as for the normal distribution.

Summarizing, we observe that [99]:

fuw | mo) =] (1) fy(na | p.0) (4.19)
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where fr denotes the probability density function of the log-normal distribution and
by fn that of the normal distribution. Therefore, using the same indices to denote

distributions, we can write the log-likelihood function:

lp(p,o| z1,20,...,2n) = —Zlnxk + In(pyo | Inzy,Inzy, ... Inxy,)
k
= constant + Ix(u,0 | Inzy,Inzy, ..., Inxzy,).

Since the first term is constant with regard to g and o, both logarithmic likelihood
functions, Iy and [y, reach their maximum with the same p and o. Hence, using the
formulas for the normal distribution maximum likelihood parameter estimators and the

equality above, the maximum likelihood solutions are given by

~\2

n n

i =

4.4 Complete model

The complete generative model takes into account both contributions from the eigen-

values and eigenvectors.

The model, which has to be a representative of a set of graphs, it will be in a dual
form. Analyzing the diagonal elements of A’s matrices, we can describe the probability
distribution of every j-th eigenvalue (in terms of class), thanks to the parametrization.
With respect to eigenvectors distribution, we are able to construct the probability density
function of a whole class without any assumption or parameters estimation, thanks to

the kernel density estimator.

The prediction phase will merge the outputs coming from both sides; having at hand
the class parameters describing the eigenvalues becomes straightforward evaluating if
an eigenvalue has been drawn from such distribution; in parallel the kernel tool helps
in determining how likely an eigenvectors matrix has been drawn from a certain class

distribution.
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Model inference

5.1 Introduction

This Chapter explains the method for constructing a generative model for a set of sample
graphs and its application in classification problems. We pose the issue of constructing
the generative model as that of learning a structure, subdivided in two parts, which
can describe the edge/node structural variations present in the set. The procedure
involves two stages as the spectral representation of each graph is dual, {A, ®}. Since
our ultimate goal is predicting the class a graph belongs to, afterward we will use the

obtained model(s) to pursue the chief objective.

5.2 Learning phase

The learning phase aims at constructing a generative model for a set of graphs, which
can be easily defined in a vectors space from the statistics of sample patterns. Thanks
to the (dual) spectral representation (3.1), the vectorizing of a graph is already solved as
well as how treating data via statistical approach (see Chapter 4). Since all the theoretic
pieces have been introduced, now we can put them in place, to predict the class of a
graph which has not been used in the training stage. The approach we will be taking
in the next sections is to carry out two learning phase, one for eigenvectors and the
other for eigenvalues, explaining all the intermediate steps. The learning phase must
be applied to every class of graphs; for the sake of simplicity we will focus only in a
single class, seeing as the extension to a multi-class problem is a mere repetition of the

learning phase for each class.
The steps of learning phase, which we are going to examine in depth are the following:

48
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1. Data Processing - Eigen Decomposition;
2. Eigenvector Model - Construction;

3. Eigenvalue Model - Construction.

5.2.1 Data Processing

The effectiveness of the learning phase is mainly based on the graph representation.
Thus a preparatory step is mandatory. Given a set of graphs {G1,Ga,...,Gi,Gn},
where G; = (V;, E;), belonging to the same class &, each graph G; must be expressed by
its spectral representation. That means, from the adjacency matrix A; of a graph, we
will compute the Laplacian matrix L; (see 3.2) and finally, from the eigendecomposition

of L; all the necessary data will be on hand, i.e. A; matrix and ®; matrix.

The ®; matrices are composed by column vectors, which are the eigenvectors of the
Laplacian matrices. If graphs are composed by a lot of nodes, and if we are using
eigenvectors with norm equal to 1, the elements of any eigenvector become smaller and
smaller as the number of nodes increases. It causes a confluence of values around 0
that leads to problems of learning, as we are evaluating data distributions. In order to
avoid such unpleasant configuration, we re-normalize eigenvectors, multiplying each ®
matrix for the number of nodes of the generating graph, which approximates the inverse

of variance, given by ﬁ

5.2.2 Eigenvector Learning Phase

Now that a set of graphs has become a set of matrices {®1, ®o,..., P;, P,y }, we can

begin the model construction.

Each ®; is a n; x n; matrix, where n; = ||V;||. It means the matrix ®; has n; rows,
representing the nodes and n; columns seen as dimensions, coordinates of a point (the
graph is embedded in the orthonormal basis formed by the corresponding eigenvectors).
However, not being all the eigenvectors of the same importance (actually the typifying
capability decreases little by little the eigenvector’s index position increases - variance
decreases), hereafter we assume all ®;’s have size n; x d, where d is a fixed value d <
min(ny,...,n;,Ny,). Roughly, we will consider only the first d eigenvectors, avoiding

also any problems deriving from graphs of different size.

Before proceeding, a remark must be pointed out. In this learning phase, we do not
apply any statistical tools to ”extract” a probability distribution but we only set data

(that may be seen as a model) in order to be manipulated later.
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More precisely, we have to realize a general ®¢, as mention in section 4.2, including all
the spectral matrices ®;’s and so all the nodes. It turns out the only way to do this
step is stacking matrices ®;’s, so as the columns order is maintained. It is like creating
a huge matrix whose elements are all the nodes of class ¥. As consequence, being all
the vertices present (and inherent edge connections information), the matrix becomes a

representative of whole class.

1 1 1 1
1 P2 - 05 By
2 2 2 2
TS I >
(I)?,)ﬂ 7 7 'i 7
o1 Py .0 Dy
o op ™ g]
where
%=[oi| o] | o] o

However, an arbitrary determination of the signs of the eigenvectors returned by a
numerical solver may cause errors in the stacking. Indeed the assumption underlying is
that, Vj = 1,...,d, the set of {¢]1-, ?, ... ,(b;'-, ¢§”} (which includes the j-th coordinates
of all the points) is governed by the same distribution. Yet, if some of them have a

wrong sign, the single distribution changes and it affects the general one.

Our method to solve the sign-ambiguity is simple and it makes use of the kernel density
estimator as mentioned in section 4.2.1. Having a set of graphs we need to use one of
them as the reference one, let say Gry . Then, Vj =1,...,d and Vi = 1,...,m except
for ¢ = Rf, we flip, or not, the sign of qﬁ; compared to d)ff , according to the peak rule
in the equation 4.3. In Algorithm 1 the pseudo-code of the procedure is illustrated.
Once the eigenvector sign correction phase has been concluded, all matrices ®;’s can be

stacked.

5.2.3 Eigenvalue Learning Phase

In parallel with the eigenvector learning phase, we have to perform the eigenvalue learn-
ing phase. The set of graphs belonging to class % is also represented by the set of
matrices {A1, Ao, ..., A, Ay }. Even in this case the main goal is constructing a general

A¢ but the procedure is diverse.
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Algorithm 1 Algorithm for Eigenvector Sign Correction - Eigenvector Learning Phase

1: m = total graphs in class €
2: d = embedding size

3: fori=1tomdo

4: for j=1toddo

5:

6: f(xff) — pdf((bff) {Compute PDF of d)ff, via KDE}
7

8: Peakpy < maa;(f(xff)) {Find the PEAK}

9: xgg o 1Consider only independent variable}

10:

11: f(ah) < pdf (¢:) {Compute PDF of ¢, via KDE}
12:

13: Peakj — maa:(f(xé)) {Find the PEAK}

14: z', . {Consider only independent variable}

15:

16: if sign(z%, ;) | = sign(mﬁgak) then

17:

18: @i ¢ % (—1) {FLIP in ¢}}

19:

20: end if

21:

22:  end for

23: end for

The first difference stems from the fact we are interested only on the eigenvalues of
each graph, which are the diagonal elements of every A;; the initial step is extrapolat-
ing the eigenvalues such that Vi = 1,...,m we get a row vector diag(A;) = {\.} =
{)\’i, é, cee )\é», Ai}. Since graphs are not the same size it is well-rendered that A.’s will
not be of same length. Then we can either padding the shortest vectors with zeros so
that the common length will be equal max(||[Vi||||Vall,---,[|Vill,||Vinl|), or considering
only the first k-eigenvalues, as formerly done with eigenvectors. Let suppose to apply

the latter strategy.

ACAL b A
YRS CDY:
Ay = ’ ’
XA VY
AP AT AT

where
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diag(Ai):[ia by oee )‘3” )‘d

At this point we define a model over each j-th eigenvalue of all graphs, one-by-one, using
formulas 4.20. In practice, referring to the above matrix A, we model each column.
Our assumption is that they are distributed according to log-normal distribution, then

we need to estimate the characterizing parameters as follows

™ In A . ™ (In X — 7)2
Ziz I &J:\/Zl—l( 7 ”), Vi=2,... k. (5.1)

==,
m m

Since the first eigenvalue of a Laplacian matrix is always zero, it makes no sense modeling

the first eigenvalues.

5.3 Prediction Phase

The learning phase has provided us the eigenvectors and eigenvalues distributions, for a
set of graphs belonging to a certain class . Then, once the statistical models have been
learned, we can use them to classify new graphs, which are not utilized in the training

phase.

The classification process involves a two-fold evaluation, i.e. one for the eigenvectors
and the other for the eigenvalues. Eventually, their final results will be merged to get

the predicted class.

The steps of the procedure, which must be repeated for every class, are the following.

1. GRAPH CHARACTERIZATION via EigenDecomposition
2. EIGENVECTOR LIKELIHOOD computing

- Sign-flip, according to the general distribution
- Matrix rotation, according to the general distribution

- Pdf computation, via KDE method, according to the general distribution
3. EIGENVALUE LIKELIHOOD computing
- Pdf computation, using the pertaining log-normal parameters

4. FINAL PDF computation using the ones from point 2) and 3).
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Especially, applying a Bayesian inversion, we estimate for each class the probability that
this class produced the graph at hand, i.e., P(Graph | Class) = P(G | €). The approach
is known as generative classification. Each class has a model of the type of graph it
generates. The probability of generating the graph at hand is computed for each model
and that probability is used to find the most likely class. One of the nice things about
generative probabilistic models is that, often, they can easily be understood without

digging into the details of estimating the models’ parameters, as already ascertained.

5.4 Eigenvector Likelihood

Let G = (V, E) be a new graph to classify, where n represents the cardinality of V. By
eigendecomposition we obtain the spectral representation G = {®,A}. The modal ma-
trix @ is orthogonal and has the eigenvectors as its column vectors i.e. ® = (¢1 | ... ¢g)-
The diagonal matrix A contains the eigenvalues along its diagonal in increasing order.

As in the learning phase, ® is multiplied by the cardinality of V.

5.4.1 Sign Correction

The sign of each eigenvector is not unique as the signs of the eigenvectors returned by
a numerical solver are assigned arbitrary; switching its direction does not violate the
orthogonality of the basis. Since signs play a critical role in our process, in case of

”inconsistent” eigenvector signs with the general distribution, a flip-sign is applied.

Let ga;’g and cp]G be the probability density functions describing the distribution of j-th

eigenvectors in the general distribution ®¢ and in the graph to be classified ®, respec-

tively. Besides we assume that @ﬁ and gojci are the peaks of such functions and finally
€

7, and 1‘](’; the related independent variables. Then, the sign of the j-th eigenvector is

flipped, according to the following rules

¢;(—1) if %f* < 0 and xjcfk >0,
¢j =9 0;(-1) if %;6* >0 and :UJG* <0, (5.2)

o; otherwise .

5.4.2 Matrix Rotation

Even if the flip-sign step has yielded a kind of alignment between the ®¢ matrix and
the @, a further rotation stage is envisaged by the the method.
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We need to find the rotation matrix R such that

1| Rei — o7 ||
arg max exp————>———, 4=1,...,n, j=1,...,N. (5.3)
polloer30
as presented in the section 4.2.2. Note ¢; and qS;ff identify the i-th row of matrix ® and
the j-th row of matrix ®«. The computation of a good bandwidth value h is treated in

the next section 5.4.3.
In order to obtain R, and iterative procedure is performed.

Let o;; be defined by

1[|Rg; — o7 |12

2 h2 }

a;j =exp{—

and let matrix A be

A= Z 2 O‘ij%‘ﬁ;gy@T
i ZJ Qij

The procedure is the following:

1. Initialize R as the identity matrix I

2. Compute Vi =1,...,n and Vj = 1,..., N the values a;;

1| Rp; — 7 ||
Qi = eXp{—§ h2 : }

3. Compute A as

N i Zj Qij

4. Factorize A by SV D, that is

svd(A) = ULVT

5. Compute R as
R=UVvVT

6. Check the convergence, namely A = AT

7. If convergence is achieved STOP and use the R employed in step 2) and 3)
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8. If convergence is NOT achieved, update R, using that from step 5)

9. Repeat from step 2)

Once the rotation matrix has been found, it is applied to matrix ®. Even if the proce-
dure is simple, issues can arise due to the value h. In order to avoid numerical errors,
some strategies can be implemented. The first strategy is initializing A with an higher
value (with respect the formula 5.7) and then decrease it iteratively. A second way is
initializing h with the correct value and in case of numerical instability, increase it by a

small percentage.

5.4.3 Likelihood

Each row of ® can be thought of a feature vector containing the d model coordinates of
feature point I, that is a description of the I-th node of the graph, as v; = @1, dp2, - - -, P14,
[ =1,...,n. Each node is like an observation in a memoryless model, and observations
are assumed to be independent; so the probability of observing a particular instance (i.e.

a graph) is calculated as the product of the probabilities of the individual observations.

n

P(GE'igVec - {2717 62; LRI 17[7 Uin}) — H P(ﬁl) (54)
=1

In order to compute P(0; | ®4) we use the kernel tool, in these circumstances the
Gaussian kernel. Let ®¢ be the general distribution for class %, a matrix of size N X d.
Each entry of ®4 is denoted by qbz whilst each entry of the graph spectral matrix & is
denoted by ¢;;. P(v; | ) is given by

and then the log-likelihood becomes
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P(GEigVec ‘ (I)%) = HP('UZ)

So far we did not mention how to calculate the optimal bandwidth value h. We use
the method proposed by Silverman in [100]. If n; is the number of nodes of the i-th
graph, m is the number of graphs in class ¥ and d the number of eigenvectors under

consideration, then

4 1 1

where o, the standard deviation of the general model, is given by

o= Z”gz 2
>on; m

5.5 Eigenvalue Likelihood

In the matter of eigenvalues, we still assume each eigenvalue is an independent observa-

tion so that

k

P(Grigva = {M, A2, A A }) = [ [ P() (5.8)
=1

Unlike the previous procedure, which utilized a non-parametric density estimation ap-
proach, here we computes the likelihood at each eigenvalue )\; using the log-normal
function, with mean p/ and standard deviation o7. Such parameters are known and

calculated as shown in equation 5.1.

i 1 —(In ) — p)?
P()\] ’/J,],O']) = )\jO’\/ﬂexp 20.j2 a

(5.9)

The likelihood function for a single eigenvalue expresses how probable the observed value
has been drawn from the general distribution. Since we have to consider all eigenvalues

simultaneously, we use again the log-likelihood obtaing
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k
P(GEigVa | M%,O’%) = HP<)‘Z)
=1 (5.10)

k
= log P(X\)
i=1

5.6 Class Prediction

Once both the above mentioned probabilities (eigenvector and eigenvalues) are com-
puted, and still assuming independence of the model components, we can construct the

conditional distribution over the class, the final posterior probability, as

P(¢ | G) = P(GEigve | ®¢)P(GEigva | Av) (5.11)

but if P(GEgigve | P¢) and P(GEigva | Ag) come from a log-derivation (as in 5.6 and
5.10), it becomes

P(¢ | G) = (P(GEgigve | ®¢)) + (P(GEigva | Ag)) (5.12)

It must be pointed out that the whole prediction phase, as well the learning one, must be
repeated for every class forming the whole data set. Eventually, when for each class the
above probabilities are at hand, we can apply a decision rule to predict the membership
class. The simplest and the most common rule is to pick the hypothesis that is most

probable, namely the one with the highest value.
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Experimental Evaluation

In this Chapter we will provide the experimental investigations and the related exper-
imental results, in order to demonstrating the effectiveness of our learned generative
model for classifying out-of-sample graphs, on real-world data. The following sections
will present the datasets and the different methodologies utilized in the testing phase as

well.

6.1 Real-world dataset

Since we are interested in testing the power of the method on bioinformatics and com-
puter vision problems, we have applied it on a real-world datasets, which are shown and

described below.

COIL - Columbia Object Image Library (COIL-20 [101] and COIL-100 [102]) are images
databases of 3D objects. There exist the gray-scale images version as well as the color
images version. The first one collects gray-scale images of 20 objects whereas the second
one gathers color images of 100 objects. In both cases each object was placed on a
motorized turnable which was rotated through 360 degrees to vary object pose, with
respect to a fixed camera. Then 72 images per object were taken in order to obtain
72 views from equally spaced viewing directions. For each view a graph was built by
triangulating the extracted Harris corner points. In our experiments, we use the gray-
scale images of only five objects, referring to it as COIL5. Since the graphs of an
object through different viewpoints are very different, this dataset is hard for graph
classification [103].

Mutag [104] is a dataset consisting originally of 230 chemical compounds assayed for

mutagenicity in Salmonella typhimurium [105]. Among the 230 compounds, however,
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FIGURE 6.1: Example images from the COIL dataset and their associated Delaunay
graphs.

only 188 (125 positive, 63 negative) are considered to be learnable and thus are used
in our simulations. The 188 chemical compounds are obviously represented by graphs.
The aim is predicting whether each compound possesses mutagenicity. Since the vertices
and edges of each compound are labeled with a real number, we transform these graphs

into unweighted graphs [103].

The PTC (Predictive Toxicology Challenge) dataset records the carcinogenicity of sev-
eral hundred chemical compounds for Male Rats (MR), Female Rats (FR), Male Mice
(MM) and Female Mice (FM) [106]. These graphs are very small and sparse. We select
the graphs of Male Rats (MR) for evaluation. There are 344 test graphs in the MR class
[103].

The Reeb dataset[107] consists of a set of adjacency matrices associated to the compu-

tation of reeb graphs [108] of 3D shapes.
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PPI (Protein-Protein Interaction) is a dataset collects protein-protein interaction net-
works related to histidine kinase [109] (40 PPIs from Acidovorax avenae and 46 PPIs
from Acidobacteria)[110]. The graphs describe the interaction relationships between
histidine kinase in different species of bacteria. Histidine kinase is a key protein in the
development of signal transduction. If two proteins have direct (physical) or indirect
(functional) association, they are connected by an edge. There are 219 PPIs in this
dataset and they are collected from 5 different kinds of bacteria with the following evo-
lution order (from older to more recent): Aquifex4 and Thermotoga4 PPIs from Aquifex
aelicus and Thermotoga maritima, Gram-Positive52 PPIs from Staphylococcus aureus,
Cyanobacteria73 PPIs from Anabaena variabilis and Proteobacteriad0 PPIs from Aci-
dovorax avenae. There is an additional class (Acidobacteria46 PPIs) which is more

controversial in terms of the bacterial evolution since they were discovered [103].

Some statistic concerning the datasets are given in Table 6.1. The symbol ® stands for

"number of nodes”.

Max ® | Min ® Avg ® | Graphs || Classes
MUTAG 28 10 17.93 188 2
PPIs 282 3 109.60 86 2
PTC 109 2 25.60 344 2
COIL5 241 72 144.90 360 5
Reeb 220 41 95.42 300 15

TABLE 6.1: Information of the Graph based Datasets.

6.2 Experimental setting

Some parameters and setting could affect the final results. In this section we present

and explain them.

The first parameter is the number of eigenvalues and eigenvectors. As shown next in
6.3.2, some datasets get improvements as the embedding dimension decreases whereas
others react in the opposite way. That means in some cases adding eigenvectors only
leads to create noise and consequently worsens the representation capacity; nonetheless
sometimes a higher embedding dimension can better characterize. Besides, it is not
mandatory using the same number of eigenvectors and eigenvalues. Actually, a correct

tuning of such values can provide an improvement.

Secondly, also the evaluation approach makes the difference and merits an especially

attention. For instance, employing a small number of the graphs, used as sample-set for
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training, could give rise to poor results, low classification efficiency, but it is actually
more realistic and those accuracies should not be underestimated. Indeed, in the real

life, an ample array of samples, to learn the algorithm, is not always available.

Finally, a further aspect is worth considering, regarding to the algorithm complexity,
namely the matrix rotation. In terms of computational time, the inclusion of the rotation
stage makes the algorithm slower and sometimes it does not produce a so impressive
enhancement. By some approximate surveys, we have calculated that such step causes a
slowing down (at least) of the 35%, which is a sizeable value when the dataset to manage

is big, both concerning graphs’ dimensions and number of objects.

6.3 Methodology

The experimental goal is classifying out-of-sample objects on the basis of their graph
representations. To perform these classification tasks, we learn a general distribution,
for each object class, from a set of samples and use the method explained in the previous
Chapter to compute the a posteriori probabilities, for each graph. The class-label of the
test graph is determined by taking the class with the highest a posteriori probability,
based on the general distributions in 5.6. Lastly, the classification rate, i.e. the fraction

of correctly identified elements, is computed and considered as performance index.

Two model validation techniques have been implemented; both are based on the common
way to manage data for classifiers, the ’train and test’ method, namely splitting the
available data into two sets, a training set and a test set. The classification model is
built on the training set while the test (or validation) set is utilised to validate the model
built. As usually, since data in the training set are excluded from the test (validation)
set, the resulting performance will be a good guidance to what will be seen when the
model will be applied to unseen objects. If the test set contains /N instances of which

C are correctly classified, the predictive accuracy of the classifier for the test set is
p=C/N.

6.3.1 First evaluation method

The first method, the K-fold cross validation, divides the dataset into K subsets. Each
time, one of the K subsets is used as the test set and the other K — 1 subsets are put
together to form a training set. Then the classification rate, reported in terms of average
accuracy + standard error, across all K trials is computed. In our case, the process is

averaged over 10 random partitions of the data. Besides we have also decided to vary the
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embedding dimension, increasing it progressively. The advantage of this method is that
it matters less how the data gets divided. Every element gets to be in a test set exactly
once, and gets to be in a training set K — 1 times. The disadvantage of this method is
that the training algorithm has to be rerun from scratch K times, which means it takes

K times as much computation to make an evaluation.

We compare our kernel NPS with several alternative state of the art graph kernels, as
presented in Table 6.2. These kernels include the Quantum Jensen-Shannon kernel in
the aligned [111] and unaligned [112] version, respectively denoted by SA QJSD and
QJSU, the Weisfeiler-Lehman kernel WL [113], the graphlet kernel GR [114] computed
using all graphlets of size 3 abbreviated, the shortest-path kernel SP [115] and finally the
random walk kernel [116] denoted by RW. For each classification method and dataset, the
average classification accuracy (4 standard error) is reported and the best performance
is highlighted in bold.

PPI PTC COIL Reeb MUTAG
NPS 70.93£1.92 | 59.89+0.93 | 74.86+0.77 | 59.08+0.87 | 87.60+0.90
QJSD 68.86+1.00 | 55.78+0.38 | 69.83£0.22 | 35.03+£0.26 | 81.00+£0.51
SA QJSD | 68.56+0.87 | 57.07+0.34 | 69.90+0.22 | 35.784+0.42 | 82.1140.30
WL 79.40£0.83 | 56.86£0.37 | 29.084+0.57 | 50.73+£0.39 77.944+0.46
GR 51.06£1.00 | 55.70+0.18 | 66.49+0.25 22.90£0.36 | 81.05+0.41
SP 63.25+£0.97 | 56.32+0.28 | 69.284+0.42 95.85£0.37 | 83.36+0.52
RW 49.93+£0.83 | 55.7840.07 11.83£0.17 15.98+0.42 79.61£0.64

TABLE 6.2: Classification accuracy (+ standard error) on unattributed graph datasets.

The Figure 6.2 shows the average classification accuracy on all the datasets as we vary
the embedding dimension'. Some datasets, such as PPI and PTC, have a flat trend,
and the increasing embedding does not affect the accuracy so much. On the other hand,
Reeb and COIL’s accuracies worsen as the number of eigenvalues and eigenvectors

grows, just the opposite of the Mutag’s behavior.

6.3.1.1 Comments

According to Table 6.2, the accuracy of our approach is competitive and nearly always
outperforms those of other kernels. On almost all datasets, namely Mutag, Reeb, PTC
and COIL, our NPS method achieves the highest accuracy, whilst it is not the most
efficient with PPI. Anyways, the accuracy is still competitive, and it is overcome only by

the Quantum Jensen-Shannon kernel in the aligned version. In PTC, the accuracies of

1For the sake of clarity, if the embedding dimension is 3, it means the second, the third and the
fourth eigenvector/eigenvalue have been utilized.
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FIGURE 6.2: Average classification accuracy on all the datasets as we vary the embed-
ding dimension.

all the kernels are similar with each other and our method is again the best one, although
the lead is not so impressive, as in the remainder cases. For instance, on Mutag,
the accuracy considerably outdistances the highest one, obtained by the shortest-path
kernel. Even applying the kernel to Reeb and COIL datasets, the accuracy maintains

a significative margin, with respect to the other kernels.

6.3.2 Second evaluation method

In the second method the results from the previous one are exploited. The training set
is selected by applying a random filter to the data. The proportion chosen is 80% for
the training set and 20% for the test. In order to be careful, the selection of the test
and training test is implemented multiple times, to be more precise 10 times. In each
instance, we select (randomly) the 20% of the total graphs as test-set, and the remainder
as sample-set for training. Then, on the test-set, the classification rate, i.e. predictive
accuracy, is calculated. For each trial the performance result is recorded. The procedure

is applied to each aforementioned dataset.

PPI | PTC | COIL | Reeb | MUTAG
Best Emb. 8 3 2 3 9
Accuracy 70.93 | 59.89 | 74.86 | 59.08 87.60

TABLE 6.3: Best accuracies and embedding dimensions obtained by the K-fold valida-
tion method.

However, unlike the first method, the number of eigenvectors is fixed. The embedding

dimension (eigenvector) is the one which has outperformed in the previous method. On
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the contrary, the numbers of involved eigenvalues is being progressively increased, so that
to evaluate which is the optimal setting. In Table 6.3 the best embedding dimensions
and the average accuracies obtained by the K-fold validation approach, for each dataset,

are reported.

The optimal embedding tuning is summarized in Table 6.4, which records the number of
eigenvalues (first row) and eigenvectors (second row) to use, for each dataset, to get more
satisfactory outcomes. The best (averaged) accuracy, obtained by such configuration,

occupies the third row.

PPI PTC COIL Reeb MUTAG
# EigVal 7 7 5 6 5
# EigVec 8 3 2 3 9
Accuracy | 75.164+2.61 | 64.37+ 2.24 | 76.394+2.40 | 62.084+2.29 | 89.69+1.51

TABLE 6.4: Classification accuracy increasing the number of eigenvalues

EMBEDDING DIMENSION - OPTIMAL SETTING

T T T T T T
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FIGURE 6.3: Optimal setting of the embedding dimension, for each dataset. The
number of eigenvalues are determined by the peak of each line whereas the number of
eigenvectors are reported in the legend.

As we can see, the optimal setting usually does not involve an even number of eigenval-
ues and eigenvectors. Especially Mutag obtains the best results with fewer eigenvalues
than eigenvectors. On the other hand, COIL, PTC and Reeb require more eigenvalues
than eigenvectors. PPI is the special case since the numbers almost equal. According
to these values, it seems the optimal tuning does not depend on any particular quan-
tities (e.g. graphs’ size, number of classes, etc.) but rather it seems to be intrinsically
correlated with the nature of the dataset itself. As we expected, thanks to such tun-

ing, the accuracies get a boost, making even better the previous performances, actually
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formerly satisfying. However, in the case of COIL and Reeb the improvement, also
considering the standard errors?, is not so striking. Maybe the fact that both datasets
have more than two classes might influence the possibility of enhancement. In Figure
6.3 the accuracy’s behaviour of each dataset is depicted. The trend is determined by
the number of eigenvalues involved. Comparing with Table 6.4, it is easily to notice the

optimal number of eigenvalues to use in order to get the best performance.

2Note that the standard errors are higher than the ones of the previous method, perhaps due to the
fact less trials have been performed.



Chapter 7

Conclusions

The main contributions as well as the limitations of the research thesis are summarized
in this Chapter, which also draws some important conclusions and presents ideas for

future works.

7.1 Contributions

The general objective of this dissertation was to provide a novel technique to classify
objects abstracted in structural manner, by means of a generative model. This research
work stems from the necessity of overcoming the chief difficulties which are being en-
countered when it comes to deal with graphs, first of all the graph representation. The
choice of using the spectral approach allowed to consider graphs as d-dimensional points
in the space and no longer as a mere set of nodes and edges between vertices. Naturally,
treating data points offers a greater freedom in terms of data manipulation and the

number of exploitable statistical tools increases considerably as well.

Having opted for the spectral representation, we were able to process both eigenvalues
and eigenvectors, thanks to dual generative model approach. Anyway, the idea is not
novel at all, since other authors have already made use of it [65] [62]. However, except
for the same basic framework, the development of our method is completely different
and original. The dual model has revealed particular efficacy in getting at full all of the

characterizing properties of the eigendecomposition.

Nevertheless, spectral graph theory did not help in other issues, such as the problem of
the dimensionality (graphs have different size) or the vertices order question (since both
these features influence the spectral representation). We remind that the classification

task always presupposes a comparing phase, hard to carry out without correspondences

66
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among graphs. In order to overcome that complexity, the use of the probability density
function has arisen as solution, both as manner to represent graphs and evaluation tool.
Furthermore, the non-parametric density estimation has extended and enhanced the
possibilities of its employment, actually becoming one of the main contributions of the
thesis. In particular, the construction of the eigenvector model has benefited from that

concept, whilst the eigenvalue model has been modeled with a parametric approach.

The construction phase of the eigenvector model harks back to the concept of graph as a
d-dimensional points cloud. The embedding dimension, the same for all graphs, defines
the points’ dimensionality. The next step is based on the assumption that every graph,
belonging to the same class (or group), has been drawn from a given general distribution
and its actualization is quite straightforward. In order to be as closer as possible to the
real generating distribution, we have to join all data points, by stacking the eigenvectors
matrices. However, before proceeding with such operation, an eigenvectors alignment
stage must be performed. The method proposed to flip the eigenvectors’ sign and the
further alignment step by matrix rotation, are the other two substantial contributions

of the thesis.

On the other hand, eigenvalues are modeled by parametric techniques, which are more
limiting than non-parametric approaches; in any case the outcomes obtained were ex-
cellent. We assumed eigenvalues are distributed according to a Log-normal distribution,
thus, during the model construction phase (eigenvalues), the aim was computing the

parameters characterizing the distribution.

The prediction phase commences by evaluating eigenvalues and eigenvectors separately,
to ending up in merging their results. Regarding the eigenvectors, by way of a Gaussian
kernel, the probability that a graph belongs to a certain class is being computed (actu-
ally the probability that it has been drawn from it). Also in the eigenvalue case such
likelihood is calculated, but parametricly. Eventually both outcomes are being united.
Since each class is correlated to a given generative model, having to classify a new graph,
we firstly need to estimate, for each class, the membership probability. Only at the end
we gauge a possible belonging, established by the class with the highest value.

7.2 Limitations and Future Work

According to the results presented in the previous Chapter, we can affirm that the
method works correctly and it is efficient, even if it does not excel in any trials. Besides,
we have seen that a focused tuning of the number of eigenvalues and eigenvectors,

which can be different by class to class, helps to improve the performance. The highest
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FiGURE 7.1: Visualization COIL5 - Classes not separated.

accuracy has been achieved in Mutag, followed by COIL and PPI whereas the lowest
performance are given by PTC and Reeb. However, it seems to be no significative
correlation among the average dimension of the graphs and efficacy of the approach,
confirming that the method works well, regardless the graph dimensionality. Concerning
COIL, we know the method has some difficulties because classes overlap and then not
all graphs are well-separated. Figure 7.1 represents how the classes of COIL5 are
distributed!.

It is obvious, notwithstanding the classes, that sometimes eigenvectors are governed by
distributions really similar with each other, making hard the task of distinguishing. This
problem particularly concerns the eigenvector part, whereas the eigenvalue part seems
more robust. Limitations are so correlated with such inability to differentiate classes

similar to each other.

At this end, the future work is understanding why it happens and fixing this weakness.
For instance, a possible solution is considering each class in a slightly different way. So
far, a class has been treated as a single distribution. Nonetheless an improvement can be
reached modeling a class as a set of many distributions and so creating an overall model
from these single distributions. The idea is that of developing a model of models, or,

roughly, a distribution of distributions. If a class is composed by several distributions,

!Each point represents the pdf of a graph and the diamonds are the pdfs of the general distributions.
The two coordinates have been obtained through the employment of the kernel density estimation. At
the beginning, for each graph (or general distribution) it has been taken into account only the second
eigenvector. Then, it has been computed the pdf of a given vector (100 elements, from —0.1 to 0.1), here
called z;, 7 =1,...,100, by KDE, namely f(x;), using the values of the second eigenvector. Afterward,
an averaged log-sum to the obtained f(z;) is applied, getting a single number, that is the first coordinate
identifying a graph (or a general distribution). The same method is repeated to calculate the second
coordinate, but in this case the third eigenvector is utilized.
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each of them characterized by some parameters - identified by mean of semi-parametric
approaches - then we can estimate a probability density function of such parameters,
even exploiting again the kernel density estimation tool. However this new perspective

might worsen the computational cost and it will be one of the first drawbacks to face.

In conclusion, not only our method efficiently works but it is also easy to implement
and relatively fast in terms of computational time. Clearly, when the rotation stage is
applied, the algorithm slows down quite considerably, as there is a further complex step

to elaborate, but it still remains within an acceptable bound.
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