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Abstract

This thesis presents the Passenger-Centric Multi-Airport Slot Scheduling Allocation model
(PC-MASSA), a novel stochastic optimization framework that integrates passenger demand
into airport slot allocation. Unlike traditional models that focus mainly on airline operational
constraints, PC-MASSA incorporates passenger priorities: business, frequent flyers, medical,
and leisure, using a hybrid forecasting approach combining gravity models and machine learn-
ing. The model applies a two-stage optimization: a Mixed-Integer Linear Programming (MILP)
formulation generates an initial solution balancing passenger satisfaction, airline efficiency, and
regulatory compliance, while a heuristic refinement addresses demand uncertainty. Using flight
data from the OpenSky Network and passenger statistics from Statista and European airports,
PC-MASSA aims to enhance efficiency, reduce layovers, and adapt capacity dynamically, while
ensuring fairness for both passengers and airlines. A case study on the Paris multi-airport sys-
tem demonstrates the model’s practical advantages in improving efficiency, responsiveness, and
equity in slot allocation under real-world conditions.



Chapter 1

Introduction

Airports are increasingly faced with the critical challenge of balancing operational demands
from airlines with evolving passenger expectations. While slot allocation has historically been
governed by administrative rules and airline-centric priorities, the passenger experience has
frequently been marginalized. However, passengers constitute the fundamental rationale for air
transport services. Consequently, growing air traffic demand and increasing network complex-
ity require a paradigm shift: placing passenger needs at the core of allocation decisions. This
thesis addresses this imperative by proposing a novel Passenger-Centric Multi-Airport Seasonal
Slot Allocation (PC-MASSA) model. This framework is designed to synchronize operational
efficiency with key passenger priorities. The motivation, research questions, and central objec-
tives delineated in this chapter form the foundational basis for the subsequent thesis structure.

1.1 Research Context and Motivation

The airport slot allocation system has long been a cornerstone of air transport management. It
refers to the process by which airlines are assigned specific time slots for takeoffs and landings
at congested airports, a process critical to ensuring the smooth functioning of the air trans-
port network. Slot allocation in multi-airport systems (MASs), which involves coordination
between multiple airports within a region or network, presents a unique set of challenges. This
complexity stems from the need to optimize both individual airport capacities and the broader
network performance, taking into account a multitude of stakeholders, including airlines, air-
ports, regulators, and passengers.

1.1.1 The Evolution of Slot Allocation in Multi-Airport Systems

Airport slot allocation is a crucial component of demand management in congested airports.
Broadly, interventions fall into two categories: economic approaches, such as congestion pric-
ing (Oum and Zhang, 1990; Daniel, |1995; Brueckner, 2002)) and slot auctions (Rassenti et al.,
1982} Ball et al., 2018), and administrative approaches, predominantly schedule coordination.
Despite theoretical advantages of economic methods, most busy airports outside the United
States employ non-monetary, administrative scheduling approaches. As of 2019, 204 airports
worldwide, accounting for 43% of global traffic, used such coordination (International Air
Transport Association (IATA), 2020).

Schedule coordination is built on a process known as slot allocation. This is the seasonal
assignment of specific arrival and departure times to flights. Airlines submit requests for series
of flights (a minimum of five sharing the same weekday and time). However, when requests
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for slots exceed an airport’s available capacity, a displacement process begins. This process is
governed by the Worldwide Airport Slot Guidelines (WASG), which enforce three key princi-
ples: (i) ensuring sufficient connectivity through minimum turnaround times, (ii) maintaining
schedule regularity, and (iii) honoring grandfather rights, which prioritize airlines based on
their historical use of a slot.

The task of slot allocation is a highly complex combinatorial problem. This complexity
arises from the intricate web of interdependencies between thousands of slot requests and strict
operational limits. Early optimization work by Zografos et al.| (2012)) focused on minimizing
total schedule displacement, which is the difference between an airline’s requested time and its
allocated time. Their model showed potential, achieving a 14%-95% reduction in displacement
compared to historical schedules at regional airports. A significant advancement came from
Ribeiro et al.[(2018)), who developed the Priority-Based Slot Allocation Model (PSAM). This
model directly incorporated the WASG’s historical precedence rules and used more efficient
mathematical formulations to find solutions faster. Despite these advances, conventional opti-
mization methods struggle with the immense scale of major airports. To address this, Ribeiro
et al. (2018)) designed a specialized large-scale neighborhood search algorithm. This approach
was capable of optimally solving Lisbon Airport’s entire schedule of 200,000 annual move-
ments within a practical timeframe of 10 hours.

Research has since expanded beyond mere displacement minimization. Contemporary
models now integrate secondary objectives to create more realistic and equitable outcomes.
These include respecting market preferences (Jorge et al., 2021), ensuring fairness between air-
lines (Jacquillat and Vaze, |2018}; Zografos and Jiang, 2019), providing airlines with flexibility
(Katsigiannis et al., 2021), and increasing the general acceptability of the schedule for carriers
(Zografos et al.,|2018,2017). The central insight here is critical: not all schedule changes have
the same impact. Therefore, models that account for this heterogeneity lead to more practical
and superior solutions.

This entire challenge is formally known as the Airport Slot Scheduling Problem. Its com-
plexity is daunting. Even a medium-sized airport must schedule more than 30,000 arrivals and
departures for a single season (Ribeiro et al., |2018; [Zografos et al., 2018)). Creating a feasible
master schedule requires balancing capacity limits, connectivity needs, and different priority
classes for slots. Although total schedule displacement remains a common metric for evaluat-
ing solutions, it has a known weakness: it does not adequately reflect the operational disruption
caused by displacing a recurring weekly slot Zografos et al. (2017).

Ultimately, although significant advances have been made in minimizing displacements
and improving fairness, traditional slot allocation methods largely remain primarily airline-
and flight-centric, overlooking critical aspects of passenger demand.

In the past, slot allocation was managed separately by each airport, with little coordination
among airports in the same region. This “siloed” approach, meaning that each airport worked
in isolation without sharing information or planning jointly, often created inefficiencies. For
example, one airport in a multi-airport system could become overloaded with demand, while
nearby airports remained underused. Over time, multi-airport systems (MASs) have gained
importance as a way to reduce these imbalances and improve overall efficiency.

1.1.2 Importance of Passenger-Centric Approaches in Modern Air Trans-
portation

A growing concern in slot allocation research is the limited focus on passenger itineraries.
Traditional models emphasize flight and airline interests, which can result in suboptimal pas-
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senger experiences, such as fewer viable connecting itineraries and longer connection times.
To address this gap, a passenger-centric approach has emerged.

Passenger-Centric Slot Allocation (Birolini et al., 2023)) shifts the focus to better align slot
allocations with passenger demand patterns. A major challenge is that detailed future passen-
ger itineraries are unknown during slot allocation, often performed months before operations.
To overcome this, recent studies employ predictive modeling, leveraging historical data and
machine learning to forecast passenger flows in flight networks.

On the predictive side, empirical literature is categorized into three main streams. First,
discrete choice models utilize disaggregated or semi-aggregated passenger data (Cadarso et al.,
2017; Lurkin et al.l 2016; Lhéritier et al.,|2019; Birolini et al., 2021a)), incorporating schedule-
related attributes (e.g., fares, aircraft types) unavailable at the time of allocation. Second, time-
series models (Marazzo et al., [2010; [Tsu1 et al., [2014; [Hakim and Merkert, [2016; Jin et al.,
2020) explore causal relationships between air transport and economic indicators, but lack
predictive power for new itineraries. Third, gravity models, which are further enhanced to
support slot allocation, offer aggregated demand estimates at airport-pair or airline-airport-pair
levels, and can be innovated to predict demand without relying on schedule-specific factors
that emerge post-allocation (Adler and Hashai, 2005; [We1 and Hansen, 2006; Birolini et al.,
2021b). This enables more passenger-aligned decision-making, balancing operational goals
with passenger connectivity and satisfaction.

Furthermore, considering the severe congestion impacts globally: with 46.4% of flights in
Europe delayed in 2019 and estimated worldwide delay costs exceeding $60 billion (Gopalakr-
1shnan and Balakrishnan, 2021), passenger-centric slot allocation becomes increasingly criti-
cal. Airport capacity expansions, while offering long-term relief, involve high costs, lengthy
gestation periods, and require careful evaluation from multi-stakeholder perspectives (Winston,
1991} Gong et al.,|2023)). Thus, optimizing existing slot allocation to prioritize passenger needs
represents a cost-effective and immediate improvement for both airlines and society.

Recent advances in slot allocation models highlight how passenger-centric considerations
can be embedded into optimization frameworks. Ribeiro et al.| (2018) introduced the PSAM
model, a methodological foundation that not only adheres to IATA guidelines but also integrates
objectives such as passenger welfare, enabling schedules that implicitly capture passenger de-
mand. Complementing this, Zografos et al. (2018) proposed bi-objective scheduling models
balancing efficiency with schedule acceptability. By introducing weighted displacement, where
flight shifts are weighted by aircraft size and flight length, the model explicitly reduces the in-
convenience to large groups of long-haul passengers. More recently, Katsigiannis and Zografos
(2021)) advanced the field by incorporating airlines’ scheduling flexibility preferences through
the Timing Flexibility Indicator (TFI) and coupling it with dynamic capacity constraints. This
framework not only reduces slot displacements but also significantly improves passenger out-
comes by aligning airport capacity allocation with demand characteristics.

The growing demand for air travel and increasingly congested airport hubs call for a paradigm
shift in slot allocation strategies. Passenger-centric models represent a forward-looking ap-
proach that takes passenger preferences, travel behaviors, and needs into account during the
slot allocation process.

1.2 Objectives and Research Questions

The primary objective of this thesis is to develop an enhanced airport slot allocation model that
incorporates passenger-centric considerations into the traditional optimization framework. This
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extended approach, referred to as Passenger-Centric MASSA (PC-MASSA), seeks to align op-
erational decision-making with passenger connectivity, satisfaction, and demand predictability,
elements often overlooked in conventional models.

The foundation of this work builds on the Multi-Airport Seasonal Slot Allocation (MASSA)
model, a state-of-the-art MILP-based optimization tool designed to allocate flight slots across
an entire season for a network of congested airports. MASSA addresses operational constraints
such as capacity limits, coupled slot dependencies, fairness among airlines, and series-based
slot requests. While MASSA has demonstrated strong performance using real-world data
through computationally efficient preprocessing, it remains centered on airline and infrastruc-
ture needs.

PC-MASSA aims to fill this methodological gap by incorporating forecasted passenger de-
mand, preferences for connection times, and flight frequency expectations into the slot alloca-
tion process. This passenger-oriented enhancement aspires to improve the responsiveness and
equity of the system, particularly within the context of complex, multi-airport environments.

1.2.1 Key Research Questions Related to Efficiency, Fairness, and Scala-
bility
The research will focus on answering the following key questions:

* Efficiency: How can passenger preferences be integrated into the MASSA framework to
improve overall system efficiency, where efficiency is understood not only as the optimal
use of airport capacity and slots, but also as enhancing the passenger experience by min-
imizing total travel and connection times, improving schedule reliability, and ensuring
that flight frequencies better match actual demand?

* Fairness: How can fairness across airlines be ensured in the allocation process when
incorporating passenger preferences, meaning that no airline is disproportionately ad-
vantaged or disadvantaged in terms of slot allocation, while still addressing passenger
needs and maintaining competitive balance in the market?

* Scalability: How does the PC-MASSA model scale to larger and more complex airport
networks, and can it maintain fairness and efficiency under such conditions?

1.3 Structure of the Thesis

This thesis provides an in-depth study of the development and use of the PC-MASSA model,
with the aim of offering both theoretical understanding and practical guidance. It begins with a
review of the literature on multi-airport systems, slot allocation models, and passenger-centric
approaches. This review highlights the gaps in current methods and prepares the ground for the
proposed PC-MASSA framework.

The methodology section then explains how the model is formulated, showing how passenger-
centric elements are combined with traditional operational constraints. In particular, the model
brings together passenger demand forecasting, flight schedules, and optimization techniques to
create a more holistic approach to slot allocation.

The following chapters present computational experiments that test the model under differ-
ent scenarios. These experiments compare the performance of PC-MASSA with that of tradi-
tional MASSA models, using measures such as operational efficiency, passenger satisfaction,
and fairness.
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The thesis ends with a summary of the main findings. It discusses the research contribu-
tions, the practical value of the model, and possible directions for future work, especially in
integrating real-time data and enabling dynamic slot reallocation.

Declaration on the Use of Artificial Intelligence

While the content of this thesis is entirely my own, based on my analysis, literature review, and
discussions with my supervisors, Professor Raffaele Pesenti and Dr. Andrea Gasparin, I used
Al tools primarily to assist with translation and editing for formal academic American English.
All final decisions, analyses, and interpretations are my own.



Chapter 2

Background and Literature Review

Slot allocation has never been a static process. It has evolved alongside the aviation industry it-
self. From the early rules codified in the Worldwide Airport Slot Guidelines to modern attempts
at multi-airport coordination, the field reflects a constant struggle between fairness, efficiency,
and regulation. At the same time, the rise of predictive analytics and demand forecasting has
opened new possibilities to incorporate passenger needs into the process. By tracing this pro-
gression, the literature reveals both the achievements and blind spots of existing models. It
is at this intersection, between operational tradition and passenger-driven innovation, that PC-
MASSA is situated. The next step, then is to translate this gap into a precise formulation of the
problem.

2.1 Initial Slot Allocation (ISA) Procedure

The initial slot allocation (ISA) procedure in our model is based on six principal rules defined in
the International Air Transport Association (IATA)|(2023). Atits core, ISA follows two guiding
principles. First, slots with historical precedence, those regularly used by the same airline in
past seasons, are given the highest priority. Second, once these are allocated, the remaining
available slots are distributed in a way that maximizes the number of satisfied requests.

High-priority slots, commonly referred to as historic slots, are identified through evidence
of prior use. According to the Worldwide Airport Slot Guidelines (International Air Transport
Association (IATA), [2022), an airline that has operated at least 80% of the slots in a particular
series during the equivalent season of the previous year, whether winter or summer, is entitled
to retain those slots in the following season. This rule is designed to reward consistent utiliza-
tion and to ensure continuity in scheduling practices. Within the category of historic slots, two
distinct subgroups can be identified. The first subgroup is known as Unchanged Historic Slots
(HU). These are slots that the airline requests without any substantial modification compared
to the previous season. In practice, this means that the operational time of the slot remains
the same, with only minor, non-disruptive changes permitted, such as a simple adjustment to
the flight number. The second subgroup, referred to as Historic Slots with Requested Changes
(HRC), applies when an airline seeks to alter parameters that affect slot coordination, for ex-
ample by shifting the scheduled time. In such cases, the coordination authorities encourage
airlines to indicate an acceptable range of flexibility, which is expressed through standardized
industry codes. This mechanism is important because it allows coordinators to consider alter-
natives while still respecting the operational needs of the airline.

The allocation procedure begins with the HU slots. These are prioritized and granted first,
thereby safeguarding the rights of airlines that wish to continue operating according to the

6
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same schedule as in previous seasons. Once these slots are secured, the process moves to the
formation of a slot pool. This pool consists of all HRCs that cannot immediately be accom-
modated, together with non-historic requests submitted by airlines seeking new opportunities.
The slot pool, therefore, functions as the central space in which competition between different
applicants is managed.

When an HRC request cannot be matched within the flexibility range proposed by the air-
line, the coordinator reassigns the slot to its original historic time. This rule, referred to as the
reallocation of non-flexible HRCs, ensures that an airline does not lose its entitlement entirely
simply because its requested changes cannot be accommodated. Instead, the airline retains
access to the slot in its previously established form.

Within the slot pool, non-historic requests are further distinguished according to the pro-
file of the applying airline. A crucial distinction is made between new entrants and non-new
entrants. New entrants are defined as airlines that operate fewer than seven slots on the day
in question. This group is granted a privileged position, as their access to the system supports
competition and encourages diversity in airline services. Non-new entrants include all other
airlines that already operate above this threshold. By differentiating between these two groups,
the allocation process aims to balance stability with market access for newcomers.

Finally, the distribution of slots within the pool follows a proportional rule. In principle,
50% of the available slots are reserved for new entrants, while the remaining 50% are allocated
to other applicants. However, this rule is not absolute. It may be adapted if the volume of
requests requires a different balance. The purpose of this arrangement is to create a fair dis-
tribution mechanism that both protects established operators and creates room for competition
from new airlines.

2.2 Multi-Airport Seasonal Slot Allocation (MASSA)

The growing interconnection and congestion in global air transportation have led to increas-
ingly complex air traffic networks, particularly in regions where multiple coordinated airports
operate within overlapping airspace. Traditional slot allocation mechanisms, which focus on
individual airports, often fail to address the systemic interactions and dependencies present in
such multi-airport environments. This has prompted the development of models aimed at opti-
mizing slot allocation across airport networks rather than in isolation (Fleurquin et al., 2013]).

The concept of Multi-Airport Seasonal Slot Allocation (MASSA) refers to a family of opti-
mization models that coordinate the assignment of slots across several Level 3 airports within a
given scheduling season. In practice, one of the most common ways of implementing MASSA
is through a mixed-integer linear programming (MILP) formulation. This approach extends
the standard allocation rules applied at individual airports by incorporating constraints that
span across airports and by taking into account the preferences of airlines. The formulation
is consistent with the principles outlined in the Worldwide Airport Slot Guidelines (WASG)
and follows a clear prioritization strategy: it first minimizes the number of slot series that re-
main unallocated and then reduces the total time displacement from the schedules originally
requested by airlines. The lexicographic order of these objectives reflects a deliberate choice
to treat denied slots as more costly than timing adjustments, which is in line with the fairness
standards already recognized in the aviation industry (Pesenti et al.)).

What sets MASSA apart from simpler allocation procedures is its ability to capture the
dependencies that naturally arise between different types of slots. In addition to managing
independent slot requests, the model is designed to handle dependent slot series. A common
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example is the case of round-trip flights, where slots are coupled by turnaround requirements
and block-time constraints between two airports. The framework also accommodates aircraft
rotation, meaning that the sequence of inbound and outbound flights has to respect opera-
tional feasibility. These features ensure that the optimization process is not limited to abstract
scheduling rules, but instead reflects the realities faced by airlines when planning their net-
works. By integrating these practical considerations, MASSA provides results that are not only
mathematically sound but also directly applicable in real-world airline operations.

In comparison to this deterministic formulation, other approaches in the literature explore
different dimensions of the problem. Keskin and Zografos| (2023)), for instance, proposed a bi-
objective model that balances schedule displacement against equity in slot distribution across
the network. Their model uses centrality metrics, such as the IATA Connectivity Index and
betweenness centrality to reflect the strategic role of each airport in facilitating network flow.

Researchers have also developed stochastic models to deal with uncertainty in flight dura-
tions and airspace capacity. These approaches use chance-constrained programming to make
sure that slot assignments remain workable even when conditions vary (Lohatepanont and
Barnhart, 2004). In addition, a range of metaheuristic methods, such as Tabu Search, Evolution-
ary Algorithms, and Ant Colony Optimization, have become popular for large-scale scheduling
problems such as airport slot allocation. Their appeal lies in the ability to search efficiently
through very large and complex solution spaces, especially in cases where exact optimization
methods are difficult to apply (Dorigo and Blum, 2005; Glover, [1989).

The MASSA framework stands out because it brings together regulatory rules, airline re-
quirements, and inter-airport coordination in a single optimization model. It has been tested on
realistic datasets from the OpenSky Network, which confirmed its effectiveness in generating
feasible and efficient slot allocations under conditions of congestion. By taking into account the
structural links between airports, MASSA supports the shift from isolated scheduling practices
toward a more connected and efficient form of network-level planning.

2.3 Passenger-Centric Optimization in Air Traffic

Passenger-centric slot allocation relies not only on optimization frameworks but also on accu-
rate representations of passenger demand. Because scheduling and allocation decisions must
often be made months before operations take place, detailed passenger itinerary data is typ-
ically unavailable at the time of decision-making. This creates a critical need for predictive
models that approximate future travel patterns and ensure that slot allocation aligns with pas-
senger preferences and connectivity needs. In this section, we review the main modeling ap-
proaches used to forecast demand: discrete choice, time-series, and gravity-based models, and
discuss how their integration with predictive analytics supports more passenger-oriented allo-
cation strategies.

2.3.1 Role of Demand Modeling and Predictive Analytics

Passenger-centric optimization places passenger needs at the core of scheduling and slot allo-
cation decisions. Several modeling approaches have emerged to forecast travel demand in this
context:

1. Discrete Choice Models. These models analyze the individual decisions of travelers
when faced with a set of discrete alternatives, for example, choosing between different airlines,
departure times, or airports. The term discrete refers to the fact that passengers make choices
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among a finite set of distinct options (e.g., “flight A” vs. “flight B”), rather than selecting a
continuous value. Such models typically use data on fares, schedules, travel times, and service
quality to estimate the probability that a passenger chooses one option over another. While they
provide behaviorally rich insights into passenger preferences, they require detailed microdata
(such as ticket-level bookings or surveys), which is often only available after schedules have
been published. This limits their direct applicability to pre-allocation processes. Although
such data sources are detailed and help to analysis of customer behavior, is usually available
only after scheduling, which limits their direct application to pre-allocation processes (Cadarso
et al.[ [2017; Birolini et al.| [2021Db)).

2. Time-Series Models: These capture long-term trends by correlating air travel with
macroeconomic indicators (e.g., GDP or tourism flows) (Marazzo et al.,[2010; Jin et al., 2020).
However, they offer limited predictive power for emerging or unserved markets, restricting
their utility in dynamic allocation contexts.

3. Gravity Models with Machine Learning Enhancements: Gravity models are inspired
by Newton’s law of gravitation: the flow of passengers between two airports is assumed to be
positively related to the “mass” of the origin and destination (e.g., population size, GDP, or to-
tal airport traffic) and negatively related to the “distance” between them (e.g., travel time, cost,
or geographical distance). In air transport, this means that larger, more economically active
cities attract more passengers, while greater distances or higher costs reduce demand. Recent
enhancements, such as inBirolini et al. (2022), apply machine learning to capture nonlinear re-
lationships and improve forecasting even with limited or noisy data. These enhancements allow
the model to capture interactions between variables, for instance, how seasonality of tourism
interacts with economic activity to influence demand. By leveraging historical aggregate data,
this hybrid approach can generate robust forecasts even when detailed passenger-level infor-
mation is missing. Because it balances explanatory detail with relatively modest data require-
ments, it is particularly valuable in the early stages of slot planning, when coordinators need
reliable demand estimates but cannot rely on fine-grained passenger data.

In addition to forecasting demand, analytics can also take into account operational factors
such as passenger connections and aircraft turnaround times. Research on disruption man-
agement (Bratu and Barnhart, 2006; |Marla et al., 2017) and delay reduction (Jacquillat, |2020)
demonstrates that giving priority to passenger outcomes, rather than focusing only on aircraft-
related measures, can lead to substantial decreases in delays without increasing operating costs.

Table 2.1. Required Data Inputs for Predictive Demand Models in Air Transport

Model Type Required Data Inputs Typical Sources & Chal-
lenges
Discrete Choice | Individual itinerary data, | Airline internal data,
Models flight attributes (schedule, | booking systems (GDS);
fare, aircraft type), traveler | Privacy and accessibility
profiles issues
Time-Series Models | Historical aggregated de- | National statistics, TATA,
mand, macroeconomic | ICAO, World Bank; Low
indicators (GDP, tourism) granularity, delayed publi-
cation
Gravity + ML Mod- | Route-level traffic, connec- | OpenSky, Eurocontrol,
els tivity indices, socioeconomic | OAG, IATA; Complex in-
factors, past flight frequency | tegration, missing features
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Although these models offer valuable insights, they often depend on data that is fragmented
or difficult to obtain. Discrete choice models need detailed booking records, which are usually
proprietary and raise privacy concerns. Time-series models rely on national-level aggregates,
which often lack sufficient detail at the airport or route level. Gravity-based models require
combining traffic, connectivity, and service data from different sources, which can create tech-
nical and compatibility challenges.

When applied to slot allocation, further difficulties emerge. These include incomplete
itinerary data available at the planning stage, seasonal interdependencies imposed by the World-
wide Airport Slot Guidelines (WASG), and the high computational burden of solving large-
scale nonlinear problems. To address such issues, Birolini et al.| (2022) propose a tailored
mixed-integer nonlinear programming model with custom solution algorithms, making their
method suitable for real-world slot scheduling.

In this study, we therefore focus on historical passenger traffic data at the airport level,
using monthly observations. This allows us to capture seasonal fluctuations and overall demand
trends. Our approach can be understood as a time-series—based demand estimation method, but
with the advantage that it relies on readily available, non-proprietary, and consistently reported
data. While it does not provide the fine detail of itinerary-level models, it offers a practical and
transparent basis for estimating passenger demand in large-scale slot allocation problems.

2.3.2 Comparative Analysis with Traditional Slot Allocation Methods

Traditional slot allocation methods, such as those governed by the Worldwide Airport Slot
Guidelines (WASGQG), are built on principles of administrative coordination and historical prece-
dence. These methods emphasize stability and fairness among airlines but tend to overlook
evolving passenger needs and real-time demand dynamics. Slots are typically assigned based
on past usage (grandfather rights), with minimal incorporation of detailed passenger or demand
data.

In contrast, passenger-focused optimization places priority on maximizing traveler satisfac-
tion and improving the efficiency of the entire air transport network. In this context, efficiency
refers not only to the number of flights operated but also to the quality of passenger flows:
stronger connectivity between flights, fewer missed connections, and a closer alignment of slot
allocation with actual travel demand. Rather than measuring success purely in aircraft move-
ments, this approach evaluates how well the system moves passengers through the network.
To achieve this, it relies on predictive analytics, demand modeling, and advanced optimization
methods that direct slots to where they create the greatest benefit, as reducing delays, enhancing
connections, and matching capacity more effectively to passenger needs.
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Table 2.2. Comparison of Traditional vs. Passenger-Centric Slot Allocation Approaches

Criteria

Traditional
(e.g., WASG)

Slot Allocation

Passenger-Centric Optimiza-
tion

Main Objective

Ensure stability and manage
congestion at airports

Maximize passenger satisfaction
and network-wide efficiency

Basis for Allocation

Historical precedence (grandfa-
ther rights), administrative deci-
sions

Forecasted demand, predicted
passenger flows, and network
performance

minimal use of passenger or
itinerary-level data

Flexibility Low; not easily responsive to | High; adaptive to real-time data,
sudden changes or new demand | seasonal trends, and demand
patterns shifts

Use of Data Limited to airline schedules; | Integrates passenger-level data,

connectivity, and delay impact

Optimization Criteria

Maximize slot utilization and
fairness across airlines

Minimize total passenger delays
and optimize route/service align-
ment

Decision-Making Tools

Administrative rules, historical
usage analysis

Machine learning  models,
mixed-integer ~ programming,
predictive analytics

Consideration of Pas-
sengers

Indirect; passengers are consid-
ered through airline operations

Direct; passenger experience
and connectivity are central to
decision-making

Handling of Disrup-
tions

Rigid; not well-equipped to han-
dle dynamic or large-scale dis-
ruptions

Adaptive; designed to respond to
disruptions and demand variabil-
ity through predictive tools

2.4 Identified Gaps and Research Contributions

2.4.1 Previous Related Work Comparison

In recent years, various models have been developed to address the complex problem of air-
port slot allocation, with increasing attention to capacity, flexibility, fairness, and coordina-
tion across multi-airport systems. This subsection compares several state-of-the-art models
in terms of the addressed problem dimensions and highlights the positioning of the proposed
PC-MASSA model.

Pellegrini et al. (2017) introduced SOSTA, a model focused on the simultaneous optimisa-
tion of slot allocation across a full season. It takes into account series of slots and fairness, as
well as operational constraints such as turnaround times and coupled slots. However, it does
not extend to multiple airports nor to airline-driven flexibility or dynamic capacity.

The Timing Flexibility Indicator Model (TFIM) introduced by Katsigiannis and Zografos
(2021) integrates flexibility and capacity constraints, offering a strong operational-level re-
sponse. Still, it is not designed for full-season strategic allocation, nor does it embed fairness
mechanisms or multi-airport coordination.

Melder et al.| (2025) developed a seasonal flexibility approach, addressing blocking effects
and increasing system responsiveness. However, it lacks fairness integration, does not differ-
entiate by airport system, and assumes static operational parameters.
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The Multi-Airport System (MAS) model proposed by [Wang et al. (2023)) incorporates
airspace capacity and uncertainty in flying times, making a valuable contribution to network-
based slot allocation. Nevertheless, it does not focus on seasonal planning or series-based slot
requests.

The Airport Slot Allocation (ASA) model, proposed by Katsigiannis and Zografos| (2023,
focuses on balancing the preferences of multiple stakeholders while taking into account sensi-
tivity to operational delays. This framework provides a comprehensive view of the trade-offs
involved when objectives conflict. However, its application is largely limited to addressing
short-term operational delays and does not extend to multi-airport coordination or seasonal
planning across a full scheduling period.

Similarly, the Absolute Fairness model introduced by |L1 and Liu| (2023) emphasizes fair-
ness in multi-airport system allocations. While it provides valuable insights into equitable slot
distribution, it does not consider airline-driven flexibility or the complexities of seasonal allo-
cation.

The MASSA model is a notable development that integrates many of the previous advance-
ments. It is a MILP model developed to optimise the initial allocation of an entire season across
a network of European level 3 airports. MASSA incorporates fairness, flexibility ranges, ca-
pacity constraints, turnaround requirements, and coupled slots. With robust implementation
and empirical validation using 2018 - 2019 OpenSky Network data, MASSA demonstrates that
realistic seasonal slot allocation for multi-airport networks is computationally feasible.

However, even MASSA does not fully address airline-driven input, asynchronous process-
ing, and dynamic rescheduling capabilities, which are the cornerstone of the PC-MASSA
model. The proposed model extends MASSA by embedding flexibility into both inputs and
outputs, integrating asynchronous logic for partial rescheduling, and enhancing fairness via
distributional fairness mechanisms, all aligned with updated WASG rules and slot coordination
policy.

Table 2.3. Literature overview and addressed characteristics by existing models vs. PC-MASSA
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Table 2.4. Synoptic comparison of existing slot allocation models: advantages, limitations, and applicability

Model / Paper Advantages Limitations Applicability
SOSTA (Pellegrini| Captures fairness and Single-airport only. No flexibil- Useful for seasonal al-
et al.|[2017) turnaround constraints.  Struc- ity or dynamic adjustment. location where fairness
tured seasonal optimisation. is important, but no
multi-airport coordination
is needed.
TFIM (Katsigian-| Strong integration of timing Not strategic/seasonal. No fair- Operational planning in

nis and Zografos!
2021)

flexibility and capacity con-
straints. Operational-level accu-
racy.

ness or multi-airport scope.

congested airports with
timing flexibility require-
ments.

Seasonal Flexibil-
ity (Melder et al..
2025)

Addresses blocking effects and
responsiveness. Captures flexi-
bility across a season.

Limited fairness integration.
Static operational assumptions.

Seasonal planning where
responsiveness  matters

MAS (Wang et al..
2023)

Covers multi-airport systems
and airspace capacity. Accounts
for flying-time uncertainty.

Not strategic/seasonal. No fair-
ness or slot-series mechanisms.

more than fairness or
dynamics.

System-level coordi-
nation across airports

with strong operational
constraints.

Integrates multi-stakeholder
preferences. Models delay
sensitivities.

Focus on operational delays. No
multi-airport or seasonal plan-
ning.

Balancing  stakeholder
preferences and delay
sensitivity at the opera-
tional level.

Fairness-focused in MAS sys-
tems. Highlights equity.

No airline-driven flexibility. Not
designed for seasonal allocation.

When fairness between
airlines is top priority,
with less emphasis on
flexibility or dynamics.

ASA (Katsigiannis
and Zografos|
2023)

TOSAM (Li and
Liu}2023)
MASSA  (Pesenti
et al.)

Integrates fairness, flexibility,
and operational constraints. Val-
idated with real-world data.

No dynamic rescheduling. Lim-
ited passenger-centric integra-
tion.

Strategic seasonal plan-
ning across congested
multi-airport networks.

PC-MASSA (Pro-
posed)

Extends MASSA with
passenger-centric objec-
tives.  Incorporates dynamic
rescheduling and fairness at
multiple levels. Aligned with
WASG rules.

Needs richer passenger-level
data for full validation. Com-
putationally heavy in very large
cases.

Seasonal allocation in
multi-airport systems
with explicit passenger-
centric considerations and
regulatory alignment.

Table[2.4] provides a comparative overview of existing slot allocation models, summarizing
their key contributions and limitations, and highlighting the specific research gap that this thesis
addresses. Early frameworks, such as SOSTA and TFIM, offer powerful optimization tools
for ensuring fairness and managing operational timing. However, their applicability is mostly
confined to individual airports or short-term scheduling horizons, limiting their usefulness in
broader network contexts.

Other models, including Seasonal Flexibility and ASA, focus on improving responsiveness
or incorporating the preferences of multiple stakeholders. While these approaches add valu-
able operational insights, they often overlook the importance of strategic coordination across
several airports, which is essential for efficiently managing multi-airport systems. More recent
models, such as MAS and TOSAM, extend the analysis to multi-airport environments and em-
phasize fairness. Nevertheless, they generally fail to fully integrate seasonal variations or take
passenger-level impacts into account, leaving an important dimension of real-world operations

unaddressed.
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The MASSA model represents a significant advancement by combining fairness, flexibility,
and operational realism within multi-airport contexts. Yet, even MASSA does not fully incor-
porate passenger behavior or support dynamic rescheduling in response to evolving conditions.
Building on these developments, the proposed PC-MASSA framework introduces passenger-
centric objectives while remaining fully aligned with regulatory guidelines. By doing so, it
offers a more comprehensive and scalable approach to slot allocation, capable of addressing
the complexities of modern, multi-airport systems.

2.4.2 Contribution of This Thesis to Bridging These Gaps

This thesis addresses the limitations of previous slot allocation models through a series of key
contributions that collectively advance both operational and passenger-focused perspectives.
First, the proposed framework introduces a passenger-centric objective, explicitly integrating
measures of traveler welfare into the optimization process. These include minimizing total
travel time, reducing layovers, and aligning allocated slots with passengers’ preferred departure
times, thereby ensuring that scheduling decisions reflect the needs of travelers rather than only
aircraft operations.

Another important contribution lies in the integration of hybrid demand forecasting tech-
niques. By combining traditional gravity models with machine learning enhancements, the
model can forecast demand at the passenger-route level with greater accuracy and adaptivity.
This allows slot allocation to be both data-driven and responsive to evolving travel patterns.
Complementing this, the model incorporates group-specific passenger modeling, which seg-
ments travelers into distinct demand profiles. Such segmentation enables the allocation process
to be tailored to different types of passengers, capturing the diversity of travel behaviors and
preferences.

Building upon the established MASSA framework, this research extends its applicability to
multi-airport networks, optimizing not only operational performance but also passenger-related
outcomes. The model further addresses fairness considerations, ensuring equitable treatment
not only among different airlines but also across time periods and airports. To achieve these
goals in practice, the framework relies on a feasible and scalable algorithm, implemented
through a mixed-integer nonlinear programming (MINLP) formulation supported by custom
heuristics and decomposition techniques. This combination balances computational tractabil-
ity with practical applicability in real-world scheduling environments.

Finally, the thesis adopts a holistic evaluation approach, assessing slot allocation outcomes
from both operational and passenger-centric perspectives. By considering efficiency alongside
the quality of passenger experience, the model provides a comprehensive basis for understand-
ing and improving the performance of multi-airport slot allocation systems.

Through these contributions, the research lays a foundation for a more responsive, equi-
table, and demand-aware airport slot allocation strategy, aligning the operational realities of
airports with the evolving expectations of air travelers.

While traditional slot allocation has been effective in maintaining order at busy airports,
its limitations are increasingly evident in today’s dynamic aviation landscape. These methods
prioritize legacy carriers and existing patterns, which can lead to inefficiencies, underutilized
slots, and poor responsiveness to new travel needs.

Passenger-centric optimization represents a modern and agile alternative, incorporating
data-driven methodologies that place traveler experience at the forefront. This approach al-
lows planners to anticipate demand shifts and optimize scheduling with passengers in mind,
leading to better service alignment and reduced travel disruptions.



Chapter 3

Problem Statement and Mathematical
Formulation

This chapter formulates the airport slot allocation problem with accent on passenger-centric
features. It defines the sets, parameters, and decision variables, introduces new components
for passenger categories and demand forecasting, and specifies the objective function and con-
straints. The formulation balances operational efficiency with passenger service quality, pro-
viding a flexible foundation for optimizing slot allocation under varying demand and capac-
ity conditions. With the problem mathematically defined, attention turns to the datasets that
support the model, ensuring the formulation can be tested both in controlled and real-world
contexts.

3.1 Problem Definition

Traditional approaches to airport slot allocation primarily focus on optimizing operational fac-
tors such as capacity utilization, airline scheduling preferences, and coordination across mul-
tiple airports. However, with the increasing emphasis on customer satisfaction in the aviation
sector, these conventional models often fail to account for the dynamic and complex nature of
passenger demand.

Frameworks like the Multi-Airport Seasonal Slot Allocation (MASSA) model are designed
to maximize operational efficiency but typically prioritize airline and airport-centric objectives.
As a result, they often overlook the significant influence of passenger preferences on overall
system performance.

In today’s context, passengers increasingly value shorter travel times, fewer layovers, and
access to direct flight options. This shift in preference necessitates an evolution in slot alloca-
tion models, moving beyond purely operational constraints to incorporate demand forecasting,
behavioral segmentation, and real-time passenger flow data.

Despite growing academic interest in passenger-centric slot allocation, current models re-
main limited in several key areas:

Insufficient integration of passenger behavioral preferences and satisfaction metrics

Limited use of real-time or predictive demand data

Weak balancing mechanisms between passenger convenience and operational feasibility

Lack of flexibility in responding to seasonal variability and market dynamics

15
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This thesis aims to bridge this gap by developing a passenger-centric slot allocation model
that enhances the MASSA framework. The proposed model incorporates:

* Forecasted passenger demand across routes and time slots
* Group-specific preferences such as preferred flight times and connection sensitivity

* Operational constraints such as slot capacity, runway availability, and turnaround time

The objective is to simultaneously improve airport operational efficiency and passenger
experience by minimizing total travel times, reducing layovers, improving direct flight avail-
ability, and ensuring equitable access to preferred departure times for various passenger groups.

By blending operational constraints with a comprehensive understanding of passenger needs,
this research proposes a more holistic and adaptive solution for airport slot allocation that aligns
with the evolving demands of modern air travel.

3.2 Notation and Definitions

In this section, we introduce the key terms, symbols, and concepts used in the proposed model.
Sets

* A : Set of airports.
* D : Set of considered days of a season.
* U : Set of airlines (airspace users).

* Nyg, 7Ny 4 @ Sets of new-entrant and non-new-entrant airlines, respectively, at airport
acAondayd € D.

. AQ’ : Set of airports where the number of new-entrants exceeds 50% on day d € D.

. A;N : Set of airports where the number of non-new-entrants exceeds 50% on day d € D.
* T : Type of capacity (total, departure, or arrival movement).

» [ : Set of time intervals associated with interval capacity constraints.

* H : Set of time intervals associated with hourly sequential capacity constraints.

* HI : Set of time intervals associated with hourly rolling capacity constraints.

* % : Set of series requests.

» RV C %: Subset of series requests referring to historic slots requested as unchanged.

. R%] CZ, ng w1 CZ, RZZ .z ©Z : Subset of historic slot requests that are unchanged
at airport a € A, on day d € D, including slot interval in respective time intervals i € 1,
h € H, hi € HI. For hourly capacity constraints, slots are also characterized by the type

of movement T € T.

* R C Z: Set of series requests that are not historic unchanged (HU); they represent the
series included in the slot pool.
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+ RHURC C R: Subset of series requests referring to historic slots with requests for changes
for the incoming season.

* R¢ C R: Subset of series requests by airline u C U.

* R° C R x R: Set of coupled series requests: pairs (r,7’), where r is a series of departure
slots and 7’ is the relative series of successive arrival slots operated by the same aircraft
on the same day.

* R! C R¢: Subset of coupled series requests by airline u € U.

« RT C R xR x D: Set of tuples representing the request for minimum turnaround between
series r and r’ on day d. Here, r is the arrival series, and 7’ is the corresponding departure
series of the same aircraft.

* D, C D : Subset of the days in D relative to the series r € R.
* D(,,»y € D : Subset of the days in D relative to the coupled series (r,r') € R°.
* §: Set of all slot intervals (including all airports and all days).

* Si,8ht,Shic €S : Subset of slot intervals included respectively in time intervals i € 1,
h € H, hi € HI. For hourly capacity constraints, slot intervals are also characterized by
the type of movement 7 € T

* S, CS§: Subset of slot intervals to which the slot requests of a series » C R can be allocated
within a given allowed maximum forward and backward displacement. If » C RRC s,
also includes the original historic time.

To incorporate passenger-centric considerations into the Multi-Airport Seasonal Slot Allo-
cation (MASSA) framework, we introduce the following additional sets:
Passenger-Related Sets

e P: Set of all passengers.

e B C P: Subset of business travelers.

* FF C P: Subset of frequent flyers.

* M C P: Subset of medical passengers.
* L C P: Subset of leisure passengers.
Demand and Capacity-Based Sets

« D C D: Set of peak-demand days where passenger demand significantly exceeds the
average.

+ A C A: Set of major hub airports with high passenger traffic.
* §C §: Set of slot intervals with high passenger load factors.
Priority and Disruption Management Sets

* R, C R: Subset of requests serving high-priority passengers (e.g., business, medical).
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R C R: Subset of requests subject to rerouting due to limited availability or disruptions.

Z C R X R x D: Set of alternative slot allocations in case of disruptions.

These sets facilitate a more passenger-centric allocation strategy, improving fairness, ac-
cessibility, and dynamic response to demand fluctuations.
Parameters

Cl{ da* Capacity of interval i € [ on day d € D at airport a € A.
C}Z dat" Capacity of interval h € H onday d € D at airporta € A of type T € T.

CZfd7 at’ Capacity of interval hi € Hl onday d € D at airporta € Aof type 1€ T.
t; . Initial time of the slot interval s € S.

7, : Requested slot time for the movements of series r € R.

dY : Initial day of requested series r € R.

"

5 RHRC.

: Slot interval referring to the historic time of requested series r €
fd, : Maximum forward displacement accepted for the series r € R.
bd, : Maximum backward displacement accepted for the series r € R.

bt : Requested block time for the coupled series (r,7’) € R...

)

E”x : Maximum allowed block time for the coupled series (r,7’) € R,

bt

bt, ,, : Minimum allowed block time for the coupled series (r,7') € R,

mt(,.,+ : Minimum turnaround time requested for series (r,7’) € R,
MC, : Missed allocation cost of series r € R.

DC, 4 ; : Displacement cost coefficient for allocating the slot request of series r € R to
slot interval s € S,.4 on day d € D,.

BC ;1) 4 Cost coefficient for the deviations from the requested block time bz, on the
day d € D,.

P, 4.q: Passenger demand at airport a on day d for category p.
FC,: Fairness coefficient for slot distribution.

PC),: Passenger priority coefficient.

DC, 4: Passenger disruption cost (layovers, rerouting).
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3.3 Decision Variables

1, if the slots for series r are not allocated

, VreR
r {O, otherwise

1, 1if aslot of seri is allocated to slot interval day d
s {, if a slot of series r is allocated to slot interval s on day  WreRVseS.vd e

0, otherwise
D

Z(r,"),¢ Forward deviation from the requested block time br,. s for coupled series (r,’) € R#RC

onday d € D.

4

) d Backward deviation from the requested block time bz, » for coupled series (r,7') € RHRC

ondayd € D.

, VpeP

f 1, if passenger category p is prioritized in allocation
b 0, otherwise

1, if passenger disruptions (layovers, rerouting) occur for cat-
dp.ra egory p in series r on day d ., VYpePNreRNde
0, otherwise
D

pmyg g, Number of passengers at airport a € A on day d € D and hour 7 € H who were sched-
uled but not accommodated (missed) due to slot limitations.

slq 4. Non-negative slack variable representing unused capacity or unfulfilled demand at air-
port a on day d and hour A.

The additional decision variables pm, 4 and sl, 4, were introduced to capture passenger-
level performance metrics and model flexibility in handling demand—capacity mismatches.
Specifically:

e pmy 4 quantifies the number of passengers who could not be allocated to available slots,
enabling direct measurement of service shortfalls and passenger impact.

* sl, 4, measures the deviation from full utilization of available slot capacity, providing
a mechanism to evaluate operational inefficiencies and potential system resilience under
changing conditions.

These additions improve the model’s capability to evaluate not only operational feasibility but
also passenger service quality, especially under disrupted or high-demand scenarios.

Passenger Demand Estimation In the updated model, passenger demand is estimated at
an hourly resolution to better capture the temporal dynamics of airport operations and flight
scheduling. Instead of assigning fixed daily totals per passenger category, the new approach
distributes passengers throughout the day based on an empirically inspired time-of-day profile.

The estimation process begins by calculating the fotal number of passengers per day at each
airport. This value is derived from:

TotalPaxPerDay = FlightsPerDay x AveragePaxPerFlight
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where:

* FlightsPerDay is the total number of scheduled flights departing from the airport in a day

» AveragePaxPerFlight = 130 passengers, a value obtained from aggregated 2019 OpenSky
Network statistics. This average reflects typical narrow-body and regional jet configura-
tions prevalent in short- to medium-haul European operations. The figure is statistically
representative of actual operational patterns, providing a realistic baseline for model cal-
ibration.

Hourly Distribution. To distribute the daily total across the 24 hours of the day, the
model applies a cosine-based distribution function:

2h
Vp = COS (—n+2—f> +1.1, he{0,1,...,23}

The values v, are then normalized so that 2%3:0 vy = 1. This results in a set of hourly weights
vy, that describe the relative passenger demand in each hour. The cosine shape approximates
typical daily traffic patterns observed in aviation, with peaks in the early morning and late
afternoon, and lower demand during night hours.

Final Hourly Passenger Demand. Passenger demand per hour is computed as:
P, 4, = TotalPaxPerDay ad X D

for each airport a € A, day d € D, and hour h € H.

Rationale for Hourly Modeling. This shift from daily aggregate passenger demand to
hourly resolution provides several advantages:

* It enables the model to better simulate slot allocation pressures at peak times.
* It reflects real-world operational constraints, where congestion is highly time-dependent.

* It improves the accuracy of passenger impact metrics, especially when disruptions occur.

By grounding the average load factor in real-world statistics Schafer et al. (2019) and apply-
ing a realistic time-of-day demand profile, the model achieves a closer alignment with observed
airport traffic patterns, enhancing both the credibility and applicability of the simulation results.

3.4 Capacity Processed Variables

. c{ 4.q € N: Spare capacity of interval i € I of day d € D at airport a € A after the allocation
of the HU slots.

. cf 4a.¢ € N Spare capacity of interval h € H of day d € D at airporta € A of type T€ T
after the allocation of the HU slots.

. CZI d.ac € N : Spare capacity of interval i; € HI of day d € D at airport a € A of type

7 € T after the allocation of the HU slots.

* This set of Variables—c{ da chH dar and c%’ 4.a.c—Tepresents the raw remaining capacity

at various time intervals, days, and airports after HU slot allocation. These are used in
the traditional MASSA-like setting where passenger demand is not explicitly modeled.
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Calculation of Capacity Processed Variables

To compute the spare capacity available at various levels (interval, horizon, and hybrid in-
tervals) after assigning the unchanged historic (HU) slots, we define two groups of capacity
variables:

Claga=Claa—IRIL, Viel,YacANdeD (3.1)
c};{d’a’f = c{;{dw - \R,’;ff{,a,r , Vhe HNVacANdeDNTET (3.2)
Chian=Chigaz— IR atl, Vhi€ HI,Ya€ ANd€DNTET  (3.3)

3.5 Objective Function
The optimization model is formulated as a mixed-integer linear program (MILP) and imple-

mented in PuLP. The objective is to minimize the total operational cost while incorporating
penalties and rewards that reflect the key trade-offs of the airport slot allocation process.

min ZMC,~yr + Z Z Z DC,ys Xras

reR reRdeD, seS,
—_———
(1) Missed Allocation Penalty (2) Displacement Cost

+ Z Z Bcr,r/,d' (Zf’,r’,d +§r,r’.d>
(r,)ERHRC dED, '

(3) Block-Time Deviation Penalty

+  Ddist * Z dp,r,d
(p,rd)eD%#

(4) Passenger Disruption Penalty

+ Pud - Z Z one_svyq

reRdeD,

(5) Unmet Demand Penalty

+ Z Z Z pmg ;5

acAdeDheH

(6) Missed Passenger Penalty

oY, Y Y slaan

acAdeDheH

(7) Slack Penalty
+ Dhrc- Z Zr

rE€RHRC

|
(8) Coupling Penalty

Term Descriptions

1. Missed Allocation Penalty (MC,, y,)
Penalizes the complete non-allocation of a slot request series r. If a series is not allocated
any slots, the binary variable y, = 1.

2. Displacement Cost (DC,.4 s, X4 5)
Penalizes deviation from the requested slot time to the assigned time, capturing the cost
of operational adjustments.
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3. Block-Time Deviation Penalty (BC,. ;)
Applies to coupled series (r,7') € RRC where deviations from expected block times can
disrupt turnarounds and downstream scheduling.

4. Passenger Disruption Penalty (p;;; = 10,000, d, ,.))
Assigns a high cost to passenger re-routing, extended layovers, or missed connections,
scaled by the disruption variable d), ;4.

5. Unmet Demand / Slot Violation Penalty (p,, = 500, one_sv,.4)
Penalizes violations where only one slot is assigned to a multi-leg service (e.g., an out-
bound without a corresponding return).

6. Penalty for Missed Passenger Allocation (pm, 4 )
Applies the same unmet demand penalty to situations where the allocated slots fail to
serve the projected passenger demand (pax_missed_allocated,, 4 ).

7. Slack Variable Penalty (py; = 10, sl 41)
Penalizes the use of slack variables, which represent temporary relaxations of constraints,
ensuring they are only used when necessary.

8. Penalty for Unmet Coupling Constraints (p,,. = 100, z,)
Penalizes violations of hard round-trip coupling requirements (z,), ensuring operational
feasibility for paired inbound/outbound flights.

Implementation Note

In the PuLP implementation, each of these terms is explicitly summed over the relevant index
sets (R for request series, D for days, S for slots, A for airports, and H for hours). This direct
formulation allows flexible tuning of penalty and reward weights to reflect policy or operational
priorities.

3.6 Constraints

3.6.1 Slot Request Allocation

Each slot request series » € R must be allocated exactly one slot per requested day d € D, if it
is not denied:

Y xas=1-w, Vr €R, Vd € D, (4a)
SES,

To ensure consistency, the total number of assigned slots across all days must equal the
number of requested days for allocated series:

Z Z Xrds = (1=yr) - Dyl VreR (4b)

deD, seS,

Together, constraints (4a) and (4b) ensure that no slots outside the requested days and time
windows are assigned.
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3.6.2 Historic Rights (HRC) Allocation

Slot series that are subject to historic rights must always be fully allocated:

y, =0, Vr € RHRC (5)

If the request » € RYRC is also associated with a high-priority passenger, then the specific
historic slot s” must be consistently used on all days:

Y Xasn =05 1Dy, Vr € RIRC (6)
deD,[r]

where:

RHRC {r € RRC | passenger(r) € HighPriorityPassengers}

This enforces that if a historic slot is used on the initial day d°, it must be used uniformly
across all days in D;,.

3.6.3 Capacity Constraints

All capacity limits at different temporal resolutions must be respected. Slot allocations should
not exceed the available capacity after allocating the high-urgency (HU) requests.

Y Y xas<due Vicl,VacA,VdeD (7)

I’GRa?d seSNS;

Y Y xas<cdlian VhcH,YacA, VYdeD,VTeT (8)
reR, 4 s€85,NSy

Y Y xas<cilian Vhi€ HI, Ya€A,Vd €D, VT €T (9)
r€Ry 4 sESNSp;

3.6.4 Hourly Passenger-Driven Capacity Constraint

To further align slot allocation with real-time passenger throughput, we introduce an airport-
hour-level capacity control. This constraint ensures that, for each airport and hour of the day,
the number of flights assigned does not exceed the effective passenger-handling capacity, while
allowing controlled violations through a penalized slack variable. To better align slot allocation
with passenger throughput, we introduce an airport-hour-level capacity control that integrates
demand data directly into the scheduling process. Let demand, 4 represent the number of
passengers expected at airport @ on day d during hour 4. The model translates this demand into
flight-equivalent capacity using an average passenger-per-flight parameter, avg_pax_per_{flight.

For each airport, day, and hour, the sum of assigned flights captured by the binary variable
X4, Which equals 1 if request r is allocated to slot s on day d must not exceed the flight-
equivalent capacity derived from passenger demand. Exceptional cases, such as peak-hour
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surges, are handled through a non-negative slack variable sl, 4 ,, which allows temporary ca-
pacity violations at a penalty. To track unserved passengers, the variable pm, ,, records the
number of passengers whose demand could not be accommodated within the given hour. The
set of feasible slots for each request is denoted by S,, and hour(s) identifies the hour associated
with slot s.

Formally, the airport-hour-level capacity constraint is expressed as:

demand, 4 ,
Z Z Xrds < —— +Slgan,
oy = avg_pax_per_flight
ac{orig(r), dest(r)} hour(s)=h

Vac€ A, Vd € D, Vh€{0,1,...,23} (10a)

We also track the unmet passenger allocation explicitly:

pm,, 4, > demand, 4 — Z Z Xras | -avg_pax_per_flight,
rer SES,
ac{orig(r), dest(r)} hour(s)=h
Va €A, Vd €D, Vh (10b)

This formulation ensures that slot allocation is sensitive to passenger demand, explicitly
balancing airport capacity and passenger service levels while providing a controlled mechanism
for managing occasional demand surges.

Operational Meaning: Constraint (10a) caps the number of scheduled flights at each airport-
hour combination so that the total passenger capacity matches or slightly exceeds the forecasted
demand. The slack variable slack, 4, enables soft enforcement allowing controlled breaches
in rare cases (e.g., special events, irregular operations) with a penalty applied in the objective
function to discourage overuse.

Constraint (10b) separately measures how many passengers remain unserved within each
hour, ensuring that unmet demand is explicitly tracked. Together, these constraints connect
slot allocation decisions directly to passenger experience, preventing over-scheduling during
low-capacity periods while flagging potential service gaps.

3.6.5 Coupled Slot Requests Constraints

In many operational scenarios, certain flight series are interdependent. Examples include
round-trip flights or aircraft rotations requiring coordination between departures and arrivals.
To ensure consistent treatment of these coupled requests, we impose the following constraints.

Mutual Allocation of Coupled Series If one series in a coupled pair is allocated, the other
must also be allocated. This guarantees operational feasibility and prevents partially scheduled
rotations:

ye=yy V(nr') R (1)
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3.6.6 Block-Time Synchronization

The block time, the elapsed time between paired series r and 7/, must remain within predefined
bounds. This is essential to preserve scheduled turnarounds and minimize downstream disrup-
tions. Let bt,,» and Er,r’ denote the lower and upper acceptable block-time limits. We model
deviations with non-negative variables i) d and Z(,.1) 4:

Z Ly Xy g 5 — Z IsXrds — bl‘r,r/ < Z(r,r’),d? V(r, F/) €ER,Yd e D,ND, (12a)
s'eSy SESy

Z ts/xrljdjs/ — Z IsXrd,s — btr,r’ > _z(r.,r'),d’ V(r, r/) € RC, Vd € D, ND,. (12b)
s'eSy sES,

These deviations are further bounded to ensure that the block time remains within opera-
tionally acceptable limits:

bty +Z(ry.a < Dlry, V(r,¥') €R°,Yd € D,ND, (12¢)
bty =2y q = bty V(r,¥') € R, ¥d € D,ND, (12d)

)

3.6.7 Turnaround Time Constraints

For rotations requiring a minimum turnaround at an airport, the departure of the subsequent
flight must respect the turnaround time after the arrival:

Z Lo Xp ds' — Z IsXrd s > mty. . — (yr—f—yr/) . (fr —|—de +mtr,r’)a V(I’, I’/) c RT, Vd € D
S’ESr/ SES,

(13a)

This constraint is only active if both flights are allocated (v, = y,» = 0). If either flight is not
scheduled, the right-hand side becomes highly negative, effectively deactivating the constraint.

Forward Deviation Bound: To limit how far a flight can be scheduled ahead of its original
requested time, we enforce:

Y txpas <t +fa, (13b)

SES,

3.6.8 New Entrant / Non-New Entrant Constraints

To maintain fairness in slot allocation between new entrants and established airlines, a pool-
based approach is used.

New Entrants At least 50% of slots in the pool should be allocated to new entrants unless
their total requests are less than 50% of available slots:

R,
y yrS‘ "", Vd € D, Ya € AN (14)
reURa.u,d 2

UEN, 4
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Non-New Entrants Similarly, established carriers are entitled to no more than 50% of avail-
able slots unless underrepresented:

R
Y »< | a’d|, Vd e D,Vaec AN (14b)

2
reURu,u,d
MG—\Naﬁd



Chapter 4

Data Preparation and Analysis

This chapter describes the preparation and processing of datasets used to develop and validate
the PC-MASSA model. Two distinct datasets were employed: a synthetic toy problem dataset
and a real-world case study dataset derived from OpenSky Network records. The objective was
to test the model’s feasibility on a small scale before applying it to realistic large-scale scenar-
ios. By establishing these two complementary data sources, the groundwork is set for the next
chapter, where the model is implemented computationally and its behavior is systematically
evaluated.

4.1 Role of the Toy Problem in the Research

The PC-MASSA model is a complex optimization framework that incorporates passenger-
centric objectives, multiple airports, seasonal slot allocation, and several capacity and fairness
constraints. Solving this model directly on a large-scale real-world dataset would be computa-
tionally intensive and make it difficult to isolate the effects of individual components.

To manage this, the research first employs a foy problem. Unlike typical toy problems, this
instance maintains the full structure and all constraints of the PC-MASSA model. However, it
uses synthetic data for a limited number of passengers and flights, enabling faster computation
and easier observation of the model’s behavior in a controlled environment.

To effectively evaluate the model’s performance, we must first define our core metric: effi-
ciency. In this context, efficiency is measured by the model’s success in achieving passenger-
centric objectives. These objectives specifically include minimizing the number of missed flight
allocations, reducing the costs associated with passenger displacement, and ensuring that con-
nection times are sufficient and timely. With this definition established, the purpose of this toy
problem and its synthetic dataset becomes clear, as it provides a vital foundation for research
in three key areas.

First, the model allows for a rigorous evaluation of passenger-centric efficiency. The con-
trolled, synthetic environment enables rapid experimentation to observe precisely how vari-
ables such as individual passenger preferences, minimum connection time requirements, and
available slot assignments influence the overall optimization outcomes. Second, the frame-
work is essential for assessing fairness. By manipulating the input parameters, researchers
can systematically examine how different fairness constraints behave, thereby illuminating the
inherent trade-offs that exist between maximizing overall efficiency and ensuring an equitable
distribution of available slots. Finally, despite its simplified nature, the problem incorporates
multiple airports and a network of interconnected constraints. This design ensures a thorough
examination of constraint interactions under capacity limitations, validating that the model’s

27
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mathematical formulation and coupling constraints behave as intended. This crucial step builds
confidence in the model’s structural integrity before it is deployed on complex, real-world
datasets such as those from CDG and Orly airports.

In summary, the toy problem is a fully structured, realistic instance of the PC-MASSA
model, using generated data for rapid testing. It allows detailed verification of passenger-centric
objectives, fairness mechanisms, and constraint interactions, providing a validated baseline for
analyzing more realistic scenarios.

4.2 Data Description and Sources

4.2.1 Synthetic Toy Problem Dataset

To initially validate the implementation of the optimization model, a synthetic dataset for a toy
problem was generated manually using Python scripts based on object-oriented programming.
The simulation parameters were defined according to the professor’s specifications, ensuring a
controlled yet realistic environment.

The dataset includes:

* Operational days: 2

* Flights per day: 3

* Total flight requests: 6

* Airports: JFK, LAX, CDG, FRA, DXB

e Start date: March 1, 2025

» Passenger classes: business, frequent fliers, medical, leisure
The data generation process involved:

1. Creating sets for airports, airlines, days, and time intervals.

2. Generating random flight requests with realistic distributions of departure and arrival
times.

Assigning passengers to requests with class-based proportions.
Simulating historic flights (previous season) to identify unchanged and changed requests.

Generating feasible turnaround pairs and mapping routes between airports.

AN O e

Defining subsets for slot allocation constraints (hourly, rolling, and peak load).

An example structure of the toy problem is shown in Table . 1]

Table 4.1. Synthetic flight schedule with passenger distribution

Day First Seen Dep. Airport Last Seen Arr. Airport Pax Business Frequent Fliers Medical Leisure Slot Interval ~Flight Hour
2025-03-01  2025-03-01 11:48 JFK 2025-03-01 13:22 DXB 61 18 8 7 28 12 11
2025-03-01  2025-03-01 18:59 DXB 2025-03-01 21:11 FRA 86 20 16 10 40 2 18
2025-03-01  2025-03-01 06:04 JFK 2025-03-01 09:27 CDG 71 10 10 10 41 16 6
2025-03-02  2025-03-02 22:57 JFK 2025-03-02 23:43 CDG 66 10 15 8 33 8 22

2025-03-02  2025-03-02 02:50 LAX 2025-03-02 07:22 DXB 13 2 2 1 8 20 2
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4.2.2 Real-World Dataset

To validate the model under realistic and demanding conditions, a case study was conducted us-
ing flight movement data from the OpenSky Network for the year 2019. The OpenSky Network
is a non-profit research organization that operates a large-scale open sensor network, continu-
ously collecting and storing ADS-B and Mode S surveillance transmissions from aircraft in a
public database. This provides a rich, real-world source of air traffic data.

The analysis was based on the flights_data4 table, which contains extrapolated and
refined flight records. The most relevant fields for this study included:

» firstSeen — timestamp of the first detected message;

* lastSeen — timestamp of the last detected message;

* estimatedDepartureAirport — most probable departure airport;
* estimatedArrivalAirport — most probable arrival airport;

* callsign — flight identifier (non-unique);

* icao24 — unique aircraft ICAO address;

* day — date of departure.

A significant challenge arose from the fact that the OpenSky data does not contain direct
information on slot requests or flight series. To overcome this, flight series had to be recon-
structed by analyzing historical movement patterns for each unique aircraft (icao24) and route.
Regular, repeating operations on the same day of the week over multiple weeks were identified
as a potential series.

To ensure computational tractability and to focus the study on a high-demand, congested
period, the dataset was subjected to a series of filters. The data was restricted to Fridays,
typically a peak travel day, at the two major Parisian airports, Charles de Gaulle (LFPG)
and Orly (LFPQO), over the entire summer season (March 31 to October 26, 2019). This
period encompasses the high-volume summer schedule and allows for the analysis of seasonal
effects. Furthermore, the analysis relied on hourly passenger capacity data for allocated flights,
which was used as a proxy for passenger demand in the optimization model. This filtering
resulted in a focused yet complex dataset well-suited for testing the model’s performance in a
near-real-world scenario.

Passenger Distribution and Hourly Allocation Passenger traffic data per month were sourced
from official statistics and proportionally distributed to days based on the number of days in
each month. Hourly passenger distribution followed a normalized cosine function to reflect
typical demand patterns. Passenger classes (business, frequent fliers, medical, leisure) were
assigned proportionally using fixed distribution ratios.

Passenger Traffic Forecast for 2026 In addition to historical flight and passenger data, fu-
ture passenger traffic was forecast using records from Groupe ADP, a world leader in airport
operations. At the end of 2024, Groupe ADP managed a network of 26 airports worldwide,
either under management contracts or concession agreements, and maintained a diverse pool of
expertise serving local markets. Monthly passenger traffic statistics, extracted from the group’s
annual reports, were collected for the period January 2018 to April 2025.
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This historical time series formed the basis for a predictive model estimating monthly pas-
senger volumes for the entire year 2026. The forecasting approach relied on trend and seasonal
component analysis to capture recurring monthly variations as well as long-term growth pat-
terns. These projections were subsequently integrated into the PC-MASSA model to simulate
operational conditions under anticipated demand scenarios.

4.2.3 Passenger Demand Modeling for the CDG and Orly Case Study

For the case study involving Paris Charles de Gaulle (CDG) and Paris Orly (ORY) airports,
passenger demand was reconstructed and modeled using historical data collected from the an-
nual reports of Groupe ADP - Aéroports de Paris SA, covering the period from January 2018
to April 2025. The data acquisition and processing workflow was designed to produce hourly
passenger demand profiles for each airport, suitable for use in the slot allocation models. The
procedure comprised three main phases: data collection, demand transformation, and feature
engineering.

Data Collection and Preparation

Monthly passenger traffic figures for both CDG and ORY were extracted from the ADP an-
nual reports and aggregated into a CSV dataset paris_airports_pass_traffic.csv. Air-
port names were standardized by mapping “Paris-CDG” and “Paris-Orly” to their ICAO codes
LFPG and LFPO, respectively. The dataset was transformed from a monthly table to a per-
airport series to facilitate further processing.

Only the target season year (2019) was retained for this study to ensure consistency with
other operational datasets. The number of days in each month was computed using the Python
calendar module, enabling conversion from monthly passenger totals to average daily pas-
senger counts.

Demand Disaggregation and Passenger Class Allocation

To prepare the passenger demand dataset for the slot allocation model, daily passenger volumes
were distributed among four categories: business, frequent fliers, medical, and leisure. A fixed
distribution ratio of 5%, 70%, 20%, and 5% was applied across all months. It is important to
note that these classes were introduced primarily to structure and process the data, rather than
to model class-specific optimization behavior.

The daily totals were then disaggregated into hourly values to achieve temporal resolution
suitable for slot allocation. A cosine-based distribution function was applied to capture typical
diurnal patterns, with morning and evening peaks and midday troughs.

During data processing, the passenger classes facilitated allocation of daily traffic across
categories, which was then combined and mapped to hourly demand. Synthetic functions were
used to generate hourly values for each airport, reflecting seasonal and weekly variability, while
maintaining the integrity of the original daily totals. This structured approach allowed for the
creation of a detailed passenger demand dataset (pax_per_hour) that feeds directly into the
PC-MASSA model.

Seasonal Filtering and Alignment

The dataset was filtered to retain only the operational period of interest, corresponding to the
summer scheduling season: from 31 March 2019 to 26 October 2019. Each date was assigned:
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* anumerical day index relative to the start of the season,
* the corresponding weekday,
* the ICAO airport code.

The final product was an hourly passenger demand table for CDG and ORY, aligned across the
entire summer season.

Feature Engineering for Slot Allocation Models

A series of targeted preprocessing steps were applied to the raw dataset to ensure its readiness
for integration into the slot allocation optimization algorithms. First, categorical variables (in-
cluding airports, individual flights, and passenger classes) were converted into indexed sets.
This encoding is a necessary step for efficient computational processing within the model’s
framework. Subsequently, key constraint subsets were precomputed, and specifically, the in-
terdependent turnaround pairs for aircraft and the subsets of requests falling on peak days were
defined in advance to streamline the implementation of complex model constraints. To mitigate
allocation bias that could arise from fluctuating demand, passenger volumes were normalized
across the entire season, thereby preventing the model from being disproportionately influenced
by surges occurring in peak months. Finally, to establish a consistent and reliable foundation
for all subsequent operations, the raw OpenSky flight movement data underwent a rigorous
cleaning process. This involved filtering records to enforce standardized airport codes, correct
timestamps, and address any missing values.

Detection of Flight Series and Turnaround Requests

The identification of series and turnaround requests followed a two-step procedure:

1. Series Detection: Candidate departure series were defined as sequences of flights sharing
the same callsign, weekday, origin, and destination. A candidate series was confirmed if
it contained at least three flights, with the time span between its first and last occurrence
being at least five weeks. This relaxed the official WASG threshold (five occurrences) to
account for cancellations and noise, resulting in a slight overestimation that better tests
the model’s scalability.

2. Turnaround Identification: Aircraft movements were tracked via their icao24 iden-
tifier. A turnaround request was recorded whenever an arrival movement at a Level 3
airport was followed by a departure movement of the same aircraft on the same day. Re-
quested block times were computed as the difference between the arrival and departure
request times.

Final Dataset

The final passenger demand dataset, pax_data. csv, contains hourly passenger counts for both
CDG and ORY for the entire summer 2019 season, disaggregated by passenger class and en-
riched with operational features such as day number, weekday, and airport code. This dataset
serves as the demand input for both the MASSA and PC-MASSA slot allocation models.
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4.2.4 Passenger Demand Prediction for the CDG and Orly Case Study
using Machine Learning

This subsection investigates the historical passenger traffic trends at Paris—Charles de Gaulle
(CDG) and Paris—Orly (ORY) airports, followed by time series forecasting using the SARIMA
model.

The Seasonal Autoregressive Integrated Moving Average (SARIMA) model is an extension
of the ARIMA model that explicitly incorporates seasonality into the time series forecasting
process. It is particularly suitable for passenger demand prediction, as air traffic often ex-
hibits strong seasonal variations related to holidays, business travel cycles, and tourism flows.
The SARIMA model accounts for autoregressive terms, differencing, moving averages, and
seasonal components, making it a powerful tool for capturing both short-term dynamics and
long-term periodic patterns.

Previous research has demonstrated the effectiveness of SARIMA for air traffic and pas-
senger forecasting. For example, Sah et al. (2025) compared ARIMA, SARIMA, Prophet
and SARIMA with exogenous variables to predict passenger traffic on airlines, highlighting
SARIMA’s ability to handle seasonality effectively. Similarly, |Na1 et al.| (2017) proposed an
EMD-SARIMA-based approach, which further enhanced predictive accuracy by decomposing
the time series before applying SARIMA. These studies validate the relevance of SARIMA
in modeling and forecasting air passenger demand, supporting its application in the CDG and
Orly case study.

Descriptive Statistics of Historical Data

The dataset contains monthly average passenger counts for both airports, covering the period
from January 2018 to December 2025. The shape of the dataset is (2,89), corresponding to
two airports over 89 months.

The descriptive statistics reveal substantial fluctuations over the years, mainly due to the
impact of COVID-19 and subsequent recovery phases.

Passenger Traffic Trends by Period

Our analysis begins with the historical passenger data provided by Groupe ADP, spanning from
January 2018 to December 2025. This eight-year window offers a crucial narrative, capturing
a period of normalcy, profound disruption, and subsequent recovery. The dataset, comprising
monthly averages for both Paris Charles de Gaulle (CDG) and Paris Orly (ORY) airports, re-
veals the significant impact of global events, most notably the COVID-19 pandemic, on air
travel demand.

The overarching story of this period is vividly illustrated in Figures 4.1]and #.2] which plot
the passenger traffic for CDG and Orly, respectively. Both charts trace a similar, dramatic arc:
robust pre-pandemic activity through 2018 and 2019, a severe contraction during the 2020-
2021 period, and a steady climb back in the following years. A closer look at the pre-pandemic
era reveals a consistent seasonal peak each December, a testament to the traditional surge in
holiday travel.
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Paris-CDG Passenger Traffic: Comparison by Periods
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Figure 4.1. Paris—CDG Passenger Traffic: Comparison by Periods.

Paris-Orly Passenger Traffic: Comparison by Periods
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Figure 4.2. Paris—Orly Passenger Traffic: Comparison by Periods.

However, a more nuanced story emerges when comparing the recovery trajectories of the
two airports. CDG airport demonstrated a robust and consistent recovery, with passenger vol-
umes showing strong year-over-year growth following the pandemic’s peak. Orly airport, in
contrast, faced a more challenging path back to pre-pandemic levels, with its passenger traffic
stabilizing at a more modest growth rate. This divergence in recovery patterns underscores
the necessity of airport-specific demand modeling, as a one-size-fits-all approach would fail
to capture the unique operational realities and passenger base of each hub. For the purpose
of simulating airport operations, these monthly statistics were converted to daily averages and
then distributed across each day using a temporal function to replicate realistic, hour-by-hour
traffic flows.
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Stationarity Testing and Model Selection

A fundamental assumption of ARIMA-type models is that the time series is stationary, meaning
its statistical properties such as mean and variance are constant over time. Non-stationary data
can lead to unreliable forecasts. To verify this, the Augmented Dickey-Fuller (ADF) test was
applied to the CDG passenger series, yielding a test statistic of -2.3745 with a p-value of 0.1491.
Since this p-value is above the 0.05 significance level, the null hypothesis of a unit root could
not be rejected, confirming the series is non-stationary (Sah et al., |2025]).

An initial SARIMA(1,1,1) x (1,1,1)1, model was estimated but showed signs of over-
fitting. The model output indicated that several parameters, including the non-seasonal AR
and MA terms and the seasonal AR term, were not statistically significant (p-values > 0.05).
Furthermore, the model produced a near-singular covariance matrix, suggesting potential insta-
bility.

To resolve this, an automated model selection procedure (Auto-ARIMA) on the Figure
was employed, which identified a more parsimonious and robust model: a SARIMA(1,0,0) x
(0,1,1)15. This model specification confirms the initial finding that differencing is required,
but only at the seasonal level. It retains a significant non-seasonal autoregressive component
(AR(1) with p <0.001) and a highly significant seasonal moving average component (SMA(12)
with p < 0.001), effectively capturing the persistent trends and seasonal patterns in passenger
demand without unnecessary complexity.
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Figure 4.3. Paris—CDG Passenger Traffic prediction for 2026, Auto-ARIMA.

Model Diagnostics

Diagnostic checks were performed on the selected SARIMA(1,0,0) x (0, 1,1)2 model to val-
idate its adequacy. The Ljung-Box test on the residuals yielded a p-value of 0.01, indicating
some remaining autocorrelation at the first lag. However, the Jarque-Bera test result (p = 0.00)
strongly rejected the null hypothesis of normally distributed residuals. This is further evidenced
by a significant skew of -2.34 and a high kurtosis of 9.53, pointing to a heavily left-skewed and
fat-tailed distribution of errors. This deviation from normality is not unexpected, as it likely
reflects the profound impact of extreme events like the COVID-19 pandemic on travel patterns.
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While ideal, forecast accuracy is often robust to violations of normality, provided the model
structure is sound.

To evaluate its practical forecasting performance, the model was validated using a rolling-
origin forecast. It demonstrated superior accuracy compared to a seasonal naive benchmark,
achieving a lower mean absolute percentage error (MAPE). This confirms that the model’s
capture of both trend and seasonal dynamics provides a tangible improvement for prediction.

Given the strong correlation in the underlying trends between the CDG and ORY passenger
series, the validated CDG model was used as the basis for forecasting monthly demand for both
airports in 2026, as illustrated in Figure [@
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Figure 4.4. Paris—CDG Passenger Traffic prediction for 2026, Sarima.

4.2.5 Passenger Demand Forecasting with Random Forest Regression

While the SARIMA model provided a statistically interpretable baseline forecast, its linear
nature may not fully capture the complex, non-linear dependencies present in airport passenger
traffic. To address this, a Random Forest Regressor was employed as a powerful, ensemble-
based alternative capable of modeling intricate temporal patterns and interactions.

Feature Engineering for Predictive Modeling

To generate accurate passenger demand forecasts for the slot allocation model, we developed a
comprehensive framework that began with engineering a rich set of temporal features from the
monthly passenger time series. The feature set was designed to capture three primary categories
of patterns.

First, lag variables were incorporated to enable the model to reference historical passenger
volumes. Specifically, lags of I, 2, 3, 6, and 12 months were added. For instance, Lag_I
represents the immediate past month’s volume, while Lag_12 corresponds to the same month
in the preceding year, allowing the model to discern both short-term momentum and annual
seasonality. Second, rolling mean features were calculated to mitigate noise and highlight
underlying trends. These included the average passenger volumes over the preceding 3 and 6
months, carefully computed excluding the current month to prevent data leakage. Finally, a
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set of calendar features, including the quarter and one-hot encoded monthly dummies, were
created to help the model learn fixed seasonal patterns.

A subsequent correlation analysis of these lag features yielded critical insights, revealing
exceptionally strong temporal dependencies. The analysis confirmed a powerful short-term
persistence, with the previous month’s passenger count (Lag_1) showing a near-perfect posi-
tive correlation(p = 0.964) with the current volume. This strong sequential dependency grad-
ually decays over subsequent months, with Lag 2 and Lag 3 showing correlations of 0.908
and 0.848, respectively. A clear annual seasonal pattern was also confirmed, with Lag_12
demonstrating a substantial correlation (p = 0.528). This analysis, visualized in Figure {4.5]
underscores that the model has access to highly predictive temporal signals for forecasting.
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Figure 4.5. Correlation analysis of lagged passenger values, showing strong temporal dependencies used for
forecasting.

4.2.6 Passenger Demand Forecasting with Random Forest Regression

To complement the linear SARIMA approach, a Random Forest Regressor was implemented
to explore whether a non-parametric, ensemble method could better capture complex patterns
in the passenger data. The dataset was split into a training set (January 2018 — December
2023) and a test set (January 2024 — March 2025). The model was configured with 100 trees
and trained on the same suite of temporal features, including lag variables, rolling means, and
seasonal indicators.
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Table 4.2. Random Forest Performance Metrics on Test Set

Metric Value Interpretation

MAE 240,945 On average, the model’s monthly predictions
deviate from actuals by approximately 241,000
passengers.

RMSE 361,851 The higher RMSE indicates the presence of sev-
eral periods with significantly larger forecast er-
1orS.

MAPE 6.36% The mean absolute percentage error suggests a
non-negligible average forecasting discrepancy.

R2Score  0.947  While 94.7% of the variance is explained, this is
lower than the SARIMA model’s performance
on the test period.

The performance metrics indicate that the Random Forest model provides a reasonable
but sub-optimal fit. The scatter plot of predicted versus actual values (Figure {.6) shows a
concerning deviation from the ideal 45-degree line, with a visible cluster of points where the
model systematically over-predicts passenger volumes. This pattern suggests a failure to fully
adapt to the stabilized, post-recovery growth trends observed in the most recent data.

This limitation is further corroborated by the time series of residuals (Figure [{4.7), which
reveals a non-random pattern. The concentration of positive residuals (where actuals exceed
predictions) in the latter part of the test set indicates a consistent under-forecasting bias as
the model projects forward. This systematic error implies that the ensemble approach, while
powerful, may be overly influenced by the volatile pandemic and recovery periods in the train-
ing data, struggling to extrapolate the new, more stable regime with the limited historical data
available.

Ultimately, while the Random Forest model captures the broad seasonal patterns, its com-
parative performance against the simpler SARIMA model underscores a key insight: for this
specific forecasting horizon and with the given dataset, the linear model’s explicit handling of
trends and seasonality proved more robust for reliable slot allocation planning.
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Figure 4.6. Predicted vs Actual Monthly Passenger Counts. The red dashed line represents perfect prediction.
The visible spread and systematic deviation of points from this line, particularly in the higher passenger count

range, indicate areas of consistent over-prediction by the model.
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months (right side of the plot) reveals a systematic under-forecasting bias, suggesting the model has not fully

learned the latest traffic trends.



4.2. DATA DESCRIPTION AND SOURCES 39

1e6 Future Forecast Comparison - Paris-CDG

Passengers

—&— Historical

RF Forecast
04 "® SARIMA Forecast

©
W
»

)
&

» ) A
JL L JL
L © S S

° o a >
g5 & g &
P P P P 03

Month-Year

Figure 4.8. Comparison of SARIMA and Random Forest forecasts against actual passenger volumes during the
holdout period.

Summary and Conclusions

The comparative analysis between SARIMA and Random Forest models, as detailed in Ta-
ble and visualized in Figure 4.8} revealed clear differences in forecasting performance.
Based on a rigorous holdout validation, the SARIMA model demonstrated superior predictive
accuracy, achieving lower MAE, RMSE, and MAPE values than its Random Forest counterpart.

Table 4.3. Forecasting performance comparison on historical holdout data

Model MAE RMSE  MAPE (%)

SARIMA 375,035 418,631 6.62
Random Forest 686,076 1,018,280 11.21

The rationale for SARIMA’s better performance lies in the fundamental nature of time se-
ries data. The SARIMA model is explicitly designed for temporal structures, with built-in
mechanisms to handle trends, seasonality, and autocorrelation through differencing and sea-
sonal parameters. This makes it inherently robust for capturing the persistent, seasonal patterns
inherent in airline passenger traffic. In contrast, the Random Forest model, while powerful for
capturing complex, non-linear relationships, is not intrinsically sequential. Its performance is
more dependent on a rich set of engineered features and a large volume of data. In this case,
the limited historical timeframe—which includes the anomalous period of the COVID-19 pan-
demic, likely provided an insufficient foundation for the Random Forest to learn a generalized
model that could extrapolate future seasonal trends as effectively as the dedicated time series
approach.

This interpretation is supported by the forecast visualizations in Figure 4.9|and Figure
which show SARIMA more effectively replicating the expected seasonal fluctuations. There-
fore, given its stronger performance on both quantitative metrics and its inherent suitability for
the problem structure, the SARIMA methodology was selected as the final forecasting tool. Its
predictions were saved to a dedicated CSV file to serve as the passenger demand inputs for the
subsequent airport slot allocation case study.
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Figure 4.9. SARIMA Forecast for next 20 months for both Airports.
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Figure 4.10. Random Forest Forecast for next 20 months for CDG.



Chapter 5

Implementation and Computational
Framework

Building the model into a working system reveals how theory behaves in practice. The toy
problem becomes a proving ground, allowing the structure of PC-MASSA to be validated under
simplified conditions. Every constraint and objective is tested, ensuring that the model responds
logically to capacity and passenger priorities. Once confidence is established, the real-world
dataset is introduced, scaling the framework to the complexity of Paris’s multi-airport system.
This progression from abstract to applied not only validates the model but also highlights its
robustness. With results in hand, the final step is to reflect on their meaning and implications.

5.1 Expected Outcomes of the Toy Problem

Before running the solver, it is useful to reason about the likely patterns of slot allocation given
the simplified setup of the toy problem. The dataset consists of two operational days with three
flights per day (six in total), across five major airports (JFK, LAX, CDG, FRA, and DXB).
Four passenger classes are represented: business, frequent fliers, medical, and leisure. The PC-
MASSA model seeks to balance three competing objectives: ensuring passenger-centric slot
assignments, respecting airport capacity limits, and maintaining fairness across airlines. From
this perspective, the expected allocation outcomes can be grouped into four broad themes:
high-priority flights, airport capacity and slot distribution, connection and series constraints,
and low-priority flights.

High-Priority Flights

Flights carrying business and medical passengers are assumed to be of higher importance.
Although the current version of the model does not yet assign explicit weights to passenger
classes, their operational context suggests they will naturally occupy more favorable slots. For
instance, historic unchanged flights (Ryy) are expected to remain within their traditional win-
dows, typically within £2 intervals, and turnaround constraints will prevent large deviations.
This means that a business flight from JFK to LAX, historically operating in the 8-10 slot, is
likely to be preserved in that interval unless operational conflicts require a small shift. The
logic here is that the combination of historic continuity and operational feasibility indirectly
prioritizes such flights.

41
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Airport Capacity and Slot Distribution

Another key expectation relates to the distribution of flights across available slots. Since each
airport has a maximum number of arrivals and departures per interval, the solver should avoid
bunching flights in peak windows. In practice, this means high-demand intervals will be re-
served primarily for high-priority passengers, while lower-priority flights are shifted toward
less congested slots. For example, the two-day horizon is likely to exhibit allocations such
as 8—10, 10-12, and 1214, thereby spreading departures evenly and reducing the likelihood
of capacity violations. Importantly, this does not only ensure operational feasibility but also
leaves enough flexibility for accommodating turnaround and connection constraints later.

Series and Connection Constraints

A key challenge is scheduling flights that operate as a series or have tight turnaround needs.
Our model requires a minimum separation of one to four hours for these flights. This isn’t an
arbitrary rule. It is a direct translation of real-world logistics, ensuring an aircraft has enough
time on the ground to be prepared for its next journey.

Consider Airline 4’s two daily transatlantic flights. The solver’s job is to find them a con-
sistent and feasible pair of slots, such as 12:00 and 14:00, that works day after day. This
requirement acts as a hard constraint. Flights without these connections are "free agents" by
comparison; the algorithm can shift them more freely to optimize the overall schedule.

Low-Priority Flights

The last group to be assigned slots are low-priority flights, which include leisure travelers and
frequent fliers. The solver only places them after all high-priority and operationally constrained
flights have been scheduled. As a result, these passengers are often assigned to less desirable
times, like later in the day or during known off-peak hours.

A leisure flight from JFK to CDG, for instance, might get the 14:00-16:00 slot after all the
business and medical flights have taken the prime morning times. This approach reflects real-
world demand patterns. It is a compromise that ensures the system remains fair, everyone gets
a slot, but also respects a practical hierarchy based on passenger needs and airline operations.

Flight ID Day Airline | Dep Airport | Arr Airport | Passenger Class | Expected Slot (hour)
0 2025-03-01 | Airline_1 JFK LAX Business 8-10
0 2025-03-02 | Airline_1 JFK LAX Business 8-10
1 2025-03-01 | Airline_2 CDG FRA Medical 10-12
2 2025-03-01 | Airline_3 DXB JFK Leisure 12-14
3 2025-03-01 | Airline_4 LAX CDG Frequent Fliers 8-10
4 2025-03-02 | Airline_5 FRA DXB Business 10-12
5 2025-03-01 | Airline_1 JFK CDG Leisure 12-14

Table 5.1. Expected slot allocation based on logical reasoning and operational assumptions. Slot ranges indicate
predicted feasible intervals before solver execution.

Taken together, these expectations provide a benchmark against which the solver’s outputs
can be interpreted. By reasoning in advance about the likely allocation patterns, the analysis is
able to distinguish between outcomes that follow directly from the model’s structure and those
that emerge from complex interactions of constraints.
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Visual Representation

Figure[5.1] provides an intuitive glimpse into the logical framework that guides the solver’s slot
allocation within our simplified scenario. The emerging patterns are not arbitrary but rather
stem naturally from three fundamental components embedded in our model’s architecture: the
synthetic demand profile that connects passenger categories with specific flights and typical
departure times, the binding airport capacity constraints that prevent peak-time congestion,
and the operational continuity requirements that preserve historical scheduling patterns while
accommodating aircraft turnaround needs.

This logical framework manifests itself in clear temporal patterns throughout the day. The
model demonstrates a natural tendency to allocate business and medical passengers, typically
the most time-sensitive traveler segments, to earlier morning windows. This allocation strategy
aligns with established industry practice, where such travelers preferentially select morning
departures to minimize downstream delay risks, while simultaneously reflecting the model’s
inherent preference for maintaining historical operational patterns where feasible. As the day
progresses, the more flexible leisure and frequent-flier passenger segments naturally populate
the subsequent mid-day and afternoon slots. This temporal distribution exemplifies the model’s
core balancing mechanism: once high-priority demand is satisfactorily accommodated within
capacity limitations, the remaining, more adaptable demand efficiently utilizes the available
slot inventory.

The visual representation in the figure should be interpreted not as a rigid, deterministic
schedule but rather as a visualization of plausible allocation windows that the solver would
reasonably select. These colored bars effectively communicate how the model, when oper-
ating without significant conflicts, would distribute departures to respect capacity constraints,
maintain operational consistency for connected flights, and avoid the systemic inefficiency of
concentrating all activity within a single peak period.

Ultimately, this simplified instance successfully demonstrates how the comprehensive PC-
MASSA formulation behaves under controlled conditions, realistically capturing the essential
trade-offs between passenger priorities, capacity management, and operational feasibility, even
when working with synthetic data. The figure should therefore be understood as illustrating the
structured expectations of the solver’s probable decisions based on the established rules and
inputs, rather than presenting a definitive, prescriptive timetable.
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Expected Slot Allocation by Departure and Arrival Airport
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Figure 5.1. Predicted slot allocation by departure and arrival airports.

5.2 Results — Toy Problem Simulation

To assess the preliminary performance of the PC-MASSA model under simplified yet realistic
conditions, a toy instance was developed simulating a basic multi-airport system. The scenario
involves five major hubs: JFK (New York, USA), LAX (Los Angeles, USA), CDG (Paris,
France), FRA (Frankfurt, Germany), and DXB (Dubai, UAE), over a two-day planning horizon,
with three flights scheduled per day. The primary objective of this controlled setup is to analyze
the model’s allocation logic and responsiveness to different constraints, including passenger
demand patterns, before applying it to real-world data.

Flight requests and slot availabilities were generated using realistic temporal distributions
for departures and arrivals. This controlled setting allows a focused examination of how the
model manages slot assignment and responsiveness to varying passenger demands, without the
complexity introduced by large-scale datasets.

To analyze how the model handles different request types under pressure, we developed a
flight itinerary map (Figure [5.2). It classifies flights into three categories: historic unchanged,
historic changed, or non-historic, based on their alignment with previous allocations. This
visualization is crucial for seeing where the model preserves schedules and where it must make
changes to respect capacity constraints.
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[] Flight Route Map - Optimized Allocation with Historic Constraints
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Figure 5.2. Flight Route Map — Optimized Allocation with Historic Constraints.

5.2.1 Baseline Model (MASSA)

The first model tested is the baseline MASSA (Multi-Airport Slot Scheduling Allocation),
which focuses exclusively on operational and regulatory constraints without any explicit con-
sideration of passenger prioritization. The corresponding output is illustrated in Figure [5.3]
which provides a clear representation of how slots are distributed under a purely feasibility-
driven framework. This figure was chosen because it highlights the fundamental mechanics of
the model, offering a transparent view of how flights are assigned to available slots when only
hard capacity rules are in play.

In this baseline allocation, it is evident that Flight 4 could not be accommodated due to
limited capacity and conflicting scheduling constraints. The model itself does not differentiate
among flights in terms of passenger types or demand importance; rather, it treats all requests
equally. However, indirect prioritization emerges naturally during data preparation, where pas-
senger demand distributions and temporal patterns introduce varying levels of pressure on spe-
cific flights. As a result, flights associated with higher aggregate demand may appear to receive
preferential allocation, even though such weighting is not explicitly encoded in the model.

Another important aspect demonstrated by this chart is the respect for feasibility rules, such
as the maximum number of departures and arrivals per interval and the strict avoidance of con-
flicts between connected flights. The MASSA model can thus be seen as a machine executing
a rule-based thought process: it evaluates all possible allocations, checks them against opera-
tional capacity constraints, and then systematically excludes infeasible combinations. The final
outcome, as illustrated in Figure [5.3] is the most efficient feasible allocation under the given re-
strictions. This baseline representation is crucial, as it sets the reference point for understanding
how subsequent models, incorporating passenger-centric objectives, will diverge from a purely
constraint-driven allocation.
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Figure 5.3. Slot allocation result from the baseline MASSA model.

5.2.2 PC-MASSA

The second experiment applies the enhanced PC-MASSA model to the same input instance
as the MASSA baseline. Unlike MASSA, which considers only operational and regulatory
feasibility, PC-MASSA introduces a passenger-centric utility component that evaluates each
allocation not only on feasibility grounds but also with respect to passenger prioritization. In
this first test run, all passenger categories: business, frequent fliers, medical, and leisure are
treated with equal priority weights, thereby ensuring that no explicit advantage is given to one
class over another.

The results reveal several notable differences when compared to the baseline. While the
MASSA model produced allocations strictly by capacity feasibility, the introduction of passenger-
centric logic in PC-MASSA leads to a reshuffling of slot assignments. Most prominently,
Flights 0 and 1 are moved to earlier slots, reflecting the model’s inclination to position flights
in a way that better balances passenger flows across time. Similarly, Flight 2 is reassigned to an
earlier interval, while Flight 3, conversely, is shifted to a slightly later slot. These reallocations
suggest that the passenger utility function, even when all classes are weighted equally, intro-
duces additional structure into the allocation process beyond the purely rule-based feasibility
enforced by MASSA. The full comparison between the two models is summarized in Table[5.2]

Table 5.2. Slot allocation comparison between MASSA and PC-MASSA (equal passenger prioritization).

Flight ID | MASSA Allocation | PC-MASSA Allocation

0 Slot 10 (Day 1 & 2) Slot 8 (Day 1 & 2)
1 Slot 20 (Day 1) Slot 16 (Day 1)
2 Slot 18 (Day 1) Slot 14 (Day 1)
3 Slot 16 (Day 1 & 2) Slot 12 (Day 1 & 2)
4 Not allocated Not allocated
5 Slot 10 (Day 1) Slot 10 (Day 1)
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The results in the table show a clear pattern: Flights 0, 1, 2, and 3 consistently receive
earlier slot assignments under the PC-MASSA model than they do under the original MASSA
approach. Flight 5, however, remains scheduled for the same time in both models. Meanwhile,
Flight 4 could not be assigned a slot in either case, which highlights a hard limit imposed by
the airport’s maximum capacity.

This comparison reveals a critical insight. Even though all passenger classes are given equal
weight in this test, PC-MASSA’s utility component allows the solver to make more nuanced
trade-offs. Instead of just finding a feasible solution, the model actively works to distribute
flights more evenly throughout the day. It effectively avoids over-crowding peak intervals and
instinctively aligns allocations with the underlying demand patterns present in the data.

This is the core difference between the two models. MASSA finds a workable schedule,
but PC-MASSA finds a better one by optimizing for passenger-centric goals, even without
explicit prioritization. This leads to a more balanced and logical allocation, providing a robust
foundation for the next phase of testing where we will apply different weights to passenger
classes to steer the prioritization.
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Figure 5.4. Slot allocation result from the PC-MASSA model with equal passenger prioritization.

5.2.3 PC-MASSA with Increased Demand at CDG

To further evaluate the model’s robustness and adaptability under varying operating conditions,
a third simulation was carried out in which the passenger demand at CDG was artificially
increased. This setting can be interpreted as a stress test of the model, simulating circumstances
such as large-scale events, holiday peaks, or sudden market shocks that generate atypical surges
in demand at a major hub airport.

Unlike the baseline equal-priority PC-MASSA run, the increased demand at CDG produced
a redistribution of certain slot assignments, reflecting the model’s ability to re-balance priorities
when one airport becomes disproportionately constrained. The most notable adjustments were
observed for Flights 1 and 3, which exchanged their allocations on Day 1 to accommodate the
demand shift, while ensuring that fairness and feasibility constraints were preserved across the
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full system. The updated allocation outcomes are summarized below:

* Flight 0: Assigned to Slot 8 (Day 1 & Day 2) — unchanged relative to the baseline.

Flight 1: Reassigned from Slot 16 to Slot 12 (Day 1).

Flight 2: Remains at Slot 14 (Day 1).

Flight 3: Reassigned from Slot 12 to Slot 16 (Day 1), but continues to occupy Slot 12 on
Day 2.

Flight 4: Not allocated in either the baseline or demand-increased scenarios.

Flight 5: Assigned to Slot 10 (Day 1) — unchanged relative to the baseline.

The optimizer responded to the surge in CDG demand by strategically reallocating slots, no-
tably swapping Flights 1 and 3 on Day 1. This reallocation demonstrates the model’s capacity
to prioritize high-demand airports while maintaining a balanced treatment of flights under fair-
ness and capacity constraints. Such behavior highlights the model’s practical relevance: in
real-world contexts, slot coordination mechanisms must often accommodate sudden variations
in demand without undermining system-wide stability.
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Figure 5.5. Slot allocation result from the PC-MASSA model with increased demand at CDG.

5.2.4 Comparison of Solutions with and without CDG Demand Change

The next step in the analysis concerns the comparison between two configurations of the PC-
MASSA model: one reflecting the baseline passenger demand distribution across airports, and
a second in which demand at CDG was artificially increased. This comparative exercise makes
it possible to isolate the effect of demand shocks on the allocation process, while holding all
other model features constant.

The allocation outcomes for the two scenarios are summarized in Table At first glance,
the majority of assignments remain identical across the two settings, with Flights 0, 2, and 5
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occupying the same slots in both runs and Flight 4 being excluded in both cases due to capacity
limitations. The main differences occur for Flights 1 and 3 on Day 1: Flight 1 is reassigned from
Slot 16 to Slot 12, while Flight 3 is shifted in the opposite direction, from Slot 12 to Slot 16.
Interestingly, this adjustment does not affect Day 2, where Flight 3 continues to operate at
Slot 12.

Table 5.3. Slot allocation comparison between the original demand scenario and the CDG demand increase
scenario.

Flight ID Original Allocation ‘ CDG Demand Increase Allocation
0 Slot 8 (Day 1 & 2) Slot 8 (Day 1 & 2)
1 Slot 16 Slot 12
2 Slot 14 Slot 14
3 Slot 12 (Day 1), Slot 12 (Day 2) Slot 16 (Day 1), Slot 12 (Day 2)
4 Not allocated Not allocated
5 Slot 10 Slot 10

From a modeling perspective, this swap between Flights 1 and 3 illustrates the internal
logic of the optimizer. Faced with increased demand pressure at CDG, the solver reallocates an
earlier slot to Flight 1, which likely absorbs a larger passenger flow under the revised demand
conditions. To maintain feasibility and fairness, Flight 3 is correspondingly shifted to a later
slot, ensuring that the system-wide allocation still respects capacity and regulatory constraints.
The fact that other flights remain unchanged further demonstrates the stability of the model:
adjustments occur only where they are strictly necessary to accommodate new priorities, rather
than propagating across the schedule indiscriminately.

In practice, such controlled reallocation is a desirable property of scheduling algorithms.
It suggests that the PC-MASSA framework is capable of adapting to localized shocks, such as
event-driven surges in demand at a single hub, while preserving both fairness across flights and
robustness of the overall solution. The comparison therefore highlights not only the flexibility
of the approach, but also its ability to balance efficiency gains with operational continuity in a
multi-airport context.

5.2.5 Comparison of Slot Allocations Across Models

Figure[5.6|presents a comparative summary of slot allocations across six flights under three dis-
tinct model configurations: the original MASSA framework, the passenger-centric PC-MASSA
model with equal prioritization weights, and an adapted PC-MASSA scenario with heightened
demand at Charles de Gaulle (CDG) airport.

A clear pattern of stability emerges for several flights, with Flight O and Flight 5 maintaining
consistent slot assignments across all three models. This consistency reflects robust capacity
availability and stable scheduling requirements for these particular flight series. However, the
table also reveals meaningful adjustments driven by passenger-centric considerations. Flight 1
and Flight 3 demonstrate the most notable variations, with their allocations shifting in response
to changing model parameters. Under the baseline MASSA model, Flight 1 occupies slot 20,
but shifts to slot 16 in the standard PC-MASSA formulation, and further adjusts to slot 12 when
CDG demand increases. Similarly, Flight 3 moves from slot 16 in the original model to slot 12
in the passenger-centric version, then returns to slot 16 under the high CDG demand scenario.

These strategic reassignments, highlighted in yellow within the table, represent the opti-
mization process balancing passenger prioritization weights and demand-driven capacity ad-
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justments. The algorithm appears to perform calculated slot swaps between compatible flights
to better align overall allocation with passenger demand patterns, particularly addressing con-
gestion challenges at CDG. Meanwhile, the persistent inability to allocate Flight 4 across all
models, marked in red, underscores a fundamental capacity limitation or particularly tight op-
erational constraints that remain binding regardless of the allocation strategy employed.

What proves particularly noteworthy is the model’s demonstrated flexibility and robustness.
Even when confronted with increased demand pressure in the CDG scenario, the PC-MASSA
framework successfully maintains allocation fairness and operational connectivity through tar-
geted, localized adjustments rather than wholesale schedule disruptions. This comparative anal-
ysis ultimately demonstrates how incorporating passenger demand and prioritization metrics
into slot allocation models can yield meaningful, optimized reassignments that enhance service
quality while remaining firmly within operational feasibility boundaries.

Slot-allocation comparison — slots shown; yellow = differs from MASSA, red = unallocated

Flight MASSA MASSA PC-MASSA PC-MASSA PC-MASSA High CDGPC-MASSA High CDG
01/03 02/03 01/03 02/03 01/03 02/03
) 10 10 8 8 8 8
1 20 — 16 — 12 —
2 18 - 14 = 14 —
3 16 16 12 12 16 12
a — — — — — —
5 10 = 10 = 10 =

Figure 5.6. Slot allocation comparison across MASSA, PC-MASSA, and PC-MASSA with increased CDG de-
mand. Yellow highlights differences from the MASSA baseline; red indicates unallocated flights.

5.2.6 Toy Problem Insights Relative to Research Questions

The toy problem, despite its simplified structure and synthetic data, serves as a controlled test-
ing ground for the PC-MASSA model. Its primary purpose is not to replicate real-world traffic,
but rather to illuminate the underlying logic of slot allocation when multiple constraints, such
as airport capacities, passenger classes, and operational requirements, interact. By comparing
expected outcomes based on operational reasoning with actual solver outputs, the toy problem
provides a valuable lens to examine the model’s decision-making processes and its alignment
with the study’s research questions.

Expected vs. Actual Slot Allocation

The expected slot allocations were initially formulated using operational reasoning that con-
siders factors such as passenger priority, series continuity, and airport capacity limits. High-
priority flights, such as business and medical class passengers, were anticipated to occupy
earlier slots, whereas lower-priority flights were expected to be distributed in later intervals.
Analysis of the solver’s output reveals that most of these expectations were confirmed,
with high-priority flights (Flights O and 1) allocated within or very close to the predicted time
windows. Minor deviations were observed for Flight 3, which was allocated to later slots (16
and 12) instead of the initially expected 8—10. These adjustments result from series and capacity
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constraints, illustrating that the optimizer actively balances operational feasibility against the
initial allocation logic. Flight 4 could not be assigned a slot, highlighting binding constraints,
either due to maximum capacity limits or fairness considerations embedded in the model, which
were not fully predictable from the expectation table. Overall, the deviations were minor,
typically within one to two hours, and did not contradict the overall anticipated allocation
patterns. This demonstrates that the toy problem is effective in anticipating solver behavior,
providing a reasonable benchmark for validating the model logic.

Beyond validating the solver’s logic, the toy problem also contributes meaningful insights
into the study’s primary research questions:

Operational Efficiency: The solver systematically assigns earlier slots to flights associated
with higher passenger demand in the input data. Simultaneously, lower-demand flights are
spaced across available intervals, reducing the likelihood of congestion and reflecting an emer-
gent operational efficiency. This demonstrates that even in a small-scale, controlled environ-
ment, the PC-MASSA model successfully optimizes slot allocation to align capacity with de-
mand patterns.

Equitable Allocation of Slots:  Although the model does not explicitly enforce fairness rules,
the resulting slot distribution exhibits an equitable spread among airlines and across available
intervals. This emergent fairness arises from the combination of capacity limits, series sepa-
ration, and the passenger demand distribution embedded in the input data, suggesting that the
model can balance competing objectives without direct prioritization constraints.

Scalability: The toy problem also offers evidence regarding the model’s scalability. Despite
the limited number of flights and airports, the principles underlying series separation, capacity
adherence, and slot balancing remain consistent and applicable. This indicates that the same
logic would extend to larger networks, supporting confidence in the model’s behavior under
more complex and realistic scenarios.

Overall, the toy problem provides a concise yet comprehensive demonstration of the PC-
MASSA model’s predictive capabilities. The close correspondence between expected and ac-
tual allocations validates the reasoning used in designing the experiment, while minor devia-
tions highlight the solver’s adaptive behavior in managing operational constraints. As such,
even a small-scale synthetic problem can yield robust insights into efficiency, equitable slot
allocation, and scalability, directly addressing the research questions and laying the foundation
for understanding the model’s behavior in larger, real-world applications.

5.3 Results of the Case Study

Before proceeding with the implementation details, it is important to note that the real case
study was tested on actual datasets using PyCharm as the Python development environment.
All experiments and performance measurements were conducted on a MacBook M2 with 8 GB
of RAM, which represents a typical personal computing setup for academic and research pur-
poses. Computational times reported in this study reflect this configuration; with more pow-
erful hardware, faster solutions and larger-scale experiments could be performed, highlighting
the practical scalability of the PC-MASSA model.
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5.3.1 Description of the Implementation Process

The case study was implemented using an object-oriented programming (OOP) paradigm. This
structure was ideal for modeling the complex relationships in the slot allocation problem. By
breaking down the system into separate classes, each with its own specific role and data, we
could develop, test, and maintain the different components independently. This modular design
ultimately made the entire system more computationally efficient, easier to understand, and
simpler to scale for larger problems.

Rationale for Object-Oriented Programming in the Case Study

We chose an object-oriented programming (OOP) paradigm to build our model because it di-
rectly addresses the inherent complexity of multi-airport slot allocation. This approach pro-
vides significant conceptual and practical benefits by mirroring the real-world structure of the
problem within the code itself.

The foremost advantage is modularity. Each real-world entity, like an airport, a flight
series, or a passenger group, is represented by its own self-contained class. This means all the
relevant data and the rules that govern that entity are kept in one logical place. For instance, an
Airport object holds its own capacity limits and slot listings, isolating this logic from the code
that handles passenger connections. This separation makes the entire system much easier to
understand, debug, and reduces the risk that a change in one part of the code will accidentally
break another.

This modular design naturally promotes reusability and maintainability. Core classes
such as Airport and Series are designed to be generic. This means we can easily apply them
to a completely different dataset or simulation scenario,such as testing the model on the New
York airport system after developing it for Paris, without having to rewrite their fundamental
logic. This not only prevents duplicate effort but also ensures that the model’s rules are applied
consistently everywhere. When a change or extension is needed, developers can focus their ef-
forts on a single, isolated class, which dramatically simplifies updates and reduces the potential
for introducing new errors during maintenance.

Furthermore, this foundation is critical for the model’s scalability. The class-based struc-
ture acts like a blueprint, making it straightforward to integrate new features. If we need to add
a new type of passenger prioritization rule or a more complex constraint, we can often do so by
extending an existing class or creating a new one that interacts with the others through a defined
interface. This ability to cleanly expand the system is essential for adapting the PC-MASSA
framework to large-scale, real-world networks without the code becoming unmanageable or
computationally inefficient.

Finally, this architecture enhances performance efficiency. The object-oriented approach
allows for intelligent pre-processing of data within the objects themselves. For example, an
Airport class can pre-compute hourly passenger demand as soon as it is initialized, storing
this information for quick access. By doing this work upfront, the model avoids performing
the same redundant calculations repeatedly during the intensive optimization process. This
leads to significantly faster solver runtimes, a critical factor when you need to run hundreds of
simulations to test different scenarios and parameters.

Core Components of the Framework

The object-oriented implementation is structured around four core components that collectively
model the slot allocation ecosystem. Each component encapsulates a distinct aspect of the
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problem, working in concert to enable efficient optimization.

Table 5.4. Object-Oriented Implementation Components

Component Description

Airport Class Encapsulates airport-specific parameters including hourly ar-
rival/departure capacities, historical passenger distributions, and
operational constraints. Pre-computes passenger demand profiles for
efficient constraint evaluation during optimization.

Series Class Models individual flight series requests with parameters such as air-
line, requested slot, passenger counts, and seasonality patterns. En-
codes meta-information for operational constraints including minimum
turnaround times and slot spacing requirements.

Instance Class  Serves as the central configuration object that aggregates all simulation
data including airports, flight series, slot indices, passenger categories,
and capacity constraints. Simplifies model initialization and execution
through consolidated data management.

MASSA Class Implements the mathematical optimization model using Gurobi solver,
defining decision variables for slot allocation, passenger disruption, and
fairness considerations. Enforces constraints on airport capacities, per-
missible flight hours, and series continuity while minimizing unallo-
cated flights and unmet passenger demand.

This modular setup was key to running the detailed case study efficiently. It worked well
even with large amounts of data and complicated, interconnected rules. Because the design
is broken into separate parts, we could quickly test different situations, like changing airport
capacity or simulating rises and falls in passenger numbers, without having to rewrite the main
optimization code. This clear structure also makes it easier to add new features in the future,
such as new types of passengers, different priority systems, or unpredictable changes in de-
mand. In short, this object-oriented method provides a practical and adaptable way to model
complex airport slot problems, creating a solid foundation for testing how well the PC-MASSA
system works under different real-world conditions.

5.3.2 Test Results

We tested the PC-MASSA model on a real-world scenario: the Paris multi-airport system, using
2019 operational data for Charles de Gaulle (LFPG) and Orly (LFPO) airports. The goal was
to see how well it could handle a complex, real network.

The model proved to be very effective at its core task—scheduling flights. It successfully
found a slot for 99.9% of the 1,100 flight series, which is an excellent result. It also found
the best possible solution quickly, solving a problem with millions of variables in just over 40
seconds.

However, the results also revealed a major challenge. While nearly every flight got a slot,
millions of passengers could not be accommodated. As shown in Table [5.5] over 4.15 million
passengers were left without a seat, with the issue being much more pronounced at CDG than
at Orly.

This seems confusing at first. If there were so many empty slots (with capacity utilization
below 8% at both airports), why couldn’t more passengers be assigned? The answer lies in
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Figure 5.7. Slot usage heatmap for LFPO showing concentrated utilization during peak operational hours.

the complex web of operational rules. Constraints like ensuring connected flights have feasible
turnaround times, matching certain aircraft to specific routes, and fairness rules between airlines
created a puzzle. The model successfully scheduled almost all the flights, but these binding
rules made it impossible to pack in all the passengers, especially at the busiest times. This
highlights a critical insight: a successful schedule isn’t just about fitting in the most flights; it’s
about navigating complex rules to also serve passenger demand effectively.

Table 5.5. Baseline performance results for Paris multi-airport system (2019 data)

Metric LFPG (CDG) LFPO (Orly)
Flight Series Allocated 99.92% 99.89%
Missed Passengers 3,021,591 1,136,336
Capacity Utilization 1.29% 7.86%
Peak Hour Utilization 14.2% 18.7%

The heatmaps in Figures [5.7] and [5.8] help visualize this challenge. They show how slot
usage varied dramatically throughout the day, with clear peak periods where demand concen-
trated. At Orly (LFPO), we see more consistent usage across operational hours, while Charles
de Gaulle (LFPG) shows sparser patterns with concentrated activity in specific time windows.
These visual patterns confirm that the bottleneck isn’t the total number of available slots, but
rather the complex scheduling constraints that prevent spreading demand more evenly through-
out the day.

Sensitivity Analysis and Robustness Testing

To understand how our model performs under different conditions, we tested it with various
numbers of flights and airport capacity levels. The results, summarized in Table[5.6] show that
there’s no single "best" setting that works perfectly for everything, each configuration involves
trade-offs.
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Figure 5.8. Slot usage heatmap for LFPG revealing sparse utilization patterns despite high passenger demand.

Table 5.6. Sensitivity analysis results across different model configurations

Model 1 Model 2 Model 3 Model 4 Model 5 Model 6 Model 7

(1100,1.0) (1000, 0.8) (1400,0.9) (1300,0.75) (1500,0.95) (1600,1.0) (1700, 1.0)
Objective Value 4,157,928 5,052,457 4,605,013 5,267,751 4,405,598 4,157,952 4,157,952
Series Missed 1.0 0.0 16.0 14.0 21.0 25.0 25.0
Missed Passengers 4.16M 5.05M 4.60M 5.27M 4.41M 4.16M 4.16M
LFPO Missed Pax 1.14M 1.41M 1.27M 1.47M 1.22M 1.14M 1.14M
LFPG Missed Pax 3.02M 3.64M 3.33M 3.79M 3.19M 3.02M 3.02M
LFPO Util. (%) 7.86 9.83 8.74 10.48 8.28 7.86 7.86
LFPG Util. (%) 1.29 1.61 1.43 1.71 1.35 1.29 1.29
Accepted Series (%) 99.91 100.00 98.86 98.92 98.60 98.39 98.39
Time (s) 41.33 42.90 81.07 68.72 90.03 91.62 96.20

The analysis revealed several important patterns. Models 1, 6, and 7 were most effective
at getting passengers onto flights, minimizing the number of missed passengers to around 4.16
million while still accepting over 98% of flight series. Meanwhile, Model 2 achieved something
remarkable: it found slots for 100% of requested flights, though this came at the cost of leaving
more passengers without accommodations (5.05 million).

What’s particularly interesting is that capacity utilization remained consistently low across
all tests (1.3-10.5%), confirming our earlier finding that it’s not physical slot availability that
limits performance, but rather the complex operational rules that govern how those slots can be
assigned.

The computing time required grew predictably as we increased the number of flights, from
41 seconds for 1,100 flights to 96 seconds for 1,700 flights. This computing performance is
crucial for practical use: airport coordinators need solutions within minutes, not hours, espe-
cially when testing multiple scenarios during planning meetings. The fact that solution times
increased gradually rather than exploding demonstrates that our model can handle real-world
sized problems efficiently.

These tests show that airport planners can use this model to explore different scenarios. If
the priority is ensuring that every flight gets a slot, Model 2’s configuration works well. But if
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the goal is to serve as many passengers as possible, the settings used in Models 1, 6, and 7 yield
better results. This flexibility, combined with practical computation times, makes the model a
valuable tool for evaluating different operational strategies.

Comparison of Model 5 Results Using 2019 Data and Predicted 2026 Demand

To test how our model would handle future growth, we compared its performance using actual
2019 passenger data against forecasts for 2026. The results, summarized in Table reveal
both challenges and strengths when facing increased demand.

Table 5.7. Performance comparison: 2019 vs 2026 demand

2019 2026
Metric Model 1 Model 6 Model1 Model 6
Missed Passengers  4.16M 4.16M 5.21M 5.21M
LFPO Missed 1.14M 1.14M 1.95M 1.95M
LFPG Missed 3.02M 3.02M 3.26M 3.26M
LFPO Util. 7.86% 7.86% 8.86% 8.86%
LFPG Util. 1.29% 1.29% 1.47% 1.47%
Series Rate 99.91%  98.39% 100% 99.23%
Comp. Time 41.33s 91.62s 6.24s 11.11s

The most significant finding was the substantial increase in missed passengers under 2026
demand. Both Model 1 and Model 6 configurations showed missed passengers rising from 4.16
million to 5.21 million, a 25% increase. This pressure was particularly acute at Orly Airport
(LFPO), where missed passengers jumped by 71%, highlighting it as a potential bottleneck in
the future airport system.

Despite these passenger accommodation challenges, the model demonstrated remarkable
computational improvements. Solution times dropped dramatically, with Model 1 solving 85%
faster (from 41 seconds down to just 6 seconds) and Model 6 solving 88% faster. This efficiency
gain is crucial for practical planning, as it allows airport coordinators to rapidly test multiple
future scenarios.

The model maintained strong operational performance even under increased demand. Flight
series allocation rates remained excellent, with Model 6 successfully handling 45% more flights
than Model 1 while still allocating 99.23% of them. Capacity utilization saw only modest
increases, suggesting that the core constraint remains the complex operational rules rather than
physical slot availability.

These results provide valuable insights for airport planners. The significant increase in
missed passengers, especially at LFPO, indicates where infrastructure investments might be
most needed. Meanwhile, the model’s improved computational speed and maintained alloca-
tion performance demonstrate its practical utility for long-term planning and scenario analysis
in evolving airport networks.



Chapter 6

Discussion and Conclusions

The findings show that passenger-centric slot allocation is not only possible but also beneficial.
Where traditional models privilege airline operations, PC-MASSA demonstrates how integrat-
ing passenger priorities leads to more adaptable outcomes. However, the results revealed a
critical challenge: while flight allocation rates remained excellent (99.9%), passenger accom-
modation suffered significantly, with over 4 million passengers left unallocated in baseline
scenarios. This gap highlights the complex trade-offs between operational feasibility and pas-
senger service quality.Beyond numerical improvements, the framework points toward a broader
rethinking of slot allocation, one that values passengers alongside airlines. In conclusion, this
thesis contributes both a novel optimization model and a case study that illustrates its potential,
while also acknowledging the challenges ahead and opening pathways for future research.

6.1 Key Findings

The PC-MASSA framework successfully handles the challenges of multi-airport slot alloca-
tion while also integrating passenger-centric goals. Results from the case study show that the
model achieves excellent flight allocation rates (99.9%) and computational efficiency, solving
complex problems in under 2 minutes. However, the analysis revealed that operational con-
straints—rather than physical capacity—were the primary limitation, with capacity utilization
remaining below 8% despite millions of unallocated passengers.

The 2026 forecast validation provided crucial insights: while computational performance
improved dramatically (85-88% faster solve times), passenger accommodation challenges in-
tensified, with a 25% increase in missed passengers and particularly severe pressure at Orly
Airport (71% increase).

6.2 Discussion

The findings suggest that the PC-MASSA approach represents a substantive advancement rela-
tive to conventional slot allocation methodologies, such as those based on the IATA Worldwide
Airport Slot Guidelines (WSG), which largely emphasize historical rights and grandfathering
rules (International Air Transport Association (IATA), |2020). Unlike traditional frameworks,
the PC-MASSA model integrates both operational feasibility and passenger welfare, reflecting
a shift from purely airline-centric allocation toward a system-oriented perspective that consid-
ers social and economic benefits.
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In multi-airport systems, this integrated approach demonstrates potential to alleviate con-
gestion at primary hubs by strategically reallocating certain traffic to secondary airports while
preserving accessibility for critical passenger categories, such as medical and business travelers.
The model’s adaptive capabilities align with contemporary literature advocating for dynamic,
demand-responsive allocation mechanisms in congested networks (Pellegrini et al.,[2017). Fur-
thermore, the sensitivity analysis and case study results indicate that the framework can flex-
ibly respond to variations in demand levels and airport capacities, maintaining high rates of
accepted series and minimizing unallocated passengers. These findings emphasize the prac-
tical relevance of incorporating passenger priorities into operational slot assignment models,
offering a potential pathway for more equitable and efficient airport management.

6.3 Conclusions and Future Research

Summary of Key Insights

This study introduces a new model for airport slot allocation that prioritizes passengers. Unlike
older methods that focus mainly on airlines, our approach considers different passenger types
(like business or leisure travelers) directly in the optimization process. The results show that
this passenger-focused method successfully balances efficiency and fairness, leading to better
overall outcomes for people.

A key finding is that coordinating slots across multiple airports is essential. This coordi-
nation helps reduce overcrowding at major hubs and spreads demand more evenly across a
network of airports. The model proved to be versatile, working well on both simple test data
and complex real-world information, which confirms it is robust and practical.

Looking ahead, this work could be expanded in several important ways. Future research
could include more unpredictable elements, like random changes in passenger demand or un-
expected flight delays. Adding more complex airline network rules would also make the model
more realistic. Finally, including factors like fuel use and emissions would provide a fuller
picture, helping airport managers and policymakers make smarter decisions that consider both
operations and environmental impact.

Contributions to Theory and Practice

This research makes distinct contributions to both the theory and practice of airport slot allo-
cation. The primary theoretical advancement is the integration of diverse passenger demand
profiles and forecasting directly into the PC-MASSA optimization model. Previous work has
touched on passenger-centric elements or used forecasts for scheduling, but often in isolation.
Our approach is novel because it combines these aspects into a single, operational framework
that actively balances three competing goals: operational efficiency, fairness between airlines,
and direct passenger satisfaction. This is achieved by dynamically processing distinct passen-
ger segments, including business, leisure, frequent flyer, and medical cases, each with their
own behaviors and needs.

For practitioners, PC-MASSA serves as a practical decision-support tool that moves beyond
legacy rules like grandfathering or first-come-first-served. By shifting the focus to passenger
outcomes, the model enables a slot distribution that is not only fairer but also improves the over-
all performance of the airport network. It allows decisions to be responsive to real, segmented
demand patterns across different traveler groups, a capability missing from current systems.
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A critical aspect of the model’s realism is its treatment of economic factors, particularly
ticket cancellation fees. These fees are not just penalties; they are key economic mechanisms
that deter last-minute changes, cover airline reallocation costs, and are fundamental to revenue
management (Zhao and Deng, [2019; Rosenow et al., 2020). By building these economic reali-
ties into the optimization logic, PC-MASSA ensures its slot assignments are both operationally
sound and economically credible, reflecting the actual trade-offs in the aviation market.

Finally, the model integrates several objectives that are usually handled separately. It si-
multaneously optimizes for connectivity, reduced delays, and equitable distribution, all while
respecting hard airport capacity limits. This system-wide perspective is empirically grounded,
tested against real-world case studies to ensure its credibility and usability beyond theoretical
constructs. The inclusion of cancellation costs further ensures decisions are aware of passenger
behavior and airline economics, making the allocations more robust and socially aware.

Limitations and Suggestions for Future Work

While the PC-MASSA framework shows considerable promise, our study has important limi-
tations that point toward necessary future research.

A primary constraint was data availability. The model’s full potential for large-scale vali-
dation is currently restricted by limited access to detailed, passenger-level information, such as
complete itineraries or individual booking choices.

Computational performance also requires further investigation. Although initial tests con-
firmed that modern solvers can manage multi-day instances within reasonable timeframes, the
model’s performance in highly congested, multi-airport networks or under uncertainty remains
an open question.

Finally, the current version of PC-MASSA operates on static demand forecasts. This means
it does not yet handle real-time disruptions like weather events or mechanical failures, which
are inevitable in daily operations and require adaptive reallocation strategies.

To overcome these hurdles, subsequent work should focus on several key areas. Integrating
richer datasets with passenger itineraries, airline network strategies, and behavioral data on
how travelers respond to delays, would significantly improve the model’s realism.

The framework must also be extended to stochastic and dynamic environments to enable
robust decision-making in the face of unexpected disruptions. From a policy perspective, future
research needs to explore how fairness can be operationalized for both airlines and passengers,
and how these measures could inform updates to international slot allocation guidelines.

Ultimately, applying and testing this framework at a major coordinated hub, such as Paris
Charles de Gaulle, would be a critical step for validating its practicality in a real European
context and providing actionable insights for regulators.

In conclusion, the PC-MASSA framework represents a meaningful step forward in slot
allocation research, bridging theoretical models and the complex realities of modern airport
systems. By integrating passenger satisfaction, disruption minimization, and fairness into a
computationally efficient optimization structure, the model offers a practical tool for improv-
ing slot allocation outcomes. This study’s findings demonstrate that explicitly accounting for
passenger preferences leads to more efficient and equitable schedules, while preliminary tests
confirm the model’s scalability for large-scale, multi-airport networks. To fully realize its po-
tential, future work should focus on incorporating richer data sources, refining stochastic and
dynamic capabilities, and evaluating policy implications, paving the way for PC-MASSA to
become an indispensable decision, support tool for aviation regulators and coordinators.



Bibliography

N. Adler and N. Hashai. Effect of open skies in the middle east region. Transportation Research
Part A: Policy and Practice, 39(10):878-894, 2005. doi: 10.1016/j.tra.2005.04.001. URL
https://www.sciencedirect.com/science/article/pii/S0965856405000716.

M. O. Ball, F. Berardino, and M. Hansen. The use of auctions for allocating airport access
rights. Transportation Research Part A: Policy and Practice, 114:186-202, 2018. ISSN
0965-8564. doi: 10.1016/j.tra.2017.09.026. URL https://doi.org/10.1016/j.tra.
2017.09.026.

S. Birolini, A. P. Antunes, M. Cattaneo, P. Malighetti, and S. Paleari. Integrated flight schedul-
ing and fleet assignment with improved supply-demand interactions. Transportation Re-
search Part B: Methodological, 149:162—180, 2021a. doi: 10.1016/j.trb.2021.05.001. URL
https://ideas.repec.org/a/eee/transb/v149y2021icp162-180.html.

S. Birolini, A. Jacquillat, M. Cattaneo, and A. P. Antunes. Airline network planning: Mixed-
integer non-convex optimization with demand-supply interactions. Transportation Research
Part B: Methodological, 154(C):100-124, 2021b. doi: 10.1016/j.trb.2021.09.003. URL
https://ideas.repec.org/a/eee/transb/v154y2021icp100-124.html.

S. Birolini, E. Besana, M. Cattaneo, R. Redondi, and J. M. Sallan. An integrated connection
planning and passenger allocation model for low-cost carriers. Journal of Air Transport
Management, 99:102160, 2022. doi: 10.1016/j.jairtraman.2021.102160. URL https://
www.sciencedirect.com/science/article/pii/S0969699721001411.

S. Birolini, A. Jacquillat, P. Schmedeman, and N. Ribeiro. Passenger-centric slot allocation at
schedule-coordinated airports. Transportation Science, 57(1):4-26, 2023. doi: 10.1287/trsc.
2022.1165. URL https://ideas.repec.org/a/inm/ortrsc/v567y2023i1p4-26.html.

S. Bratu and C. Barnhart. Flight operations recovery: New approaches con-
sidering passenger recovery. Journal of Scheduling, 9(3):279-298, June 2006.
doi:  10.1007/s10951-006-6781-0. URL http://link.springer.com/10.1007/
s10951-006-6781-0.

J. K. Brueckner. Airport congestion when carriers have market power. American Economic
Review, 92(5):1357-1375, 2002. ISSN 0002-8282. doi: 10.1257/000282802762024548.
URL https://doi.org/10.1257/000282802762024548.

L. Cadarso, V. Vaze, C. Barnhart, and A. Marin. Integrated airline scheduling: Considering
competition effects and the entry of the high speed rail. Transportation Science, 51(1):
132-154, 2017. doi: 10.1287/trsc.2015.0617. URL https://ideas.repec.org/a/inm/
ortrsc/vb1y2017i1p132-154.html.

60


https://www.sciencedirect.com/science/article/pii/S0965856405000716
https://doi.org/10.1016/j.tra.2017.09.026
https://doi.org/10.1016/j.tra.2017.09.026
https://ideas.repec.org/a/eee/transb/v149y2021icp162-180.html
https://ideas.repec.org/a/eee/transb/v154y2021icp100-124.html
https://www.sciencedirect.com/science/article/pii/S0969699721001411
https://www.sciencedirect.com/science/article/pii/S0969699721001411
https://ideas.repec.org/a/inm/ortrsc/v57y2023i1p4-26.html
http://link.springer.com/10.1007/s10951-006-6781-0
http://link.springer.com/10.1007/s10951-006-6781-0
https://doi.org/10.1257/000282802762024548
https://ideas.repec.org/a/inm/ortrsc/v51y2017i1p132-154.html
https://ideas.repec.org/a/inm/ortrsc/v51y2017i1p132-154.html

BIBLIOGRAPHY 61

J. 1. Daniel. Congestion pricing and capacity of large hub airports: A bottleneck model with
stochastic queues. Econometrica, 63(2):327-370, 1995. ISSN 0012-9682. doi: 10.2307/
2951629. URL https://www. jstor.org/stable/2951629.

M. Dorigo and C. Blum. Ant colony optimization theory: A survey. Theoretical Com-
puter Science, 344(2):243-278, 2005. doi: 10.1016/j.tcs.2005.05.020. URL https:
//www.sciencedirect.com/science/article/pii/S0304397505003798.

P. Fleurquin, J. J. Ramasco, and V. M. Eguiluz. Systemic delay propagation in the us airport
network. Scientific Reports, 3(1):1159, 2013. doi: 10.1038/srep01159. URL https://www.
nature.com/articles/srep01159.

F. Glover. Tabu search—part i. ORSA Journal on Computing, 1(3):190-206, August 1989. doi:
10.1287/ijoc.1.3.190. URL https://pubsonline.informs.org/doi/10.1287/ijoc.1.
3.190.

Z. Gong, F. Zhang, W. Liu, and D. J. Graham. On the effects of airport capacity expansion
under responsive airlines and elastic passenger demand. Transportation Research Part B:
Methodological, 170:48-76, 2023. doi: 10.1016/j.trb.2023.02.010. URL https://www.
sciencedirect.com/science/article/pii/S0191261523000231.

K. Gopalakrishnan and H. Balakrishnan. Control and optimization of air traffic networks. An-
nual Review of Control, Robotics, and Autonomous Systems, 4(1):397-424, 2021. doi: 10.
1146/annurev-control-070720-080844. URL https://www.annualreviews.org/doi/
10.1146/annurev-control-070720-080844.

M. M. Hakim and R. Merkert. The causal relationship between air transport and economic
growth: Empirical evidence from south asia. Journal of Transport Geography, 56:120—
127, 2016. doi: 10.1016/j.jtrangeo.2016.09.006. URL https://ideas.repec.org/a/
eee/jotrge/vb6y2016icp120-127.html.

International Air Transport Association (IATA). Worldwide airport slot guidelines, 2020. URL
https://www.iata.org/policy/slots/. Accessed April 2024.

International Air Transport Association (IATA). Worldwide airport slot guidelines (wasg),
edition 10.0, 2022. URL https://www.iata.org/en/policy/slots/. Accessed April
2024.

International Air Transport Association (IATA). Worldwide airport slot guidelines (wasg),
edition 11.0, 2023. URL https://www.iata.org/en/policy/slots/. Accessed April
2024.

A. Jacquillat. Predictive and prescriptive analytics toward passenger-centric ground delay
programs. SSRN Electronic Journal, 2020. doi: 10.2139/ssrn.3734008. URL https:
//www.ssrn.com/abstract=3734008.

A. Jacquillat and V. Vaze. Interairline equity in airport scheduling interventions. Transportation
Science, 52(4):941-964, 2018. ISSN 0041-1655. doi: 10.1287/trsc.2017.0817. URL https:
//doi.org/10.1287/trsc.2017.0817.


https://www.jstor.org/stable/2951629
https://www.sciencedirect.com/science/article/pii/S0304397505003798
https://www.sciencedirect.com/science/article/pii/S0304397505003798
https://www.nature.com/articles/srep01159
https://www.nature.com/articles/srep01159
https://pubsonline.informs.org/doi/10.1287/ijoc.1.3.190
https://pubsonline.informs.org/doi/10.1287/ijoc.1.3.190
https://www.sciencedirect.com/science/article/pii/S0191261523000231
https://www.sciencedirect.com/science/article/pii/S0191261523000231
https://www.annualreviews.org/doi/10.1146/annurev-control-070720-080844
https://www.annualreviews.org/doi/10.1146/annurev-control-070720-080844
https://ideas.repec.org/a/eee/jotrge/v56y2016icp120-127.html
https://ideas.repec.org/a/eee/jotrge/v56y2016icp120-127.html
https://www.iata.org/policy/slots/
https://www.iata.org/en/policy/slots/
https://www.iata.org/en/policy/slots/
https://www.ssrn.com/abstract=3734008
https://www.ssrn.com/abstract=3734008
https://doi.org/10.1287/trsc.2017.0817
https://doi.org/10.1287/trsc.2017.0817

BIBLIOGRAPHY 62

F. Jin, Y. Li, S. Sun, and H. Li. Forecasting air passenger demand with a new hy-
brid ensemble approach. Journal of Air Transport Management, 83, 2020. doi:
10.1016/j.jairtraman.2019.101744. URL https://ideas.repec.org/a/eee/jaitra/
v83y20201cs0969699719302261 . html.

D. Jorge, N. A. Ribeiro, and A. P. Antunes. Towards a decision-support tool for airport slot
allocation: Application to guarulhos (s@o paulo, brazil). Journal of Air Transport Manage-
ment, 93:102048, 2021. ISSN 0969-6997. doi: 10.1016/jjairtraman.2021.102048. URL
https://doi.org/10.1016/j. jairtraman.2021.102048.

F. A. Katsigiannis and K. G. Zografos. Optimising airport slot allocation considering flight-
scheduling flexibility and total airport capacity constraints. Transportation Research Part
B: Methodological, 146:50-87, April 2021. doi: 10.1016/j.trb.2021.02.002. URL https:
//linkinghub.elsevier.com/retrieve/pii/S0191261521000254.

F. A. Katsigiannis and K. G. Zografos. Incorporating slot valuation in making airport slot
scheduling decisions. European Journal of Operational Research, 308(1):436—454, July
2023. doi: 10.1016/j.ejor.2022.11.008. URL https://linkinghub.elsevier.com/
retrieve/pii/S0377221722008657.

F. A. Katsigiannis, K. G. Zografos, and J. Fairbrother. Modelling and solving the airport slot-
scheduling problem with multi-objective, multi-level considerations. Transportation Re-
search Part C: Emerging Technologies, 124:102914, 2021. ISSN 0968-090X. doi: 10.
1016/j.trc.2020.102914. URL https://www.sciencedirect.com/science/article/
pii/S0968090X20308135.

M. Keskin and K. G. Zografos. Optimal network-wide adjustments of initial airport slot
allocations with connectivity and fairness objectives. Transportation Research Part B:
Methodological, 178:102801, 2023. doi: 10.1016/j.trb.2023.102801. URL https://www.
sciencedirect.com/science/article/pii/S0191261523001261.

A. Lhéritier, M. Bocamazo, T. Delahaye, and R. Acuna-Agost. Airline itinerary choice
modeling using machine learning. Journal of Choice Modelling, 31:198-209, 2019.
doi: 10.1016/j.jocm.2018.02.002. URL https://ideas.repec.org/a/eee/eejocm/
v31y2019icp198-209 . htmll

Y. Li and Y. Liu. Multi-airport system flight slot optimization method based on absolute fair-
ness. Mathematical Biosciences and Engineering, 20(10):17919-17948, 2023. doi: 10.
3934/mbe.2023797. URL https://www.aimspress.com/article/doi/10.3934/mbe.
202379T7.

M. Lohatepanont and C. Barnhart. Airline schedule planning: Integrated models and algorithms
for schedule design and fleet assignment. Transportation Science, 38(1):19-32, February
2004. doi: 10.1287/trsc.1030.0026. URL https://pubsonline.informs.org/doi/10.
1287/trsc.1030.0026.

V. Lurkin, L. A. Garrow, M. J. Higgins, J. P. Newman, and M. Schyns. Accounting for price
endogeneity in airline itinerary choice models: An application to continental u.s. markets.
Working Paper 22730, National Bureau of Economic Research, 2016. URL http://www.
nber.org/papers/w22730.


https://ideas.repec.org/a/eee/jaitra/v83y2020ics0969699719302261.html
https://ideas.repec.org/a/eee/jaitra/v83y2020ics0969699719302261.html
https://doi.org/10.1016/j.jairtraman.2021.102048
https://linkinghub.elsevier.com/retrieve/pii/S0191261521000254
https://linkinghub.elsevier.com/retrieve/pii/S0191261521000254
https://linkinghub.elsevier.com/retrieve/pii/S0377221722008657
https://linkinghub.elsevier.com/retrieve/pii/S0377221722008657
https://www.sciencedirect.com/science/article/pii/S0968090X20308135
https://www.sciencedirect.com/science/article/pii/S0968090X20308135
https://www.sciencedirect.com/science/article/pii/S0191261523001261
https://www.sciencedirect.com/science/article/pii/S0191261523001261
https://ideas.repec.org/a/eee/eejocm/v31y2019icp198-209.html
https://ideas.repec.org/a/eee/eejocm/v31y2019icp198-209.html
https://www.aimspress.com/article/doi/10.3934/mbe.2023797
https://www.aimspress.com/article/doi/10.3934/mbe.2023797
https://pubsonline.informs.org/doi/10.1287/trsc.1030.0026
https://pubsonline.informs.org/doi/10.1287/trsc.1030.0026
http://www.nber.org/papers/w22730
http://www.nber.org/papers/w22730

BIBLIOGRAPHY 63

M. Marazzo, R. Scherre, and E. Fernandes. Air transport demand and economic growth in
brazil: A time series analysis. Transportation Research Part E: Logistics and Transporta-
tion Review, 46(2):261-269, 2010. URL https://ideas.repec.org/a/eee/transe/
v46y201012p261-269.html.

L. Marla, B. Vaaben, and C. Barnhart. Integrated disruption management and flight planning
to trade off delays and fuel burn. Transportation Science, 51(1):88—111, February 2017.
doi: 10.1287/trsc.2015.0609. URL https://pubsonline.informs.org/doi/10.1287/
trsc.2015.0609.

D. Melder, J. H. Drake, S. Wang, and E. K. Burke. Reducing the blocking effect in the airport
slot allocation problem with seasonal flexibility. Transportation Research Part C: Emerging
Technologies, 170:104917, January 2025. doi: 10.1016/j.trc.2024.104917. URL https:
//linkinghub.elsevier.com/retrieve/pii/S0968090X24004388.

W. Nai, L. Liu, S. Wang, and D. Dong. An emd-sarima-based modeling approach for air
traffic forecasting. Algorithms, 10(4):139, December 2017. doi: 10.3390/a10040139. URL
https://www.mdpi.com/1999-4893/10/4/139.

T. H. Oum and Y. Zhang. Airport pricing. Journal of Public Economics, 43(3):353-374,
1990. ISSN 0047-2727. doi: 10.1016/0047-2727(90)90006-4. URL https://doi.org/
10.1016/0047-2727(90)90006-4.

P. Pellegrini, T. Boli¢, L. Castelli, and R. Pesenti. Sosta: An effective model for the simul-
taneous optimisation of airport slot allocation. Transportation Research Part E: Logistics
and Transportation Review, 99:34-53, March 2017. doi: 10.1016/j.tre.2016.12.006. URL
https://linkinghub.elsevier.com/retrieve/pii/S136655451630494X.

R. Pesenti et al. Slot allocation in an airport network: an exact approach. Unpublished
manuscript.

S. J. Rassenti, V. L. Smith, and R. L. Bulfin. A combinatorial auction mechanism for airport
time slot allocation. The Bell Journal of Economics, 13(2):402—417, 1982. ISSN 0361-915X.
doi: 10.2307/3003463. URL https://www. jstor.org/stable/3003463.

G. M. Ribeiro, A. Jacquillat, A. P. Antunes, and A. R. Odoni. An optimization approach for air-
port slot allocation under IATA guidelines. Transportation Research Part B: Methodological,
112:132-156, 2018. doi: 10.1016/j.trb.2018.04.009.

J. Rosenow, P. Michling, M. Schultz, and J. Schonberger. Evaluation of strategies to reduce the
cost impacts of flight delays on total network costs. Aerospace, 7(11):165, November 2020.
doi: 10.3390/aerospace7110165.

S. Sah, Y. Pothrapally, and A. N. Bhukya. Time Series Airline Passenger Traffic Fore-
casting Using Prophet, ARIMA, SARIMA, and SARIMA with Exogenous Variable, volume
1479, pages 206-215. Springer Nature Switzerland, Cham, 2025. ISBN 9783031950162.
doi: 10.1007/978-3-031-95017-9_20. URL https://link.springer.com/10.1007/
978-3-031-95017-9_20.

M. Schafer, X. Olive, M. Strohmeier, M. Smith, I. Martinovic, and V. Lenders. Opensky report
2019: Analysing tcas in the real world using big data. Technical report, OpenSky Network,
Switzerland, 2019. URL https://www.cs.ox.ac.uk/files/11077/DASC_2019.pdf.


https://ideas.repec.org/a/eee/transe/v46y2010i2p261-269.html
https://ideas.repec.org/a/eee/transe/v46y2010i2p261-269.html
https://pubsonline.informs.org/doi/10.1287/trsc.2015.0609
https://pubsonline.informs.org/doi/10.1287/trsc.2015.0609
https://linkinghub.elsevier.com/retrieve/pii/S0968090X24004388
https://linkinghub.elsevier.com/retrieve/pii/S0968090X24004388
https://www.mdpi.com/1999-4893/10/4/139
https://doi.org/10.1016/0047-2727(90)90006-4
https://doi.org/10.1016/0047-2727(90)90006-4
https://linkinghub.elsevier.com/retrieve/pii/S136655451630494X
https://www.jstor.org/stable/3003463
https://link.springer.com/10.1007/978-3-031-95017-9_20
https://link.springer.com/10.1007/978-3-031-95017-9_20
https://www.cs.ox.ac.uk/files/11077/DASC_2019.pdf

BIBLIOGRAPHY 64

W. H. K. Tsui, H. O. Balli, A. Gilbey, and H. Gow. Forecasting of hong kong airport’s passenger
throughput. Tourism Management, 42:62-76, 2014. doi: 10.1016/j.tourman.2013.10.008.
URL https://ideas.repec.org/a/eee/touman/v42y2014icp62-76.html.

Y. Wang, C. Liu, H. Wang, and V. Duong. Slot allocation for a multiple-airport system con-
sidering airspace capacity and flying time uncertainty. Transportation Research Part C:
Emerging Technologies, 153:104185, August 2023. doi: 10.1016/j.trc.2023.104185. URL
https://linkinghub.elsevier.com/retrieve/pii/S0968090X23001742.

W. Wei and M. Hansen. An aggregate demand model for air passenger traffic in the hub-and-
spoke network. Transportation Research Part A: Policy and Practice, 40(10):841-851, 2006.
URL https://ideas.repec.org/a/eee/transa/v40y2006110p841-851.html.

C. Winston. Efficient transportation infrastructure policy. Journal of Economic Perspec-
tives, 5(1):113-127, 1991. doi: 10.1257/jep.5.1.113. URL https://www.aeaweb.org/
articles?id=10.1257/jep.5.1.113

G. Zhao and J. Deng. A study on the dynamic refund fee model of air tickets based on win-to-
win mechanism. Journal of Airline and Airport Management, 9(2):56, October 2019. doi:
10.3926/jairm.129. URL http://jairm.org/index.php/jairm/article/view/129.

K. G. Zografos and Y. Jiang. A bi-objective efficiency-fairness model for scheduling slots at
congested airports. Transportation Research Part C: Emerging Technologies, 102:336-350,
2019. ISSN 0968-090X. doi: 10.1016/j.trc.2019.01.023. URL https://doi.org/10.
1016/j.trc.2019.01.023.

K. G. Zografos, M. A. Madas, and Y. Salouras. A decision support system for aircraft slot
allocation at congested airports. Transportation Research Part C: Emerging Technologies,
21:262-273, 2012. doi: 10.1016/j.trc.2011.10.002.

K. G. Zografos, M. A. Madas, and K. N. Androutsopoulos. Increasing airport capacity
utilisation through optimum slot scheduling: Review of current developments and iden-
tification of future needs. Journal of Scheduling, 20:3-24, 2017. URL https://api.
semanticscholar.org/CorpusID:31775754.

K. G. Zografos, K. N. Androutsopoulos, and M. A. Madas. Minding the gap: Optimizing
airport schedule displacement and acceptability. Transportation Research Part A: Policy
and Practice, 114:203-221, 2018. ISSN 0965-8564. doi: 10.1016/j.tra.2017.09.025. URL
https://www.sciencedirect.com/science/article/pii/S0965856416304670.


https://ideas.repec.org/a/eee/touman/v42y2014icp62-76.html
https://linkinghub.elsevier.com/retrieve/pii/S0968090X23001742
https://ideas.repec.org/a/eee/transa/v40y2006i10p841-851.html
https://www.aeaweb.org/articles?id=10.1257/jep.5.1.113
https://www.aeaweb.org/articles?id=10.1257/jep.5.1.113
http://jairm.org/index.php/jairm/article/view/129
https://doi.org/10.1016/j.trc.2019.01.023
https://doi.org/10.1016/j.trc.2019.01.023
https://api.semanticscholar.org/CorpusID:31775754
https://api.semanticscholar.org/CorpusID:31775754
https://www.sciencedirect.com/science/article/pii/S0965856416304670

	Introduction
	Research Context and Motivation
	The Evolution of Slot Allocation in Multi-Airport Systems
	Importance of Passenger-Centric Approaches in Modern Air Transportation

	Objectives and Research Questions
	Key Research Questions Related to Efficiency, Fairness, and Scalability

	Structure of the Thesis

	Background and Literature Review
	Initial Slot Allocation (ISA) Procedure
	Multi-Airport Seasonal Slot Allocation (MASSA)
	Passenger-Centric Optimization in Air Traffic
	Role of Demand Modeling and Predictive Analytics
	Comparative Analysis with Traditional Slot Allocation Methods

	Identified Gaps and Research Contributions
	Previous Related Work Comparison
	Contribution of This Thesis to Bridging These Gaps


	Problem Statement and Mathematical Formulation
	Problem Definition
	Notation and Definitions
	Decision Variables
	Capacity Processed Variables
	Objective Function
	Constraints
	Slot Request Allocation
	Historic Rights (HRC) Allocation
	Capacity Constraints
	Hourly Passenger-Driven Capacity Constraint
	Coupled Slot Requests Constraints
	Block-Time Synchronization
	Turnaround Time Constraints
	New Entrant / Non-New Entrant Constraints


	Data Preparation and Analysis
	Role of the Toy Problem in the Research
	Data Description and Sources
	Synthetic Toy Problem Dataset
	Real-World Dataset
	Passenger Demand Modeling for the CDG and Orly Case Study
	Passenger Demand Prediction for the CDG and Orly Case Study using Machine Learning
	Passenger Demand Forecasting with Random Forest Regression
	Passenger Demand Forecasting with Random Forest Regression


	Implementation and Computational Framework
	Expected Outcomes of the Toy Problem
	Results – Toy Problem Simulation
	Baseline Model (MASSA)
	PC-MASSA
	PC-MASSA with Increased Demand at CDG
	Comparison of Solutions with and without CDG Demand Change
	Comparison of Slot Allocations Across Models
	Toy Problem Insights Relative to Research Questions

	Results of the Case Study
	Description of the Implementation Process
	Test Results


	Discussion and Conclusions
	Key Findings
	Discussion
	Conclusions and Future Research


