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Abstract

The Italian heterogeneous environment created in the last decades an unequal economy re-
garding mainly wealth but also income distribution. Through a quantitative analysis of
public data sources the thesis aims to understand these historical dynamics and the pe-
culiar landscape by both monetary and non-monetary measures from an inter-generational
and intra-generational perspective. Then the study focuses on the main drivers of these
inequalities, modeling long-term economic outcomes. In doing so a completely Agent-Based
Model (c-ABM) is built with the use of deep learning techniques, to account for occupational
decisions in a dynamic labor market with government intervention, in order to understand
how inequality can shape fiscal policy. In particular, how an initial distribution of wealth,
calibrated on Italian environmental parameters, could lead to a given action by the govern-
ment, and what are the optimal channels through which taxation would lead to minimum
inefficiency in the long run. Results with wealth maximizing government underline a shift
towards progressive wealth taxation outperforming flat schedules in both aggregate wealth
and Gini Index dimensions with progressivity following a bell-shaped curve along increasing
inequality.

1. Introduction

1.1 The historical problem of poverty

Poverty has not always been considered a social problem. Before the twentieth century it was
common sense that this particular condition was necessary to foster growth, crucial to enforce
the lower class towards industrialization and almost surely a psychological condition that had
to do with culture and not with opportunities. Nowadays instead it is widely acknowledged
that poverty is a social issue that must be eradicated and when market forces are insufficient
to address this social threat, it is responsibility of the policymaker to intervene through public
policies. This paradigmatic change is the compound outcome of different socio-economic move-
ments that occurred in the last centuries driven by a more organized understanding of labor’s
nature and of it’s underlying incentive structure laying the foundations for the contemporary
meaning of distributive justice (Fleischacker, 2005).

Between 15th and 18th century, the mercantilist economic thought was built on a negatively
sloped supply function and given that poor individuals were seen as a mere production input it
follows that their costs had to be minimized to the point where hunger was the encouragement
to work. The distribution of wealth was the outcome of natural processes which included the
mechanism of competitive markets and because of that no other role was to be attributed to the
central power in influencing the status quo of the events. The tumultuous period around the late
18th century of rapid poverty growth, social instability and upward constraints to social mobility
fueled dissent towards the defense of a theoretical status quo. Inequality of opportunities and
administrative influence started to be seen as important instruments to determine the level of
(re)distribution of wealth. New schools of though building an argument in favor of equality and
well-being on social justice and individual freedom started to take hold, culminating after the
WW1 in the political and public consent to enlarge the public sector by welfare and transfer
programs to eradicate poverty (Saez, 2021). Furthermore the availability of data that new
technologies made possible in the mid 20th century and this renewed political will combined
with a much deeper questioning of market efficiency and the impact of asymmetric information
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gave a more prominent role to public intervention and a richer research environment from which
policies could be constructed.

The acknowledgment that poverty stemmed from market failures, thus is going to persist over
time, and the increasing burden of poverty’s inefficiency on growth and development provided
evidence that central power had to intervene in an unprecedented way (Banerjee & Duflo, 2011).
If not for aggregate utilitarian reasons, at least for aggregate economic growth of the industrial
system that is undermined by the presence of poor individuals (bad nutrition, higher healthcare
and unemployment costs) influencing productivity and effort possibilities. However the trans-
ition from a state of persistent incidence of poverty, poor knowledge and weak administrative
capabilities to lower levels of poverty necessitates of the crucial interaction between improved
knowledge about the phenomenon, political voice and technical progress. The current paper is
a small step in that direction, acknowledging the historical problem of poverty as a part of the
social problem of inequality, studying their evolution over time while underlying possible drivers
of the present wealth, income and consequently opportunities distribution.

1.2 The social problem of inequality

There is still an argument regarding inequality. The fact that inequality, in both monetary and
non-monetary forms, is a social problem has been widely believed and observed in advanced
and developing countries (Easterly, 2007; Ostry et al., 2014; PewCenter, 2014). Particularly
regarding its negative impact on growth, schooling and the political effect of wealth concentra-
tion on institutions, competition and taxation schemes (Philippon, 2019) that led competitive
capitalistic economies to a different less-free market regime of monopolistic capitalism, deepen-
ing absolute wealth differentials. In addition, if inequality is due, at least in part, to factors
beyond the control of individuals, such as initial endowments due to inheritance or luck (which
cannot be attributed to individual effort), then following the same ratio of poverty interventions,
it is up to the administration to seek in the most efficient way possible to improve the lot of
the least well-off (Piketty & Goldhammer, 2015). Central government has the role of leveling
the misfortune that do not stem from effort differences on the whole society. It is clear that
a society where all citizens receive the same wages, regardless of age, effort, or ability, would
undermine the motivation to pursue more demanding jobs and create an environment that is not
truly egalitarian. However the striking difference in wealth and income distribution observed
in the present time might not be due to a well-behaved incentive schema, instead influenced by
disruptive public interventions, fiscal policies and taxation schemes that can be countered by
the same administration through public intervention.

Taking a more general perspective, the global picture of inequality is changing rather slowly and
in an heterogeneous fashion. Observing monetary measures, relative inequality is decreasing,
driven by the fall in between-country inequality while within-country inequality is still deepening
with significant intensity in both developing and developed economies, as does absolute inequal-
ity in the whole globe (Chancel et al., 2022). While relative inequality is associated with relative
deprivation and the measure of households that are left behind, absolute inequality measures
the actual gap of resources between individuals, therefore highlighting different problems in the
economic system. Even if relative measurements are widely used to assess inequality, an absolute
perspective must be taken into consideration as it would underline, among many, the financial
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instability of increasing wealth concentration (Goda, 2016) and its influence impact on political
institutions (Philippon, 2019). In addition, having a relative or absolute perspective of the prob-
lem leads to divergent claims about its influence on economic growth (Ravallion, 2004), that is
why it is crucial to take them both into consideration. In parallel also non-monetary measures
of inequality, such as education and nutrition, law enforcement and justice system, are crucial
in assessing comprehensively this heterogeneous problem. In this direction, deep experience and
significant data is accumulating to clarify the way common lawless violence is devastating the
efforts of the poor to carve out a better future in the developing world (Haugen & Boutros,
2014) and more information has been collected to investigate the role of education and nutrition
in escaping poverty and leveling inequality.

Consequently, in order to study inequality, it is necessary to take into consideration a multitude
of characteristics, monetary and non-monetary, at the relative and absolute level. Given the
centrality of wealth in shaping both of the latter and the fact that wealth is not always a direct
result of own income, it is essential to examine inequality through the lens of wealth, not just
income. This perspective is particularly relevant as on the demand side of the economy, wealth
distribution can be observed as the root of individual valuation of consumption and investment
goods even before individual relative evaluation. Therefore one of the most influential determ-
inant of internal definition of value, that is the starting point of the neoclassical utility function,
is wealth. Whereas, on the supply side distribution of productivity in production between em-
ployee and employer associated with capital gains on wealth accumulation distinguishes society
between individuals allowed or not to enter the investment market. Wealth, not just the com-
pound value of income, is central in influencing decisions and possibilities of individuals. That
is the starting point of the subsequent chapters.

1.3 Literature Review

Even if poverty and inequality have been recently classified as threats to economic growth and
well-being, there exists a wide literature covering this issues, particularly in the Italian context.
Indeed previous work has covered the main geographical trends of income and wealth inequality
in Italy leveraging Italian National Strategy for Inner Areas (SNAI) data and definitions of
urban areas (Guzzardi & Morelli, 2024), in order to study the evolving composition of inequality
from being mostly due to "class" to now "location" (Bourguignon & Morrisson, 2002; Milanovic,
2005). They found a persistent rise in income concentration over the past few decades among
earners in the top 1% and mainly in top 0.1%, with a more pronounced effect in larger cities,
while emphasizing the need for disaggregated analyses to capture the complexity of inequality
phenomena. Other studies account also for capital income distribution which seems even more
concentrated along the income distribution and creates a more regressive tax schedule in the
Italian tax system that departs from an optimal taxation approach (Luche et al., 2024), and build
correction methods that fill the gap between national and micro-level data collection (Guzzardi
et al., 2023). Other analyses focused more in general on industrialized countries (Shengquan
Wang & Luo, 2023) reporting as determinants of income inequality: government expenditure,
population aging, labor share, real exchange rate and unemployment level as in the emerging
countries, while also bank credit, inflation, human capital, total factor productivity and the
urbanization.
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This study follows up previous literature while enriching it by taking into consideration other
data perspectives. In particular, instead of looking at particular top income percentiles as
in (Guzzardi & Morelli, 2024), the paper adds to the latter a wider analysis on the different
behaviors within income and wealth distributions using their same Generalized Pareto inter-
polation technique (Blanchet et al., 2022). The study also gives a growth perspective on both
income and wealth dimensions using growth incidence curves (GICs) going deeper than the
standard approach by differentiating between age groups or occupational choices. Giving a
more comprehensive description of inequality through the lens of some of the determinants dis-
covered by (Shengquan Wang & Luo, 2023) and utilizing a bottom-up perspective to analyze its
absolute measurements, called Historical Unit Difference (HUD)1. Furthermore, following the
ever-increasing geographical level of inequality (Bourguignon & Morrisson, 2002) an economet-
ric analysis, using both OLS and Fixed effects regressions, is implemented to go further than
the previous literature in understanding with a more formal framework, the effects of different
municipality classes (SNAI) on real mean income while controlling for Gini Index and retiree
share over workers.

Instead, the foundations and decisions of model framework are based on Agent-based models’
literature and its wide use in the economic academic environment. Indeed, concerning method-
ology, multi-agent systems (MAS) and specifically agent-based models (ABM) has been chosen
thanks to their tractability, robustness, exponential employment in many fields including eco-
nomics and opportunity to overcome limitations of traditional general equilibrium frameworks.
They allow to leverage computational advancements by enriching model’s specifications through
relaxation of unrealistic assumptions and by integrating newly available data in the analysis
(Axtell & Farmer, 2022). First economic research in this field focused on proving the exist-
ence of well-known microeconomic results (Albin & Foley, 1992; Arthur, 1991; Gintis, 2007), in
parallel approaching the study of inequality and wealth distribution (Epstein & Axtell, 1996).
To then look at market imperfections and asymmetric information (Tilles et al., 2011), while
studying micro-founded macroeconomic environment (Aoki, 2001) with high-performance com-
puting (Cincotti et al., 2010) to quantitatively reproduce aggregate economic data and link
micro to social aggregate behaviors. ABMs have been also increasingly used in public economics
in the field of optimal taxation policy (Garrido & Mittone, 2013; Mittone & Patelli, 2000) and
networks of taxpayers (Bloomquist, 2012) besides political economy regarding voting systems,
gerrymandering (Kollman et al., 1997) and behavior of political parties (Laver & Sergenti, 2011).
ABMs consist of an emerging methodology in economics, offering a flexible framework allowing
for heterogeneous agents, bounded or full rationality, agent learning, behavioral architectures,
interaction regimes and emergent social behaviors while leveraging chaos and complex system
theory to address present and future problems where the reductionist approach is less effective
(Cincotti et al., 2022).

In addition, ABMs can be extended to the use of a particular kind of machine learning algorithm
that leverages the theoretical framework of dynamic programming: reinforcement learning (Sut-
ton & Barto, 2018; Tesfatsion, 2006). In particular multi-agent reinforcement learning (MARL)
allows for a grounded introduction of rational expectations and learning in simulation models
(Brusatin et al., 2024) and enhances performances compared to baseline ABMs (Dwarakanath

1The study leverages a statistic called HUD to understand in absolute terms inequality from a bottom up
perspective, as explained in Appendix A.1.
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et al., 2024; Ivanov et al., 2024) also in the field of taxation policies (Mi et al., 2023). This
procedure allows both agents and the social planner to learn optimal behaviors through trial
and error while maximizing their expected rewards over time without requiring a model of
the environment. Nevertheless RL can create a non-stationary environment if agents are non-
communicative. Indeed for a learning agent, the choice of its future actions is dependent upon
its own history, and if a past action of one agent has influenced the past evolution of the process,
it could also have changed the learned behavior of a second agent. Then, from the first agent’s
perspective the future evolution of the environment can be different depending of its past action,
the interactions between agents can also lead to emergent behaviors that are non-Markovian.
This is because the interactions create feedback loops and dependencies that extend beyond
the immediate past. Therefore, from a single agent’s perspective, the environment no longer
appears Markovian (Laurent et al., 2011). In the particular context of this study, the social
planner learns a tax policy simultaneously with agents who learn how to optimize their behavior
while facing a continuously changing reward structure that depends on both present and past
actions. As a consequence, past optimal behavior might not be optimal in the future, presenting
a significant learning challenge if the model relies only on Markov processes (Zheng et al., 2020).

Altogether, this framework sets the baseline for the following model that aims to utilize it
in order to reach the goal of understanding, by simulations, the role of inequality in shaping
economic outcomes and government interventions. The study does not give contributions in
defining a new methodological system, instead it builds a Python program that standardizes
the whole training and simulation environment. It also uses this methodology by transforming
an existent work (Banerjee & Newman, 1993) in an ABM framework to then study the way in
which governments choose taxation finding convicting evidence towards wealth taxation as in
Guvenen et al. (2023). Details are discussed in the next section.

1.4 Methodology and Data

Building on previous literature, this study analyzes how wealth and income inequality can in-
fluence the choice on taxation schemes by the government. In order to achieve robust conclu-
sions and given the inherent complexity of this relationship, embedded within dynamic, path-
dependent socioeconomic systems, it is necessary to lay solid methodological and empirical
foundations before diving into the actual model framework. After a brief discursive introduction
of the crucial problem of inequality, comprising poverty, and on how the latter issue has been
observed and judged throughout history, Chapter 2 gives a quantitative perspective on wealth
and income inequality in the Italian context observed from different perspectives. Utilizing
both cross-sectional and longitudinal Italian data, the chapter identifies patterns in income and
wealth distribution through percentile-based share examinations and growth incidence curves,
with particular focus on other transversal dimensions such as age, occupation and geography.
The analysis allows to gain a clearer and structured idea on the movements of this phenomenon,
its heterogeneous impacts on different population subgroups and its plausible causes. Never-
theless, having defined the channels through which inequality in income and wealth moved and
changed over time in Italy, it is possible to calibrate a modeling framework on real Italian data,
that defines the underlying micro-economic dynamics from which macro-economic observations
stem. In this way, the model is employed to analyze the patterns that a given wealth distri-
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bution follows as it approaches its long-term equilibrium, both in the presence and absence of
a policymaker with a given objective functions. Indeed, the patterns in Chapter 2 are used as
calibration for the model structure in analyzing an economy with wealth and inequality char-
acteristics similar to the Italian ones. Before delving into a proper definition of the framework
utilized in this study, other clarifications are necessary, mainly on plausible reciprocal effects
between public and private choices.

Therefore, Chapter 3 searches for the existence of a causal impact of government decisions on
the economy and heterogeneity in influence due to different tax progressivity rates. If the central
authority has an influence on economic agent’s behavior and at the same time the distribution
among individuals of income or wealth has an impact on government, this mechanism creates
a feedback loop between inequality and fiscal policies that must be taken into consideration.
To achieve causal identification of the impact of spending choices on private GDP, an instru-
mental variable design is required to isolate public spending exogenous influence. The paper
utilizes the approach of Giordano et al. (2007) to detach exogenous from endogenous variation
by instrumenting government expenditure by its structural shock component derived by impos-
ing contemporaneous restrictions on a vector auto-regressive model of the economy along GDP,
expenditure and taxation dimensions. Previous work on the same issues, in particular the one
of Blanchard & Perotti (2002), even if a standard methodological instrument, is not well suited
for the Italian data because they leverage finer historical data on a longer period of time, not
available in the Italian records. Even if methodology in the two papers is similar, the underlying
data sources differ: Blanchard & Perotti (2002) uses official government expenditure data while
Giordano et al. (2007) actual payments and receipts taking into consideration the difference in
data availability between USA and Italian framework. That is why the study follows the latter
approach, given the lack of official government expenditure data and the availability of payment
data from Bank of Italy’s official database. Having detached endogenous and exogenous influence
of spending on GDP, the study tests its significance via the local projection method developed
by Jordà (2005). With this set-up a causal relation of government on the economy is effectively
isolated, reinforcing the reasons underlying the modeling framework choice. A further focus on
progressivity in taxation schedules highlights the fact that policymakers can impact the economy
differently depending on whether they implement more progressive or regressive tax rates. This
result is going to be studied and implemented in the following chapter as a particular kind of
taxation instrument that the government can leverage. It follows that, given the existence of
an influence coming from the state and that the paper aims to study the corresponding force in
the other direction (stemming from inequality impacting administration), and that inequality
per se is a complex, time-dependent phenomena, the choice of a model that is able to comprise
that level of convolution fell on agent-based models and simulated environments. Thanks to
the previously described theoretical and computational benefits of an agent-based model and its
interesting synergy with deep learning techniques, this framework resembled a useful toolbox to
tackle the inequality problem.

For that purpose, Chapter 4 builds an agent-based model upon the work of Banerjee & Newman
(1993) that describes how occupational choices and their aggregate structure are influenced by
wealth distribution and which are its long-term effects. First of all their occupational choice
model is translated into ABM framing using the same reward structure while slightly simplifying
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the set-up2 on one side and increasing its complexity at the level of labor market wage creation on
the other. Then an environment without the government is studied to understand peculiarities
of this new dynamic system and its long-term equilibrium conditions and states. Ultimately,
the central power is introduced and analyzed to define the effects of different wealth and income
distributions on the tax rates choices regarding mainly flat taxes and coefficients of progressivity
as in Ferriere & Navarro (2024), which represent the key objectives of this project.

The political channel is out of the scope of this project and although the model does not in-
corporate it, it is reasonable to expect that the estimates might differ if voting strategies and
minority’s influences were considered. For a system in which the policymaker is allowed to
define progressive taxation, model estimates should be interpreted as the lower bound of tax
progressivity. Political economy research indicates that higher income and by extension wealth
inequality, leads to higher tax progressivity (Dotti, 2019). While looking at the extensive mar-
gin, with a government that utilizes only flat taxes on wealth and income, the relation between
model results stemming from pure monetary dimensions and a framework accounting for the
political channel are ambiguous. As discussed in the first chapter, the role of inequality and the
way in which societies dealt with it changed over the years, also sustained by political actions
and ideas (Piketty & Cantante, 2018). It follows that the decision between taxing income or
wealth, in a sense between taxing the working population more or less, can be founded in voting
majorities that, in the Italian context, changed over time. It could be nevertheless argued that
model predictions for wealth maximizing governments regarding the extensive margins can set
the upper bound for the level of wealth taxation and the lower bound for the level of income
taxation, given nowadays taxation schemes that favor wealthy individuals with low wealth tax
rates while the majority of tax revenues are collected through income taxation.

It is worth noting that the whole study is based on publicly available data. On one hand it gives
a glance of what individuals are capable of doing using only public information, on the other
hand it marks the somewhat despaired situation of data availability in the Italian context mainly
regarding municipality-level data. Without the possibility of using informations that have been
already collected but remain hidden, it becomes laborious to understand complex phenomena
founded at the micro-level such as distributional inequality. Still, even without the opportunity
of going deeper, thanks to a broad collection of administrative data it is reasonable to articu-
late conclusions on the latter social problem in a project at this academic level. In particular
the paper analyzes how inequality shapes fiscal policy and which channels this influence passes
through with the support of micro-level data from the Survey of Households on Income and
Wealth (SHIW) and quarterly general government’s balance published regularly by the Bank
of Italy, administrative statistics on country, regional and municipality public accounts by the
Italian Statistical Institute (ISTAT) and the Ministry of Economy and Finance (MEF). In ad-
dition, to study geographical differences these datasets are merged with the National Strategy
for Inner Areas (SNAI)3 dataset classifications that focuses on accessibility level of basic public
services and infrastructures, such as public health facilities, secondary education, proximity to
public transport, and roads. According to this objectives the SNAI classification creates six

2The current study does not allow for the creation of a market with borrowers and lenders, instead agents live
and thrive with their own (or inherited) wealth or income and no external borrowing.

3The classification is part of a national framework for development policies and territorial cohesion that aims
to counter the marginalization and demographic decline phenomena of the Italian internal areas following the
definition of the Department for cohesion policies.

9

https://www.agenziacoesione.gov.it/strategia-nazionale-aree-interne/


groups which are, in order of centrality4: "A - Polo", "B - Polo intercomunale", "C - Cintura",
"D - Intermedio", "E - Periferico" and "F - Ultraperiferico".

As a concluding remark, the quantitative, qualitative, econometric analyzes, model framework,
deep learning networks, simulations and outputs are all available publicly on GitHub. The
implementation is written in Python using external libraries for dataset manipulation (Pandas,
Numpy), agent-based model framing (Mesa), deep neural networks (PyTorch) and other utility
functions created ad hoc. For clarity of exposure the Chapters 2 and 3 are based on a Jupyter
Notebook file containing Python code which allows for a more detailed description of the project,
while for Chapter 4 the code is in pure Python format that enables the user to identify in an
unambiguous way which folders and files are used in which segment of the simulations. Regarding
the latter, folders comprise of other simulations’ outputs and if requested or necessary also of
weights for a large number of model variables permutations.

4"A - Pole", "B - Intermunicipal Pole", "C - Belt", "D - Intermediate", "E - Peripheral" and "F - Outermost".
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2. Why Inequality matters in Italy?

Italy serves as a compelling illustration of how mean metrics veil the complexities of its economic
landscape, thereby masking the essential heterogeneity required for a comprehensive understand-
ing of its economic realities, even within a developed nation. Furthermore recent broader data
availability allows researchers to study in depth poverty and inequality phenomena, offering a
comprehensive scenario for public policy definition. Indeed this chapter aims to understand
heterogeneity in the Italian context regarding income, wealth and non-monetary measures of in-
equality such as educational choice, focusing on their impact on opportunities to escape poverty
or in general parental socio-economic status. Furthermore, it lays the foundations of robust re-
distributive data-driven policies and while defining which instruments to use in order to achieve
distributional goals.

Considering inequality of opportunity as a social threat is motivated by previous theoretical
work (Banerjee & Newman, 1993; Corak, 2013) and empirical findings (Krueger, 2012) first
arguing that it is the fraction of inequality negatively impacting growth in the presence of
credit market imperfections by causing misallocation of talent. In particular the focus is on
the interplay between labour market participation decisions and disposable wealth, while the
crucial phenomena that delineates this particular kind of inequality as a social problem is a low
degree of income mobility, predominant in the Italian context. Secondly identifying inequality of
opportunity as negatively correlated with the flow of patents, a proxy for technological growth
(Spiganti, 2020), by detaching it from inequality of effort, that instead is growth-enhancing. This
outcome stems from the previous argued environment with credit frictions, in which inequality in
wealth leads to misallocation of talent and a more unequal reward scheme incentives innovation
in any given period, but leads to a more unequal distribution of opportunities fostering future
misallocation.

Redistributive goals can be achieved by a multitude of regulatory, monetary and fiscal instru-
ments. In the context of the study, the focus is on government’s possibility to influence the
economic environment, and the primary tools for governments to reduce inequality are taxes and
spending programs (Clements et al., 2015). Among them fiscal measures can have both short
and long term impacts on current and future consumption and wealth distribution. However,
flawed redistributive fiscal policies can have adverse implications for efficiency and growth, and
can even have perverse impacts on both income and wealth distribution (Fund, 2012). A reason
for designing consumption, capital, labour and wealth taxes following optimal taxation and em-
pirical literature in order to tackle the inequality problem. As shown in Piketty & Goldhammer
(2015), there exist different, more or less distorting, taxation systems that achieve redistribution,
some of them are of no practical use5. Other means of taxation have less distorting effects, and
in particular taxation of wealth has implications for both efficiency and inequality that contrasts
with the equity-efficiency trade-off present with a positive capital income tax (Aiyagari, 1995)
in an heterogeneous returns environment (Guvenen et al., 2023).

Following previous existing theoretical and empirical evidence, the paper aims to build a model
that accounts for different taxation schemes in understanding which would be the optimal path

5Profit taxation leads to disentanglement of wages and taxation but profits are difficult to intervene on and
easy to transfer or cover.
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for the Italian economy. In order to structure a meaningful model framework, it is essential to
define the present state of the economy and its historical behaviors in terms of both monetary
and non-monetary characteristics. The heterogeneous Italian economic background is, for that
reasons, examined through the lens of income and wealth shares and growth in the period
1987-2022 with particular attention to occupational choices and the aging phenomena with its
influence on growth allocation between both generations and percentiles. Furthermore, given the
plausible geographic differentiation of monetary variables, at both regional and municipal level,
the study also investigates this issue concluding the empirical review with education-related
informations as drivers or smoothers of inequality.

2.1 Income and Wealth Growth

In the following paragraphs the main instrument through which income and wealth inequality6

are observed is going to be the Growth Incidence Curve graph. It gives the growth rate over
time for any given percentile of the distribution, defined as g(p) by first calculating the quantile
function in 1987 (y1(p)) and in 2022 (y2(p)), then the growth rate of each percentile.

g(p) = y2(p) − y1(p)
y1(p) ≈ ln(y2(p)) − ln(y1(p))

While the cumulative density function measures poverty and the probability density function
measures inequality, the growth incidence curve (GIC) measures both, it represents how both
poverty and inequality are changing over time. For comparison, the ordinary growth rate is the
average of each individual growth weighted by each own income or wealth, so those with the
largest income or wealth shares get the highest weight focusing on the ordinary growth rate.
Then the GIC measure in a sense de-structures this mean indicator to understand its underlying
percentile movements.

During the period 1987-20227 real total income8 increased of 0.9% in average, however this stat-
istic is not well representing the underlying heterogeneous differences in population percentiles.
Indeed growth has been fairly unequal as observable in Figure 2.1. The bottom percentiles
experienced a modest increase peaking at the 20th of 6.9% and 9.7% respectively for labour
and total income, this increment starts to lessen for higher percentiles reaching negative sign
after the 30th for labour income and 40th for total income. The median individual loosing 6.7%
of its labour income in 35 years and observing own living conditions remain constant thanks
to government aids and pensions. The fall in real incomes is in some way less severe thanks
to the increase in transfers and pensions during the same period ensuring that total incomes
did not fall and stayed constant from 50th to 90th percentiles. At the top of the distribution,
even if incomes decrease for the wealthy individuals, the richest ones observed sharp increment
of incomes as shown in Figure A.2. Top 0.1% grew by 2 and 5 times respectively observing
real total income without and with capital income, while the bottom 10th experienced a 2%
rise in total real income driven by an increase in transfers and pensions as real labour income
decreased by 9%. Even if this type of data is prone to measurement errors and the behavior

6For which a rescaled version is observable in the Appendix in Figure A.3
7For which SHIW delivers comprehensive data regarding labour, self-employment and capital income, transfers

and pensions.
8Total income refers to total disposable income which is calculated as the sum of labor, self-employment and

capital income, transfers and pensions deflated.
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could be due to the particular Pareto distribution used, the statistics are in line with previous
literature (Guzzardi & Morelli, 2024). The majority of Italian population experienced negligible
or even negative growth in real incomes between 1987 and 2022, with the poorest reaching bet-
ter living standards leveling them for the whole population except the top income percentiles9.
Observing instead the total income Historical Unit Difference (HUD) it is possible to understand
the absolute divergence in income from the bottom’s perspective. The top 0.1th grew its total
income by 4.8 times the total income of the bottom 10th and 3.4 times the one of the 20th while
the median income individual saw top 0.1th increasing income by 1.8 times the own.

In the wealth domain for the same time period, studying the behavior of total wealth comprising
of real estate, companies, objects, deposits and other financial products a rise in average wealth
of 58.2% is observable in the data and as for incomes, the summary statistic underlines hetero-
geneous movements. The bottom 10th experienced a decrease of 10% in wealth, while from the
15th percentile a spike starts that peaks at the 25th with a 100% increase, from which the trend
declines until reaching a plateau for the median wealth individual at about the average level
of 58.2%. Richer individuals saw their wealth grow at a slower rate than the mean level with
the lowest growth in the period for the 90th at 32.4%, the richest 0.1th instead experienced a
sharp increase in wealth as it became 5 times large. Furthermore, looking at the wealth HUD
between 1987 and 2022 it is possible to observe a severe increase in the absolute gap between
poor and rich assets, the richest 0.1th wealth increase by 1755 times the level of wealth of the
bottom 10th while for 20th the gap increased of 360 times the wealth level. Even if growth has
been more pronounced for the bottom percentiles, the absolute gap with top 0.1th percentile
enlarged and in a sharp way from the bottom individual’s perspective.

Figure 2.1: Growth Incidence Curves for Income and Wealth

2.2 Income and Wealth Shares

Analyzing the income composition by percentiles over the same time period for individuals of age
16+ reveals a leveling trend reaching a more homogeneous income share in 2022 as observable
in Figure 2.2. In 1987, the primary source of income for the lowest earners came from pensions

9Going back to 1984 the growth situation seems slightly better, with average growth of 7.3% and for bottom
10th of 15% and drop of incomes for 2.9%, bottom percentiles experiencing a higher increase at the 20th of 22.8%
and 33.8% respectively for labour and total income and total incomes growing of about 7% from 50th to 90th
percentiles.
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at 66% of the total cumulative income, while labour income was only at 20% then steadily
increasing peaking at the 60th percentile where it constituted 69% of total income. The rise in
labour income was offset by a decline in pensions share with self-employment, real estate and
capital income remained fairly stable between respectively 4-5%, 7-9% and 3-4% with transfers
under 1% for the majority of income percentiles and lower for higher earners. Conversely at the
top 90th percentile self-employment and business income accounted for 20% rising until 60% for
the top of the distribution alongside real estate income at 15% for top 90th and 28% for top
distribution. The range 90th to 99.9th percentiles is where capital income covers the highest
share of about 5-6% and it follows from this enlargement of other income types, that labour
income at the top accounts for 52% for 90th and only 5% for 99.9th while pensions shrank to
less than 5% of total income share. By 2022, the distribution of income shares became more
balanced between percentiles (that does not preclude disparities per se) with a more pervasive
presence of transfers for low income individuals of about 7% and the disappearance of capital
income for the bottom 90th, so the large majority of the population, with less than 1% income
share while the top benefited of 5-6% capital income share. As in 1987 self-employment, business
and real estate income increase for top 10th and particularly for top 0.1th balancing with the
other sources of income (business income 30%, labor income 27% and real estate income 29%)
with a decreasing presence of pensions in the total income, even so higher than previous periods.
In particular, observing income shares’ behavior the allocation of pensions between time frames
looks different and a changing demographic structure could be one key factor to explain this
phenomenon, therefore the paper is going to subsequently explore the issue. Labor income
instead stays between 40-50% of total income for the bottom 90th where all sources of income
seem stable between percentiles other than transfers which decrease as income increases.

Figure 2.2: Income composition by percentile as a share of total income

The observed trend of income share homogeneity, characterized by a significant portion of the
population experiencing stagnant real income over the past 35 years, is reflected in the Gini
coefficient as visible in Figure A.4. This statistic shows a gradual decline from 0.42 to 0.38
between 1977 and 2022 when considering total income. However, when focusing solely on labor
income, the Gini coefficient has risen from 0.60 to 0.66 during the same period, indicating
increasing inequality in this domain. From Figure A.5 it is also observable that the upward trend
in labor income inequality is mitigated by transfers, in which pensions are the predominant part
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and social transfers are a residual. It underlines the presence of redistribution over individuals’
life cycles instead of redistribution from lifetime rich to lifetime poor.

Moving to the wealth shares by percentiles between 1987 and 2022 underlines slow movements
in composition under increasing disparity in wealth distribution as shown in Figure 2.3. In
1987 for the bottom 10th percentile the primary share of wealth was covered by deposits at
58%, while valuables for 37% and only 3% for real estate, 2% in companies and a negligible
part for financial assets like bonds and shares. The composition starts to change from the 20th
reaching a stark difference at the 40th with deposits now at 18.8% and valuables at 2.2%, offset
by real estate wealth at 65% and an 8.6% for companies and 4.7% in bonds. This configuration
stays relatively stable with a slow increase in financial share until reaching the top 0.1th where
wealth from real estate drops to 50% and deposits to 4.5% leaving room for 35% of wealth in
companies and 4% in financial products. In 2022 the wealth distribution by percentile has not
changed much except real estate gaining a heavier weight on wealth shares of 80% already at
30th percentile and then remaining stable until a drop to 40% at the top 0.1th. Deposits are
the predominant wealth part for bottom population, which then gives way to the increase in
real estate and of financial products. At the top financial products cover 33% of total wealth
accompanied by real estate and 24% in company value.

In terms of wealth distribution, the Gini coefficient persists at a considerably higher level than
income, starting at 0.70 and decreasing to 0.64 by 2022 for total assets and net wealth. Notably,
financial assets exhibit even greater concentration at the upper end of the wealth distribution,
with the Gini coefficient rising from 0.75 to 0.82 over the same time frame. This data suggests
that while overall wealth inequality is on a slow downward trajectory, it remains significantly
pronounced compared to income inequality, highlighting the persistent disparities in both income
and wealth across different segments of the population.

Figure 2.3: Wealth composition by percentile as a share of total wealth

2.3 An Aging Population

Another important perspective of the Italian wealth and income distribution is the inter-generational
one: how age is a determinant of monetary disparities and accumulation, indeed a measure of
the differences in standards of living between generations and of the pressure of an ever-aging
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demography on the tax system. Indeed between 1987 and 2022, the demographic landscape of
Italy has undergone profound changes, particularly concerning the aging population10. The pro-
portion of individuals aged 65 and over has increased significantly, reflecting broader trends in
longevity and declining birth rates. In 1987, this age group constituted about 13.6% of the total
population while by 2022, this figure had risen to 23.8%, indicating a substantial shift in age
demographics. During the same time span the structural dependency ratio measuring the ratio
of the population in non-working age (0-14 years and 65 years and over) to the population in
working age (15-64 years) grew significantly from 47.2% to 57.5% while the old-age dependency
ratio (65+ to 15-64) has also seen a marked increase from 20% to 37.5%, suggesting that fewer
workers are available to support a growing elderly population. In addition the old-age index,
the ratio of population aged 65 and over to population aged 0-14 sharply rose from 73 to 187
indicating both higher life expectancy and lower birth rates, contributing to an aging society.
These demographic trends threaten the sustainability of pension and social security system and
labour market through the increasing demand of public contributions coming from a shrinking
share of the population.

Having the demographic issues in mind it is useful to revisit the income growth curve differen-
tiating for age groups as in Figure 2.4: 0-14, 15-64 for working age group and 65+ for retired
individuals. The spike in total income at the 20th percentile is in effect due to a sharp increase in
old age income (mainly pensions) to 52.5% and 61% at 30th in combination with a 10% increase
for young individuals and a reduction of 17.8% for the working class. Indeed the latter class
between 15 and 64 years old experienced a common reduction in real incomes on the whole dis-
tribution which shrank until the smallest reduction of 5% for 90th, other than top 0.1th earners,
while old age individuals, after the 30th peak, observed their real total income increase of about
50% until the 90th percentile. For top earners the behavior is the same, with an increase of 10
times their income for over 65 and of 4 times for working class, while the young experienced for
the most part of the distribution zero or negligible growth. In addition the HUD gives inter-
esting generational statistics: for the working population the gap between top 1st and bottom
10th percentile increased by 196 times the income of bottom 10% working class and of 49 times
between the 20th and 1st while the difference with the median worker increase by 5.7 times its
past income. Looking at the retired population instead the difference between top 1st and 20th
has enlarged by 103.5 times the pension income of the past bottom percentile while the gap with
median retiree increased by 12.4 times the past pension income. The same measure can be used
in an inter-class fashion: the same old age 1st to 20th gap can be seen as 64 times the working
class income in 1987 and 1st to 50th gap at 7.6 times, underlying the fact that, even if incomes
of retired individuals grew in a sharper way than the working class, that spike in absolute terms
is less steep and accounts for a lower pension income compared to the labour and capital ones.
In short an increasing old-age dependency ratio in conjunction with high growth in pensions
and transfers for old age and reducing real wages for working class creates a burdensome labour
market and an unsustainable long-term pension system that demands more than what workers
are able to offer.

A related argument can be built for the wealth incidence curve by age group in the same years,
underlying an unequal growth not only between percentiles but also between age groups. Indeed

10Data are available at https://demo.istat.it and https://seriestoriche.istat.it, the official ISTAT web providers
of population statistics and time series reconstruction.
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starting from the 30th percentile the working population experienced a modest increase in wealth
of 30-40% proportional to wealth percentile peaking at the 70th with a growth of 44%, while for
wealth levels below in 35 years assets dropped for 44% value at 20th and 58% at 10th percentile.
On the other hand the wealth of retired population grew sharply reaching 5 times the 1987 values
for 20th with decreasing magnitude for higher percentiles staying however at an increase of 138%
for the median old age individual with the dip for the 90th percentile at 70% increase. At top
tail of the distribution it is possible to observe that growth has been experienced mainly by old
age population while at the bottom this marked escalation of wealth could be attributable to
an 8.9% of retiree that in the 1987 had no wealth following SHIW documentation. Nevertheless
the wealth growth incidence curve in Figure 2.1 can be explained as the weighted by population
average of a huge surge of old age wealth at the bottom that created the peak at the 20th
percentile and the decrease according to a movement of larger magnitude for working group
wealth that dropped significantly. In other words, even for wealth growth it seems that old age
individuals benefited much more than the working ones.

Figure 2.4: Growth Incidence Curves by Age group for Income and Wealth

2.4 A Fragmented Population

The Italian peninsula has historically been fragmented in a variety of areas and regions with
their own culture, economic structure and even languages. This heterogeneity is not fading
away, instead it persists as poorer and less industrialized areas struggle to achieve the same
economic development of well-off areas, which were in the past regarded as North vs. South,
whereas in present times it seems that the economic framework is much more jeopardized than a
mere marked horizontal line dividing the country. Indeed other than macro area differences, it is
possible to observe significant regional and municipality level differences, in particular regarding
the SNAI classification. Comprehensive research in this area has been conducted by Guzzardi
& Morelli (2024), particularly focusing on the concentration of top income shares within inner
areas. This work serves as a benchmark in the current paper, providing a foundation for drawing
meaningful conclusions from an established data base. Furthermore, it is expanded upon by
incorporating age-dependent and regional controls from an econometric perspective to enhance
its analytical depth.
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In order to have a clearer view of this geographical fragmentation the paper utilizes the following
simple Ordinary Least Squares (OLS) regression:

ymcrt = α0 +
C∑

c=1
βcClassc +

R∑
r=1

δrRegionr + α1Ginim + α2retm + α3t(year − 2000) + ϵmcrt

to study the correlation between the dependent variable for real average income y and other
dummy covariates representing SNAI classification Classc for the c class and region Regionr for
r region as focuses of the regression. While controlling for other variables like the retiree share
of population ret, an indicator of inequality, the Gini index gini and the year, centered on the
year 2000, the first available year at the municipality granularity to have a better representation
of each coefficient. In the regression the constant represents the influence of being an "A - Polo"
municipality class in the region Abruzzo in the year 2000 and from that the other coefficients
can be built by adding the constant to each individual coefficient.

In Table A.2 it is possible to visualize the benchmark OLS regression consisting of data com-
ing from all municipality types. Both the indicators of inequality (Gini coefficient) and age-
dependency (retiree share on total population) influence negatively and significantly average
income. On average, in municipalities with higher old dependency and higher inequality, real
average income is lower. Whereas the coefficient for year is significant but of smaller magnitude
in respect to the other ones, following a negligible increase of real incomes during the past few
decades in Italy. In addition, the table highlights that the farther a municipality is from the cen-
ter, the lower its actual average income becomes. This trend is evident from a gap of €1,672.21
between the central and near-central classifications, which widens to a difference of 4.696,51
euros between the central area "A - Polo" and the most peripheral area "F - Ultraperiferico".
Furthermore, even regional differences, that rely on the contrast between each region and the
base central region ’Abruzzo’, are statistically significant with behavior that highlights the con-
sistently stark distinction between North and South Italy, with coefficients decreasing in size
and eventually become negative as one moves further south.

To assess the relationship between income inequality and average income across municipalities
while focusing on the plausible differences between central and peripheral areas, two different
regression strategies were employed. The first, observable in the previous table, consists of an
auxiliary OLS regression estimated using only data from "A - Polo" municipalities. This model
gives contrasting results with the benchmark case, revealing a positive and significant associ-
ation between Gini coefficient and average real income: a one-unit increase in the Gini index
is associated with an increase in average real income of approximately 14700 euros. However,
when extending the analysis to a panel dataset covering all municipality types and applying
a Panel OLS specification with municipality fixed effects, the coefficient on the Gini index
for "A - Polo" municipalities turns negative and statistically significant (-14400). Importantly,
this model included interaction terms between Gini and municipality class dummies, indicating
that the relationship between inequality and income differs systematically across municipality
types. The divergence between the two results can be explained by differences in model struc-
ture: the OLS regression captures cross-sectional differences between "A - Polo" municipalities
without accounting for broader municipality-level unobserved heterogeneity (urbanization, ag-
gregate wealth), while the Panel OLS regression exploits within-municipality variation over time,
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controlling for time-invariant characteristics (region, class). Indeed, in central areas the top 1st
percentile share is remarkably higher than in all the other areas for the whole 2000-2022 period,
on an increasing trend as visible in Figure 2.511. Then, while richer central municipalities may
tend to exhibit higher inequality in cross-section, within a given "A - Polo" municipality, an
increase in inequality over time is associated with a decrease in average income.

Figure 2.5: Top 1st Income share over time by Municipality class

2.5 Occupational Choices

The Italian labor market has been mainly stable between 1987 and 2022 marked by a gradual
decline in unemployed and inactive individuals that entered the labor force, in particular between
16 and 64 years old the system passed from 46.2% of individuals in non-professional condition
to 38%. Within the labor supply, the most part is covered by workers or similar positions (from
21.2% to 25.3%) and employees or teachers (16.4% to 21.6%). Managers and freelancers doubled
in proportion from 0.7% to 1.5% and from 1.5% to 3.4% respectively which even if in absolute
terms consists of a minor difference, their increasing numbers underline a growing presence of
small enterprises and a greater need for administrative roles. Conversely, entrepreneurs and self-
employed have halved from 11.3% to 7% driven by the decrease of entrepreneurship positions
and of large enterprises. Beneath this slow-moving general level of position types, looking at
the labor shares by sector type could give a different perspective on how and which sectors
are generating the major demand of labor. In this sense an analysis by sector identifies a
transit from physical production to public administrations and service sector, indeed agriculture
went from 3.6% to 3.1%, industry and construction from 16.7% to 13.8% with transports and
communications from 3.6% to 5%. While monetary, financial and insurance intermediation grew
from1.6% to 2% and Public Administration, real estate activities, business services and other
public and private services from 16.6% to 25.9%.

11Slight differences with Guzzardi & Morelli (2024) follow directly from their attribution of unobserved income
to the bottom 90th percentile of the population.
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This transition in shares of population between sectors and careers creates, among many, move-
ments in both wealth and income distribution that are captured by the growth incidence curves
by work category12 of Figure 2.6 that takes into consideration only active population between 16
and 65 years old. On the income side, it is observable that for the most part all working classes
experienced a decrease in income levels, more substantial for freelancers and self-employed after
the median percentile while for freelancers, workers and mainly unemployed or inactive indi-
viduals in the bottom of the distribution. While entrepreneurs at the bottom 20th percentile
increase their incomes by 27.5%, workers saw a decrease of 15.6%, freelancers of 12.4% and sub-
sisting individuals of 44.3% having the poorest part of population with significant real income
drops that starkly affected unemployed and inactive individuals. Whereas the latter are the
only class that rises above zero growth for richer percentiles before the 1st top ones, with only
workers growing for example of 3.8% at the 10th top percentile and staying below zero growth
levels until top 30th percentile. This trend could be explained by the fact that public safety
nets, assistance programs and subsidies grew in the last 35 years, carrying some individuals out
of poverty but apparently leaving behind many others anyway at the expenses of the working
share of population. Looking instead at the wealth growth incidence curves it can be argued
that wealth levels grew for the majority of working classes after the bottom 35th percentile with
a stable growth of about 40% for workers, entrepreneurs and self-employed while freelancers saw
even their wealth decreasing reaching a dip of -40% at 10th top percentile and then rising again
for top 1st percentile. Wealth growth had a more stable movement for middle and upper class
while for bottom percentiles freelancers and entrepreneurs or self-employed observed starker
increase of 70% and 84.7% respectively at the 15th percentile and workers and subsisting indi-
viduals experienced a marked decrease in wealth in the whole 30th bottom of the distribution
with -63.7% for both at the 15th percentile.

Figure 2.6: Growth Incidence Curves by Work for Income and Wealth

Other than by growth incidence curves, inequality dynamics within and between labor classes can
be observed by the previously used HUD statistic gaining a different perspective of the problem.
For example the difference of distances between real income of bottom 10th and 1st percentile

12Worker and similar position, employee or teacher, executive or manager employee and administrators are
under the denomination of "workers", then free professionals under "freelancers", entrepreneurs and self-employed
under the same name and individuals in unprofessional conditions are under "subsistence".

20



workers has increased by a minuscule 0.37 times their real income in 1987, as the HUD between
bottom 10th workers and entrepreneurs or self-employed as it grew by 0.54, representing that
the divide between this two categories in the poorest percentiles rose by a small amount. While
the HUD between poorest 10th workers and richest 1st percentile entrepreneurs or self-employed
decreasing by 1.98 times the income of workers in 1987. Median worker and entrepreneur or self-
employed remained approximately at the same distance. This analysis could be contaminated
by the presence of self-employed and entrepreneurs together in the same statistic but their
unbundling is, at the SHIW data level, not feasible given that entrepreneurs and self-employed
are part of the same grouping. Nevertheless it is possible to derive that incomes between working
class and entrepreneurs remained at a constant distance in the latter 35 years which in its limits
reaches an income of richest entrepreneurs that is 9 times the one of poorest workers. On the
wealth side furthermore, the HUD between 10th and 1st workers’ percentiles increased by a
factor of 39.7, so a wealthy worker now has increased its wealth distance from a poor worker by
39.7 times the latter’s wealth in 1987. While HUD between poorest workers and entrepreneurs
or self-employed is 5.4 and the one between poorest 10th workers and richest 1st entrepreneurs or
self-employed is 369.96, so the latter wealth difference rose significantly between working classes
and percentiles. In 2022 the wealth of top entrepreneurs is 2773.5 times the one of poorest
workers. This framework gives some examples on how small differences in income and working
opportunities could lead to a disproportionate increase in relative inequality but also absolute
one and builds the starting blocks of the next part of this study. One of the main factors that
in the following modeling framework acts on income and wealth distribution is the dynamic of
occupational choices and having this real world data analysis in mind is going to be vital in
understanding the link between reality and theoretic simulations.

2.6 Education

Education plays a crucial role in promoting social mobility by providing publicly accessible
opportunities for children from all backgrounds while breaking the cycle of inter-generational
socioeconomic status determined by family background (Holmlund & Nybom, 2023). Studying
its characteristics and the magnitudes or ways in which it is anyhow influenced by family income
and wealth is useful to have a deeper understanding of intra-generational opportunity differences.

From 1977 to 2022 an upward trend in educational attainments is observable, as in Figure
2.7, passing from 36% to 74% of individuals between 19 and 26 years old that accomplished a
secondary school or higher degree. However looking at children of bottom and top percentiles
separately highlights significant differences in slope that deepen the distance between low income
family children and high income family children13. Indeed, even starting in 1977 at similar
levels, in 2022 93% of children whose parents reside in the top 90th of total income distribution
achieved secondary or higher degree while for children of the bottom 40th the value drops to
60%. This simple statistic underlines the stark influence of socioeconomic background on own
future opportunities, stemming from schooling inequality and then flowing into every aspect of
individual private and working life.

Income can be a direct effect of education for both parents and children, as evidenced by studies
13The definition of percentiles for each family comes from the highest individual income between parents, in

this way calculating the family percentile as the highest percentile in that family.
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such as those examining the impact of educational attainment on earnings (Autor, 2014; Betts,
1998), while also fostering the transmission of economic advantage, mainly for top earners, and
lowering inter-generational mobility (Corak, 2013). Therefore, observing parental education14

achievements in relation to their children is essential to fully analyze how family factors influence
children’s opportunities. In particular, the conditional probability of achieving some level of
education given parental education underlines the strong effect of the latter. For example, if
parents had an education level of 1, then the highest conditional probability level of 50% is
reached for children’s education of 2, in other words, children in 2022 had a high probability of
achieving a level further education than their parents until parental education equal to lower
secondary grade. After that level the highest conditional probability is reached for the same
level of education of the parents and conditional probabilities drop significantly after and before
that peak, highlighting a malfunctioning social mobility system. In Figure A.6 it is observable
that for parents with a bachelor degree their children had a 61% probability of reaching the
same degree while for higher degree the probability splits between 48% and 46% for respectively
bachelor and higher.

Figure 2.7: Proportion of individuals with Secondary School or Higher by Family percentile

2.7 Linking Data to the Model

The historical framework and shares perspectives on income and wealth distributions reveal sig-
nificant trends regarding population dynamics and economic stratification. Real income growth
has disproportionately benefited retirees, while the working class faced a decline particularly
pronounced among the bottom percentiles, contrasting sharply with the exponential income
growth of 2 to 5 times observed for the top 0.1th percentile. These trends highlight a growing
divergence in income distribution, possibly driven by structural changes in the interconnection
between labor markets and pension systems. In particular pension income has shifted from
lower to higher percentiles, contributing to a more homogeneous distribution of income shares,
nevertheless, labor income remains underrepresented compared to business income in the top
percentiles which are also the sole receiver of financial incomes, while the bottom 10th percentile

14Parental education is calculated as the maximum education value achieved between the couple.
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increasingly relies on social transfers. Furthermore wealth accumulation has been substantial
(58.2%) but benefiting for the most part retiree between the 20th and 40th percentiles with
huge increases for both elderly and working class in the upper percentiles. Wealth shares are
gradually shifting toward real estate starting from the 20th percentile upwards, suggesting a
potential financialization of the housing market whereas the remaining poorer population is ex-
periencing a drain housing wealth. Among top percentiles, financial assets other than bonds
are on the rise, reflecting their possible access to more profitable investment opportunities. On
the geographical side, disparities are becoming increasingly significant as the Gini coefficient for
wealth remains high, with pronounced concentration at the regional and municipality level as
wealthier individuals concentrate in central urban areas. Lastly, education does not promote
social mobility as children of richer individuals get increasingly higher education than the poorer
classes with diverging trends.

In summary, observational data depict a framework characterized by: a right skewed wealth
and income distribution with growing values for top percentiles while working class income de-
creased over time and wealth grew less than retirees. Gini index for both monetary dimensions
is stable or slowly reducing, nevertheless wealth Gini levels remain elevated and absolute in-
equality continues to rise as evidenced by HUD values. This macroeconomic environment serves
as the foundational input for forthcoming model simulations used to understand the underlying
microeconomic behavioral dynamics of the economy and the future path that it will go through
given the objectives of the policymaker. The initial wealth distribution used in the Italian sim-
ulations is based on 2022 Gini Index and Italian data, fitted with a combined lognormal–Pareto
distribution to capture the heavy tails of wealth distribution. The parameters for lognormal
part (σl, µl), for Pareto tail (α), and the threshold between the two (θ) are calibrated on a
scaled version of the Italian dataset to adjust for the model’s scale. The number of employee
is set to 10 following the labor market shares analysis, the free risk rate is set to 3% aligning
with Italian sovereign long-term bond yields and risky returns are set to have lower and upper
bound at 10% and 20% to account for both returns in the stock market and in-company re-
turns on investments. Then the intertemporal rate of substitution is set to 0.9 as a literature
standard (Ferriere & Navarro, 2024) while the coefficient representing income utility is set to
yield a marginal propensity to consume of approximately 65%, calibrated using Italian data.
The remaining part of this chapter which focused on geographical, age-dependent and educa-
tion inequality is excluded from the simulations. Including these factors would have introduced
significantly greater heterogeneity, resulting in computational demands beyond the scope of this
project. Nevertheless, they will be considered in final conclusions, as incorporating such hetero-
geneity would likely result in higher estimates for the Gini Index than those produced by the
current model that in this sense defines a plausible lower bound in this context.

In the next chapter, before delving into model framework and simulations, the project will isolate
the effect of government decisions on wealth distribution in the economy. This plausible impact
can create a feedback loop between inequality and policy that must be taken into consideration
at the simulation stage. It is necessary then to understand the existence and the magnitude of
this phenomenon and in the meantime study the heterogeneity in it given particular taxation
schedules that will then be used in forthcoming simulations.
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3. Effect of Public Policies: spending multipliers

The influence of inequality, and in general heterogeneity in population characteristics, on gov-
ernment’s action is the primary scope of this research, nevertheless it is essential to take into
consideration the mutual relation between inequality and public intervention, a feedback loop
in which inequality shapes fiscal policies while fiscal policies shape inequality as mentioned in
section 1.4. Following that objective, the current chapter is going to analyze the effect that
the central authority has on individuals while testing for the significance of public expenditure
multipliers in the Italian economic context. If this influence exists, and the project is explicitly
going to argue that it is the case, it helps to rationalize why using an agent-based model: to
account for such complex and interconnected phenomena leaving enough space of action to each
individual agent.

3.1 Local projection method

The paper uses a local projection method developed by Jordà (2005) to estimate horizon-
dependent spending multipliers while detaching the exogenous variability of government ex-
penditure by an instrumental variable design following Ramey & Zubairy (2018) as in the work
of Ferriere & Navarro (2024) where they extend this methodology to estimate state-dependent
multipliers. A linearized version of the latter problem can be written as follows:

h∑
j=0

∆jyt+j = αh +AhZt−1 +mh

h∑
j=0

∆jgt+j + ϵt+h, for h = 1, 2, ...,H

where ∆hyt+h = Yt+h−Yt−1
Yt−1

is the GDP growth and ∆hgt+h = Gt+h−Gt−1
Yt−1

is the adjusted-by-GDP
increase in government spending, both from time t to the horizon h. The cumulative spending
growth is then instrumented by a spending shock gt, the government spending innovation, to
control for endogeneity. The regression can also be modified to account for state dependence
building a series of dummy variables representing each state of the world as follows:

h∑
j=0

∆jyt+j = I(st = P )

αP,h +AP,hZt−1 +mP,h

h∑
j=0

∆jgt+j


+ I(st = R)

αR,h +AR,hZt−1 +mR,h

h∑
j=0

∆jgt+j

+ ϵt+h

where st represents the different tax progressivity states allowing multipliers {ms,t} and the
other parameters of the model to become state-dependent, in fact splitting the identification
setup into progressive (st = P ) and regressive (st = R) states. In both versions the control
vector Zt−1 comprises lags of private GDP growth, government expenditure growth and a meas-
ure representing the average marginal tax rate (AMTR) during the period 1982:Q1-2022:Q415.
The study utilizes growth values instead of absolute variables because of the high degree of
multicollinearity in Italian GDP and public expenditure data. Data are quarterly while for the

15The research of Ferriere & Navarro (2024) does control for levels, as GDP value or government expenditure
value, instead of percentage changes. In the current study controlling for levels was not possible due to a high
multicollinearity between covariates, because of that it focuses the analysis on growth instead of levels.
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AMTR the annual measure is replicated four times to allow quarterly granularity given the ab-
sence of finer tax reports. The effective lag used in both local projection estimated by ordinary
least squares and government innovation by two stage least squares is derived observing the
autocorrelation function, in the benchmark case the lag was set to l = 9 in order to achieve
non-correlated residuals.

3.2 Instrumenting government innovation

In the benchmark model the spending innovation gt is instrumented using the approach of
Giordano et al. (2007), that builds upon Blanchard & Perotti (2002), identifying spending
shocks by building a VAR model and then imposing a series of contemporaneous restrictions on
the error vector as to extract structural fiscal shocks. In detail the benchmark method first fits
a vector auto-regressive model to the set of variables consisting of private GDP, public spending
and AMTR, then it returns the vector Ut of model’s residuals.

A · Ut = B · Vt

where A and B are restriction vectors allowing to rewrite residuals as structural shocks. It
is then possible to express each reduced form innovation of government dimensions as linear
combinations of the structural shocks vi

t and the other reduced form innovations ui
t present in

the VAR model:

ug
t =

∑
i∈I

αg
i u

i
t +

∑
j∈J

βg
j v

j
t + vg

t

where each parameter αg
i represents both the automatic elasticity of the macro-variable i to

the fiscal variable g and the discretionary adjustment in variable i made by the policymaker
as a reaction to an innovation in these macro variables. Then by exploiting the existence of
government decision and implementation lags it can be argued that, leveraging quarterly data, αg

i

captures only the automatic elasticity of the fiscal variable g to the macro variable i (Giordano et
al., 2007). While the parameter βg

i measures the contemporaneous effects of each fiscal variable i
on the fiscal variable g in the domain of structural shocks. In the particular case of the benchmark
VAR model with GDP, public expenditure and average marginal tax rate used to identify the
structural shock of government expenditure, the coefficients for macro variables become zero
given their negligible instantaneous effect on expenditure and the structural coefficient for tax-
related variables is assumed to be equal to zero given that government purchases are decided
before taxes. With this identification design it is possible to derive the government innovation
directly from model’s residuals which can be then used to instrument government expenditure,
according to both relevance and exclusion criterion, given the exogenous nature of these shocks.

ug
t = vg

t

3.3 Empirical Results

The empirical analysis operates on the historical SHIW database from 1977 to 2022 for disag-
gregated and micro-level annual data on household’s income and composition weighting each
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observation allowing for historical comparison, then quarterly and annual data from ISTAT and
Bank of Italy public databases for macro-level variables.

The prior identification framework necessitates, other than government expenditure data, of
statistics that represent the tax schedule of the economy, specifically the Average Marginal
Tax Rate (AMTR) and Average Tax Rate (ATR), in order to achieve a causal identification
of innovation shocks as structural shocks. The methodology adopted in this study aligns with
that of Alvaredo & Pisano (2010) as referenced in Barro & Sahasakul (1986), where AMTR
series are constructed weighting each individual marginal income tax rate by the gross income
generated under the related marginal income tax with percentile granularity. With the interest of
deriving meaningful measurements and control for robustness, the paper builds also on the work
of Blanchet et al. (2022) starting from percentiles of the empirical distribution to then recover
the continuous distribution of income following the method of generalized Pareto curves16. Both
give similar results, and so in the paper the empirical distribution is going to be used when there
is no need for infinitesimal granularity, on the other hand, for more specific implementations the
distribution derived from Pareto curves will be preferred. Then the tax schedules utilized are
derived from Alvaredo & Pisano (2010), covering the period from 1982 to 2004, supplemented
by administrative tax data for the years 2005 to 2022.

The AMTR is employed primarily for achieving causal identification, while both measures con-
tribute to deriving a parameter indicative of the level of progressivity within the economy,
denoted as γ in accordance with Ferriere & Navarro (2024). This parameter is going to be
crucial in the differentiation between progressive (st = P ) and regressive (st = R) states. To
distinguish between the different states the paper builds upon the same ratio of the latter au-
thors by applying a rolling average approach to the γ parameter: if the previous four quarters
average was higher than the next four quarters one the state was cataloged as regressive, instead
as progressive. The same methodology has then been tested for different windows before and
after the focused period to achieve robustness.

Figure 3.1: Public Spending multipliers by horizon for Linear and State dependent regression

Figure 3.1 plots the cumulative spending multipliers on private output ms,h for each horizon
h with quarterly granularity and each state s = [P,R] comparing them with the non-state

16Pareto distributions are calculated using the online interface at the World Inequality Database website based
on the gpinter R package developed by the authors of Blanchet et al. (2022).
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dependent estimation or the linear version. In the latter the effect of government spending on
output in the same period is 0.98, this effect falls to non-significance for 1st quarter horizon from
which starts to increase until peaking at 4th quarter at 1.18, then decreasing steadily until non
significance. Given the calculation of cumulative multipliers, this behavior could be explained
by a short-term view of the until-now Italian administrations, creating short-term well-being at
the cost of long-term crowding out. Regarding the state-dependent multipliers calculated with
a rolling average on γ, progressive and regressive coefficients are statistically different from each
other at 5% for the 3rd and 4th quarter, coherently with the linear version. Multipliers during
periods of increasing tax progressivity are significantly higher than the regressive periods, in
which instead coefficients are for the most not statistically different from zero for short-term
while between 0 and 1 for long-term horizons, with lower variance. This derivation is utilized
as convincing evidence that government is able to influence aggregate production and that its
spending decisions are also affected by tax progressivity in the Italian context.

It could be the case that differences in multipliers are driven by differences in deficit spending
instead of progressivity. To test it the local projection equation is re-estimated with government
quarterly deficit as the dependent variable, deriving deficit spending multipliers, which are not
statistically significant at 5% level and also not significantly different between progressive and
regressive states. It can be argued that progressivity does not influence spending multipliers
through a correlation with deficit spending. Furthermore as robustness checks the study controls
for other macro-variables like interest rate, average marginal and average tax rate, also for
different definitions of progressive and regressive state expanding and contracting the rolling
mean range, which do not change its main findings.
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4. Modeling inequality

The preceding chapters have laid the foundations for a detailed understanding of economic
inequality in Italy by combining historical data analysis with causal inference. Through tools
like HUD statistics and growth incidence curves, the study exposed rising absolute inequality and
the uneven gains from economic growth, particularly favoring older, wealthier cohorts and central
areas of the country, creating a more skewed wealth distribution while wages remained constant
over time. Moreover, the causal impact of fiscal policy, especially taxation and social transfers,
has been rigorously assessed, demonstrating that the government action can shape distributional
outcomes over time, creating a feedback loop environment. With these insights in place, the
following section turns to the model itself. Anchored in the empirical findings of Chapters 2 and
3, the ABM is calibrated using real Italian labor market data and wealth distributions. This
calibration enables a dynamic simulation of inequality under different fiscal regimes, offering a
robust platform to explore the long-term effects of policymaker’s best responses given a starting
wealth distribution and its objective function.

The study adopts an agent based modeling framework with, as behavioral rules, a mixture of
anticipatory learning technique in the form of Q-learning and connectionist learning utilizing
reinforcement learning neural networks to understand the joint behavior of population and
government in presence of different kinds of heterogeneity. The aim is to construct a system
satisfying the definition of completely Agent Based Model (c-ABM), the computational modeling
of processes as open-ended dynamic systems of interacting agents with the scope, reflected by its
internal seven primary principles, to study real-world dynamic systems as historically unfolding
events, driven by agent interactions (Tesfatsion, 2023), entering in the world of Agent-based
Computational Economics (ACE). Following its axiomatic characterization a c-ABM modeling
framework builds the agent’s state as the union of data, attributes and methods in a given
instant (definition), with interactions determined by the intrinsic connection of agent states at
this instant (local constructivity and autonomy). World state is determined by the ensemble
of agent states at this instant (system constructivity) while events are caused exclusively by
prior or current agent interactions (system historicity). It is worth noting that a state can
include acquired or evolved attributes taking the form of non-constructive beliefs assigning
truth values to propositions that are not locally constructively decidable, an outcome that is
history-dependent. In this sense it can be argued that c-ABM allow for non-Markovian processes
being a general operative methodology to assess real-world scenarios and its justification and
illustrative support as flexible and rigorous modeling methodology is carefully acknowledged by
Tesfatsion (2017).

4.1 Distribution-determined Economy

The first step to study in detail the influence of a central power on individual decisions is to
create an environment without the central power. In this sense the paper relies on the work by
Banerjee & Newman (1993) which models economic development as a process of institutional
transformation driven by the interplay between occupational choices and wealth distribution
in a theoretic framework. A simplified version of the latter is then translated into the ABM
set-up creating a solid baseline for the further introduction of an administration and following
the seven principles of c-ABM framework for robustness and generalizability.
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Preferences over income. Agents are risk neutral and their preferences over consumption c of
the sole physical good in the economy and the bequest b left for the offspring are cγb1−γ −z where
z is the labor effort. Then the utility over income takes the following form with δ = γγ(1−γ)1−γ :

u(y, z) = δy − z

Occupation decisions. There are three ways in which individuals are able to invest their own
wealth. First, a divisible safe asset that requires no effort (no labor needed) which yields a fixed
return of r̂ < 1/(1 − γ) bounded to restrict long-run wealth explosions. Second, a non-divisible
asset that requires capital initial investment I and one unit of labor, it has a probability q of
succeeding leading to a return r of r1I and 1 − q of r0I where 0 < r0 < r1. Third a monitoring
technology allowing for aggregate production monitoring µ > 1 other individuals which are going
to exert one unit of labor and I units of capital to undertake projects that yield a return of
r1I or r0I given probability q′ ̸= q, being then remunerated by a wage v. The expected rate of
return for both individual and aggregate production is the same, while individual returns differ
in the sense that the aggregate production offers greater variability with higher max and lower
minimum returns, from which q and q′ are balanced to achieve same expected value of returns
r̄. The investment possibilities in fact create four kinds of occupations: subsisting individuals
which live on wealth invested solely on the divisible good, working class with a part invested in
divisible and the other used in aggregate production while exerting labor effort, self-employed
individuals who embark in the non-divisible investment alone and entrepreneurs benefiting from
working class efforts obtaining µ ∗ rI and exerting own labor effort to monitor them.

Occupation payoffs. By construction combinations between occupational status are non-
feasible, it follows that the payoff structure that takes into account each occupation and the
previous utility function is:

subsistence δwr̂

worker δ(wr̂ + v) − 1

self-employed δ(wr̂ + I(r̄ − r̂)) − 1

entrepreneur δ(wr̂ + µI(r̄ − r̂) − µv) − 1

from which the wage range [v, v̄] can be directly identified. Indeed the minimum wage in the
economy, that allows for a positive supply of workers is the one that makes individuals better-
off working than subsisting, so v = 1/δ. While in order to have positive demand of workers
the economy needs aggregate production and so entrepreneurs, which are better-off than self-
employment if wages are below v̄ = ((µ − 1)/µ)I(r̄ − r̂) as described by the authors. As
a consequence of their framework, the wage level is allowed to assume the value v if supply of
labor is higher than demand and v̄ vice versa with no other possibilities other that when demand
and supply coincide, in which case wages can take any value in the interval [v, v̄]. Alternatively
the current study utilizes an approach that takes into consideration competitive and contractual
power dynamics of the system in a smoother way as wages are calculated as follows:

v = v + (v̄ − v) · ψ

ψ + 1 where ψ = LaborD

LaborS
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where ψ is the ratio between demand and supply of labor used as a weighting parameter that
increases wages if the working class has more contractual power and otherwise decreases them
if entrepreneurs have the lead, while wages are constrained as v ∈ [v, v̄].

4.2 Q-learning Agents

The second step is to define how agents make decisions in the environment following their payoff
structure. In this sense, instead of relying on construction of agent behavior based on previous
literature which may encounter the same degree of subjectivity and in particular the same
structure of assumptions that the ABM methodology aims to overcome, the paper approaches
the decision problem with a more flexible procedure that leverages both reinforcement learning
(RL) and deep learning (DL) techniques17 in a finite horizon optimization set-up.

In dynamic programming problems it is a common approach to make use of the Bellman Equa-
tion however, when dealing with agent-based models (ABM) characterized by inherent non-
stationary properties, it becomes essential to reconsider how these calculations are performed.
The complexity associated with computing an infinite horizon Bellman equation escalates as the
number of states and actions increases, due to the curse of dimensionality18, hindering effect-
ive modeling and analysis. In dynamic systems that exhibit feedback loops, as the one taken
into consideration, the environment is inherently non-stationary (Laurent et al., 2011), indeed
present actions influence the future state of the system in ways that subsequently affect future
behavioral choices. A finite horizon approach effectively captures this temporal aspect by allow-
ing agents to adapt their strategies based on immediate feedback within a defined time frame.
Furthermore, finite horizon models facilitate a more straightforward implementation of adaptive
learning mechanisms. Agents can optimize their behavior over a limited period, adjusting their
strategies based on observed outcomes without the burden of accounting for an infinite future
that is nevertheless going to be influenced and changed by own decisions in ways that are not
known before-head. Additionally, many real-world scenarios are naturally bounded in time, so
employing a finite horizon approximation enhances the relevance and applicability of findings
derived from this kind of models, ultimately contributing to more effective economic analysis
and policy formulation.

The other crucial aspect is the way in which agents are going to behave given their state space
and action possibility space. In this sense the study does not define a rigid structure of thought
for the agents, instead it builds a Q-learning algorithm that enables agents to learn optimal
actions in complex environments following an anticipatory learning approach. The main differ-
ence between this two approaches regards the information space of the agents, indeed dynamic
programming approach requires a complete and accurate model of the environment while re-
inforcement learning does not, instead it trains the agents to reach the optimal set of actions
through trial and error interactions. In addition RL balances exploration and exploitation of
optimal actions to maximize cumulative rewards, it requires extensive interaction with the envir-
onment, as the case in the following model with feedback influences between agents and agents
and government, and it is suited for dynamic, uncertain environments where the agent must

17An exhaustive mathematical definition of the deep learning framework with the instruments used in the
current study is available in Appendix A.2.

18An expression coined by the same Richard. E. Bellman referring to the phenomenon for which the efficiency
of algorithms deteriorates as the dimensionality of the data increases.
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learn through interaction. In a standard set-up, it assigns Q-values Q(s, a) to each state-action
pair, representing the expected future rewards for taking a specific action in a given state. In
the current framework instead, rewards are translated to action probabilities by which the most
plausible action is the one chosen by the agent. This operation gives stability to the learning al-
gorithm while allowing for explosions of future rewards that are then smoothed into a probability
space. This value-based method then iteratively updates Q-values based on received rewards,
allowing the agent to adapt following feedback from its actions, without requiring a detailed
model of the environment. Therefore, given previous horizon decisions regarding the framing
of dynamic optimization problem, and leveraging Q-learning methodology to better capture the
adaptive nature of decision-making in a dynamic environment, it is reasonable to approximate
the infinite horizon Bellman equation with a finite horizon formulation:

Q(s, a) = E
[
r + βmax

a′
Q(s′, a′)

∣∣ s, a] −→ QH(st) = max
{at+h}H

h=0

H∑
h=0

βhr(st+h, at+h)

where the present QH value for each state st is defined as the discounted sum over a horizon of
H periods of future rewards r, given a sequence of states {st+h} and a corresponding sequence of
actions {at+h} that maximize cumulative returns. The action space is composed of four actions,
one for each occupational decision, while the state space includes wealth w, rate of returns,
returns multipliers and probabilities, wage, workers and investment needed, number of workers
and entrepreneurs in the economy19, reaching N = 13. A given income y is also paired to each
action chosen by the agent. Then the maximization problem for each agent involves the definition
of a set of actions {at, at+1, . . . , at+H} in short notation {at+h}H

h=0, within which {a1, a2, a3, a4}
correspond to the choices of subsistence, employment, self-employment and entrepreneurship.
The maximization problem is defined as follows:

At each t, a∗
t = arg max

{at+h}H
h=0

H∑
h=0

βhr(st+h, at+h)

subject to at+h ∈ A(wt+h) for h = 0, ...,H

r(st, at) = δ(r̂wt + y(at)) − z(at)

wt = w0 +
t∑

τ=1
(1 + r̂)wτ−1 + y(at)

where at time t the agents observes their current wealth wt and state st, and selects the action at

that initiates the sequence of choices {at+h}H
h=0 which maximizes expected discounted rewards

over the horizon. Only a∗
t is implemented, after which the state is updated and the problem

is resolved taking into consideration the action space A influenced by the wealth level wt and
income y defined via agents’ preferred action at, so:

19To identify positive or null demand and supply of labor, and therefore wages.

31



with A(wt) =



∅, if wt ≤ 0

{a1, a2}, if 0 < wt < I

{a1, a2, a3}, if I ≤ wt < µI

{a1, a2, a3, a4}, if wt ≥ µI

y(at) =



0, if at = a1

v, if at = a2

I(r̄ − r̂), if at = a3

µ (I(r̄ − r̂) − v) , if at = a4

, z(at) =

0, if at = a1

1, otherwise

Regarding the horizon limit instead, the paper experimented with different horizons to leave
the agents more or less time to reflect on their own future actions while reaching a reasonable
computational complexity and time. The horizon set for the upcoming simulations is set to
H = 5 given that it leaves a considerable amount of time to the agents, while not falling into the
curse of dimensionality and leveraging the benefits of agent’s foresight until marginal increases
become meaningless.

Methodology then goes one step further by introducing deep learning in the framework, offering
several advantages over using traditional Q-learning algorithms, a structure called Deep Q-
learning Agent (Mnih et al., 2013) that enters in the connectionist learning approach. It is
suited for complex and changing environments in which aggregate variables enter, other than
individual ones, in the decision process of the agents on which it be trained in a feedback
loop environment. This set-up allows for the possibility to balance exploration of different,
off-path, actions, and exploitation of the best possible ones yielding maximum rewards using a
single parameter ϵ without loss of stability or incurring in local maxima. Therefore the study
employs a neural network structure of N inputs, the state variables known by the agent, one
output for each occupational choice the payoff matrix allows for, so 4 output size, and then
two hidden layers of size 256. As activation functions the network uses leaky ReLu for the
inner layers while no transformation for the final layer, the one that is going to be trained to
output each action’s rewards then translated into action probabilities. The loss function is a
custom loss function that takes predicted rewards and the target rewards calculated by the
finite horizon previous formulation, it then uses a softmax20 transformation to create action
probability from rewards and then calculate the difference between predicted actions and target
actions. This methodology, in conjunction with temperature and noise parameters, creates a
framework resilient to weight and reward explosions and to sharp increases in rewards due to
the ever changing and possibly escalating individual wealth.

An algorithmic set-up as the one presented could become heavily time-consuming and inefficient,
that is why the study accounts for such situations by allowing the network for a pretraining.

20Used in machine and deep learning literature in order to transform outputs in probabilities while smoothing
the distribution, particularly suited for the present case in which there are frequent sharp rewards with stark
differences between action outcomes.
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After the decision of environmental, agent and hyper parameters, the script searches through
existing .pth files, following a particular naming convention, the one that matches selected
parameters. If it does not find any pretrained network weights file, it starts to create one given
all the possible permutations of model variables with a range of 50 wealth levels created with
the same algorithmic methodology of Ferriere & Navarro (2024) that is biased towards smaller
amounts. With the current agent’s behavioral set-up the system consists of less than 4.000
permutations, for each of them is then calculated the best possible outcome of choosing each
possible action today with a horizon H = 5. These 4 new columns containing the best rewards
by action are the ones used as benchmark to lower the cumulative error in a supervised learning
fashion. Pretraining is particularly useful at that latter stage, given that it is the most time
consuming section with 1.024 calculations in a tree-like path for each permutation, and repeating
such effort each time the script runs would be a waste. After pretraining, the weights are saved
with the same naming convention as before and then used to train the network. This procedure
must be rerun only if the choice of parameters has been never pretrained in previous iterations.

4.3 Preliminary Model Results

The main difference between the current derivation and the original model of Banerjee & New-
man (1993) is in the absence of dimensionality reduction that here is not allowed given that some
characteristics of the model depend on endogenous variables, as the wage level influenced by
number of workers and entrepreneurs in the system. The present framework does not allow for
debt or borrowing and so the rigid levels of wealth that divide each working class are absent and
do not create the basis for a simplification procedure starting from distributional informations.
Furthermore, other that contractual power, other dynamics stem from the use of a continuous
wage rate instead of the correspondence schema adopted in the original paper. For example
occupational choices and system’s composition are derived from labor market expectations on
the future presence of enough enterprises or labor force. In particular, supply and demand of
labor (calculated respectively as the number of workers and the numbers of entrepreneurs times
number of employee) are translated into allowed demand and supply of labor. In doing so,
during model iterations, each agent constructs its reward schedule following the presence, at its
time to act, of enough uncovered demand or supply of labor. When agents decide to become
workers then (uncovered) demand value decrease of one unit, while if they choose to become
entrepreneurs (uncovered) supply value lowers by the amount of employee that each enterprise
covers. This mechanism allows agents not only to understand their environment and decide ac-
cordingly, but also to update their own expected payoffs for worker or entrepreneur occupation
by changing the probability of having enough covered demand or supply in the same direction
of their current state. This updating follows a standard Bayesian approach starting from a Beta
prior distribution that updates with a Binomial observation Bin(n = 1, x) with x = 1 if enough
supply (or demand) is available. Given that the Binomial distribution is conjugate for the Beta
prior, the updated posterior distribution is itself a Beta, simplifying the updating set-up. In
this sense, regardless of which occupation the agent chooses, if in the present time step there is
enough uncovered demand to gain a positive reward in the case of becoming a worker, then the
same agent would update its expectations increasing the probability of encountering uncovered
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demand and so indirectly increasing the expected value of the working occupation21.

Factory versus Cottage: According to the authors, a "factory economy" is one that has a
strict three-class structure and little social mobility between the high and lower classes. In
particular, rather than regular economic processes, changes between these groups are virtually
entirely caused by stochastic variations in returns. The high worker-to-entrepreneur ratio leads
to consistently low salaries and is the main factor constraining upward mobility. Because of a
strong inter-generational bequest motivation, the low level of wages, determined as the minimum
wage accepted in labor market, keep workers from earning enough money to shift in a self-
employed position and move into the middle class. At the same time, existing entrepreneurs and
self-employed are protected from downward mobility by the wage suppression and comparatively
high returns to investment activity, even for the lower level of returns, which serves to further
enforce the continuation of class distinctions. Conversely, a "cottage economy" is characterized
by the majority of active population being self-employed. While a subset is wealthy enough to
engage in entrepreneurial aggregate production as employers, most remain self-employed due to
the scarcity of available workers coming from the lower class. In this system, the lowest feasible
earnings for the self-employed remain sufficiently high to ensure that future generations maintain
their middle-class status, thereby sustaining a relatively small lower-class population. As a
result, the economy reproduces itself over time, maintaining a stable occupational distribution
and in doing so reproducing itself. Their model predicts that any given economy will converge
to one of these two stationary equilibria, with the eventual outcome determined for the most
part by initial conditions of wealth distribution. In particular, economies in which the initial
proportion of poor individuals is relatively low, compared to the middle and upper classes, are
more likely to evolve into a cottage economy rather than a factory economy. In the meanwhile,
the ABM set-up with augmented wage dynamics predicts practically the same convergence to
these two states which is as before mainly determined by initial wealth conditions, but also by
non-separable investment that creates a wall between the working class and the self-employed
individuals. The factory economy furthermore, is more fluid in the sense that more individuals
change occupation due to the non-rigid wage schedule framework that depends on demand and
supply of labor instead of being the maximum or minimum wage in the system. If on one hand
the cottage economy retains all its characteristics while gaining a long-run trend of increasing
inequality due to the randomness of investment returns, on the other hand the factory economy
becomes more fluid and as so, there is a higher possibility of changing working status and of
middle class self-employed individuals who after death could be not able to leave as bequest
enough wealth to retain in the long run the position of self-employed, consequently seeing its
lineage stepping down to becoming workers or subsisting individuals. As in the original model
there is a thin line dividing self-employed which will increase their wealth and become willing to
be entrepreneurs to self-employed with decreasing wealth that will eventually become workers
or subsisting individuals.

Infinitely-living agents: Even if a case in which agents live forever is not particularly interest-
ing per se, it could be useful as a starting point to explain this occupational model and some of
its peculiar internal dynamics. The environment is comprised of investment variables (r0

se = 0.1,
r1

se = 0.2, rmul = 0.2, qse = 0.2, r = 0.03, I = 100) and labor market variables (µ = 5, N = 100)
21Further informations regarding the code implementation of this simple supply and demand updating with

consequent expectations’ update is available at the GitHub repository of the project.
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as its building block, then by their combination the economy constructs its state space, charac-
teristics of fluid labor market and expectation mechanism describe before. The simulation based
on a population with wealth distribution following a lognormal distribution, follows a standard
approach. First the script searches for pretrained weights on the defined environmental charac-
teristics, if the result is negative the network created and pretrained on different permutations
of possible states of the world, otherwise the network utilizes previously created weights. Then
after a period of approximately 500 epochs22 to minimize the difference between predicted and
actual rewards in the Q-learning fashion, the network starts to be operative and simulates this
changing dynamic environment.

As is observable in Figure 4.1, at time 1 agents experience the surroundings and find no enter-
prise, so their expected valuation of working pay lowers, nevertheless, in this particular itera-
tion, they explore the possibility of future enterprise creation failing. Until enough individuals
enter the aggregate production the lower class individuals with not enough wealth to become
self-employed stay in subsistence. Then subsisting individuals start moving to production as
workers increasing supply of labor in response to uncovered previous demand of labor and the
dynamic continues with ever more individual deciding to shift from self-employment, when they
have enough wealth to produce at the aggregate level, to entrepreneurship and from subsistence
to work. Workers then reach the breaking point in which they have enough wealth to become
self-employed gaining a higher reward and so the system pulls from working class pushing to
self-employment while lower uncovered supply lowers future demand and so even entrepreneurs
are forced or willing to become self-employed. The long-run stable equilibrium of an infinitely-
living society in the current framework is the cottage economy, with each individual working on
its own.

Figure 4.1: Simulation with infinitely living agents

This mechanism creates higher inequality in the first place, while the lower class is first chained
to subsistence and then obliged to work, the upper class becomes richer with self-employment
and far richer with aggregate production. The trend inverts when workers passed the wealth
threshold for non-separable investment in production and their best action becomes self-employment,
consequently increasing their income and wealth accumulation growth. After a first decrease in
wage levels due to the growing labor supply, when workers transit to individual production the
wage level increases with the shortage of supply which, in conjunction with higher uncovered

22A period of time in which the whole discrete state space is exhausted before re-running the network for the
next iteration.
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demand, lowers the rewards of entrepreneurs and their expectations of future profitable aggreg-
ate production. This mechanism builds up to the final outcome of a self-employed society with
a slowly increasing inequality due to the randomness of returns on investments given that the
best response to the other population’s choices is to be self-employed. As a concluding remark,
in Figure 4.1 is also plotted the final wealth distribution which defines a right-skewed distribu-
tion that resembles real wealth distributions thanks to the fact that the economy did not have
enough time to reach and stabilize at a self-employed or cottage system.

Different generations: The peculiarity of the ABM approach is to create an indirect boost
to social upward mobility through the wage mechanism that could in principle create an en-
vironment where workers become scarce and as a consequence wages increase until reaching a
point in which workers are willing to be self-employed reducing even more the supply of labor.
A dynamic that inevitably is going to create a cottage economy. A major influencing factor,
that prevents degeneration towards cottage economies in each simulation more than the other
environmental variables, is the presence of a non-divisible asset that draws the line between
workers and self-employed. If this investment is particularly high, then workers are not able,
in a reasonable life span, to reach the level of investment allowed to individual production, re-
maining anchored at their working class wealth level for the subsequent generation. Given the
dynamics of the model, in a system with the following investment variables (r0

se = 0.1, r1
se = 0.2,

rmul = 0.2, qse = 0.2, r = 0.03, I = 500) and labor market variables (µ = 5, N = 100) to
the average individual would take between 22 and 47 steps to reach a wealth level equal to the
non-separable investment while for the median one between 34 and 51 periods23. It is then
been chosen a period of 30 steps after which each individual dies and leaves as bequest a part
(1−γ) of its wealth to the future generation that inherits the same behaviors in the way of same
until-now trained network. In an economy constructed in this way, workers are not able, for the
most part, to escape their wealth and income conditions and so to improve their living stand-
ards reaching self-employment status. The environment reaches a stable situation resembling
a factory economy in which coexist entrepreneurs and workers covering the respective supply
and demand for labor, and self-employed with not enough wealth to produce at the aggregate
level, with also a part of the population in subsistence given the fact that there is not enough
uncovered demand of labor to employ each lower class individual. This dynamic can be observed
in Figure 4.2 for the first 50 steps where it is clear the point in which the whole population leaves
the place to the future generation and the wealth distribution that is created is somewhat more
unequal than the starting one as output of a factory economy.

It is also possible to extend the simulation to more periods (in the example 200 steps) to see that
effectively a factory economy in this ABM set-up is a stable solution and builds up inequality
of wealth endogenously until reaching a stable but high level of Gini coefficient. In Figure 4.3 it
is visible in both the first increasing and then stabilizing level of Gini index and in the resulting
final wealth distribution. In the same plot it is also possible to visualize the movement of wealth
for each individual in the economy with clear picks and dips at the time of inter-generational
change. An economy that stabilizes on a factory system consists of working class agents that
are not allowed to escape from it in the duration of a generation and so they remain workers or
subsisting individuals. While for wealthier agents they are able to reach a high enough level of

23The derivation of this threshold through an iterative procedure and starting from model dynamics is present
in Appendix A.3.
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Figure 4.2: Simulation with aging agents

wealth and consequently stay as self-employed or employers for the current and next generation.
In the same plot the wage level corresponding to each period is also observable, which after some
initial high variability, stabilizes in a cyclical path given by this death and birth cycle24. If on
one hand a cottage equilibrium creates two distinct and rigid social classes with self-employed
and subsisting individuals, on the other hand the factory equilibrium gives some possibility of
upward (and also downward) mobility with enough steps. In the up-right graph the final period
wealth distribution is plotted, in this particular case the distinction between low, medium and
upper class is heavily underlined. In particular subsisting individuals and workers are part of
the lower class, while self-employed and entrepreneurs are part of the medium and upper class.
In other simulations stabilizing in factory equilibria, with different parameters, the behavior is
slightly softer and distinction is not so marked, but the main takeaways are the same.

Furthermore, there exists a hyper-parameter that deeply influence economic dynamics: ϵ. It
defines the probability of an agent to explore, that is, to act in a sub-optimal way. In doing so it
allows workers and entrepreneurs in the economy, even if their initial payoffs are lower than their
counterparts for individual production or subsistence. The ϵ parameter builds the foundations
of the ABM set-up and allows agents to try different behaviors in order to achieve a higher
long-run wealth. It is set to ϵ = 0.1 at the start of each simulation and then decaying at a given
rate reaching a floor of 1e − 3. Apart from hyper-parameters and non-separable investment,
other model features nevertheless have interesting effects, even if these effects are weaker by
comparison. The number of employee in a given firm, which indirectly represents the firm size
is a force of upward mobility as, given wage dynamics, a larger firm is able to pay a higher
maximum salary. It follows that individuals need a much shorter time span to escape working
class and becoming self-employed, reaching the equilibrium of a cottage economy system. This
rising movement is countered by the number of individuals below the non-separable investment
threshold that compose the available working class and so the supply of labor which is inversely
proportional to wage level. In other words, larger firms allow for higher wages, while larger
labor supply decreases the contractual power of the working class and consequently wage level.
The same converging behavior to a stable state of cottage economy comes also from increasing
the riskiness of aggregate and individual production with a higher r1

se or r1
en that augments

the speed of wealth accumulation for self-employed and entrepreneurs but also for working
individuals thanks to higher possible maximum payable wages.

24Given the simulation parameters the maximum and minimum levels of wage are set to v = 1.64 and v̄ = 60.
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Figure 4.3: Complete Simulation output

4.4 Effects of Initial Wealth Distribution

Accounting for the previously defined model dynamics, it is reasonable now to summarize which
are the main influences of a given initial wealth distribution among individuals on the long-term
equilibrium. Figure 4.4 explains this concept in a bi-dimensional box with wealth level and
concentration of wealth respectively for axes and ordinates, in the absence of labor mobility25.
While wealth level w ∈ [0, w̄] indicates the aggregate wealth in the system, the concentration
index c ∈ [0, 1] has the same meaning of Gini index in the sense that calculates the concentration
of wealth among individuals with c = 1 for full concentration and c = 0 for full wealth equality.
Using this framework and defining a small number of fixed points, it is possible to derive the
long-term equilibria of each economy given its starting distribution26. In detail, if the aggregate
level of wealth is lower than w2 = In and the system is at full equality, at the point (w2, 0), no
agent has enough wealth to invest in the non-separable investment; it follows that the economy
is stuck in a subsisting system.

As concentration grows some individuals are able to become self-employed, converging towards
a cottage economy, that is why the subsisting zone shrinks as concentration grows until reaching
a singleton at maximum concentration and minimum or zero wealth, where no real economic
system can stem. Indeed the left-side with w = 0 consists of systems outside the model as
they lack wealth to start acting and growing. Point A for example is an economy with perfect
equality but a low level of wealth, while point B economy has higher aggregate wealth, more than
enough to allow all individuals to become self-employed. Another interesting point is (w1, 1)
with w1 = Iµ + n − 1, which is the spot where aggregate wealth level is enough to sustain an
entrepreneur individual with all the other agents at w = 1, entering the factory economy long
term equilibrium. The same is true on the maximum concentration level up to and including the
upper-right corner with (w̄, 1), where the D point resides. The last meaningful point is C, at the
coordinates (w3, c3). To understand the shape of the factory economy equilibria zone it has been
useful to start from analyzing the concentration level. In order to reach a factory economy the

25Defined by a number of time steps not allowing for the accumulate of wealth in order to increase (or decrease)
individual occupational status.

26Given that the system allows for a factory economy to stem from model dynamics thanks to exploration steps
(ϵ > 0) in early model stages.
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Figure 4.4: Long term model dynamics given aggregate level and concentration of wealth (no labor mobility)

least level of concentration needed must allow some agents to become entrepreneurs while the
other remain under the non-separable investment wealth level I. Furthermore, the lowest level
of c allowed is the one with entrepreneurs at wen = Iµ+e and ww = I−e, just above and below
entrepreneur and self-employed threshold. From this point increasing the aggregate wealth27

would allow workers to become self-employed with the economy going to a cottage equilibrium,
the same is true if wealth decreases for everyone given that the previous entrepreneur has no
more the wealth needed for aggregate production. That is why there is a singular point at c3 and
not a plateau. Then the level of aggregate wealth that allows for such particular distribution
of resources or concentration of wealth is w3 = 2Inµ/(µ + 1), as it comprises of Iµ wealth for
the proportion n/(µ+ 1) of entrepreneurs and I for workers nµ/(µ+ 1). The concentration c3

must satisfy the same proportions with its distribution of resources. With these three points,
it is possible to define the long run equilibrium for each of the other economies given their
distributions of wealth and their concentrations of the latter. It is worth noting that, even in an
environment without government and its actions, distribution of wealth, or inequality of wealth,
influences significantly the long term equilibrium.

The Figure 4.4 describes a system where no labor mobility is allowed, so the starting occupa-
tion is the ending one at time of death and in doing so it represents the largest dimensions
for both S and F equilibria. If instead the framing is enlarged to account for labor market
dynamics the subsistence S region will shrink thanks to returns on investments. This movement
is defined by the number of n minimum steps needed to reach self-employment: if this value
is lower than the age of death given by aging parameters, then the system will converge to S,
otherwise to C. In the same way, factory F equilibrium zone will shrink if n minimum steps
are lower than the aging parameters allow an agent to live or remain constant otherwise. This
dynamic is severely influenced by wage level v, defined by internal movements and exploration
or exploitation decisions by the agents that are not knowable before model unfolding. Lastly,

27In this sense the study refers to giving to every agent the same amount of wealth.
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adding consumption with constant marginal propensity to consume on income would lead to
a contrasting force that would enlarge S proportional to the portion of wealth that would not
become investment. The F area decreases in size as well on the aggregate wealth level needed
but not on the concentration dimension given that for the same c level now the economy would
need a higher aggregate wealth to reach a F equilibrium. It can be argued indeed that the
graph with no labor mobility is the upper bound for the subsistence S and factory F economy
equilibria, which will shrink in presence of labor market dynamics. This collapse is driven by
income and contrasted by propensity to consume on the latter.

4.5 Introducing a Government

With the occupational choice system built and functioning, it is possible now to insert a central
power that influences the economy through its choices on taxation rates. Including a public actor
in the framework follows directly from the idea of this study: understanding how the distribution
of resources between individuals could interact with government intervention and how different
objectives could lead to the same or different stable or cyclical economic systems. In particular
which are the preferred taxation channels, and so which is the optimal taxation response, to a
given wealth distribution and its occupational movements over time. The government is allowed
to intervene on income taxation and on wealth taxation that, following Guvenen et al. (2023),
escapes from the standard equity-efficiency trade-off reaching a higher level of them both. In a
standard labor market model with hours worked and consumption, this two variables create a
dynamic problem of allocating resources between work and leisure or consumption and wealth
but in the model of Banerjee & Newman (1993) these are left behind. Individuals are allowed to
exert full or zero labor effort utilizing or not their whole endowment of time z ∈ {0, 1} which in a
sense eliminates the trade-off between work and leisure. This set-up creates a meaningful decision
only between subsistence (z = 0) and the other occupations at the extensive margin between
employment and unemployment and not at the intensive margin. The utility loss of working
is negligible if compared to the benefit gained by income, even if heavily taxed. Nevertheless,
given that agents in their model live only for one period and then leave as bequest a part of
their income28, there is no need of an inter-temporal consumption-investment dynamic29. It is
arguable then that in principle there is no built-in influence of the system to prefer wealth or
income taxation and that this choice is left to the sole authority of the government.

Government network: The deep network used for the government is more involved than the
one of individual agents to resemble both a higher number of individuals populating the admin-
istration and computational power in building forecasts compared to the agents. It is composed
of four layers with 256 hidden size, input and hidden layers are followed by a normalization and a
dropout layer, while the output one is followed by a sigmoid transformation to bound the output
between 0 and 1. The main reason for which the network, in order to standardize the input
data for better convergence, uses layer normalization instead of batch normalization follows the
intrinsic dynamics of the model. Given that government must be trained on a single entry of
macroeconomic variables that are the result of a simulation environment and it is not reason-

28In the current paper individual at its death leaves as bequest a part of its wealth and not income, given that
it would require an enormous amount of wealth and a considerable return on investments, compared to the other
individuals, to sustain the own occupation as self-employed or entrepreneurs.

29The study accounts for this behavior by defining a constant marginal propensity to consume.
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able to simultaneously insert more occurrences of the same environment if the goal is to train
on one of them, batch normalization is not a viable strategy. If it was possible to simulate more
than one environment at a time, then it could be the case that batch normalization becomes
the best solution, but this would require a high degree of multi-thread computational capacity.
While the dropout layer is useful to add stochasticity to training to help generalize the network,
it is a regularization technique used in order to prevent overfitting. It does so by randomly
dropping to zero a fraction of the weights in the layer and this enables the network to become
more robust, prevents co-adaptation30 and creates the possibility of different sub-networks to
be trained on each pass. Its loss is then calculated as follows, where the network has to balance
the maximization of aggregate wealth (minimization of minus aggregate wealth) and the public
spending constraint with tax revenues.

Lossflat = −W + |S − (τwW + τyY )|

Lossprog = −W + |S −
(

N∑
i=1

wiτi,w + yiτi,y

)
|

where W =
N∑

i=1
wi, Y =

N∑
i=1

yi

Public-Private model dynamics: With the introduction of a new and influential public agent
in the economy it becomes essential to define rigorously how the system moves and the timing
of each action, expectation creation and updating that occur between each step. The general
dynamics of the model start by the government deciding tax rates for income and wealth, then
the agents decide their occupational status and conclude with the calculation of macroeconomic
variables and updating probabilities for the next step. In detail government first of all observes
the environment with environmental, labor market parameters and the number of individuals
in each occupational category as summary statistic for the state of aggregate wealth, income
and occupational shares in the system. It then chooses a tax schedule built as a flat tax rate
on income and wealth that then influences each agent’s decision. Given this tax schedule,
government, in order to create expectations on the future movements on the environment and
calculating its own loss function, simulates the whole economy H horizons or time steps ahead.
The aggregate economy resulting from this simulation creates the basis for the government’s loss
function, which consists essentially in maximizing aggregate wealth in the economy. Backward
propagation has obvious issues with simulating a number n > 1 of agents given that the branch
through which weight propagation of multiple agents must pass is unique. Then updating the
same branch more than once is not computationally correct given that the propagation comes
from different steps that should be considered separately while optimizing the network. To avoid
the latter issue gradients of the tax schedule are separated at the start of the simulation and
then linked to its output by the calculation of aggregate wealth and income tax revenue, allowing
backpropagation to operate smoothly.

After the government simulated the environment and calculated its loss given the output of
its taxation choices, it is time for the agents to move. From individual agent’s perspective
the first step is to observe the environment and update own knowledge on macroeconomic

30It is a process in which nearby neurons rely heavily on each other, creating a fragile system to new or slightly
different data and prone to overfitting.
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variables, in particular the ψ labor force ratio and the subsequent wage level v. Then given this
informations each agent chooses in a scheduled way the occupation that maximizes its expected
future rewards, while training the network, on a horizon H. Internally each agent network
calculates the loss and updates own wealth by the income that followed their occupational
choice. During this step each agent is able to observe if in the system there is enough supply or
demand of labor to then update own expectations on future probability of enterprises creation.
The value for uncovered demand and supply is updated at each agent step until reaching full
coverage of them both, until this step arrives agents choosing work or entrepreneurs obtain a
positive reward, while afterwards they obtain a null income and update their preferences by
lowering enterprise probability. They then age if the characteristic is present in the framework
and the scheduler passes to the next agent. When each agent choose its occupation and updated
preferences, expectations and posterior probabilities, macroeconomic variables are calculated at
the environment level. It includes defining the new labor supply and demand, then the new ψ

parameter and the consequent wage level for the next period. The government will use the same
updated informations, adding the number of individuals present in each occupation to decide
on future taxation schema until the system reaches the final step and concludes.

4.6 Model Results

Following the previous structured framework and developing a high number of simulations with
different wealth distributions and model parameters it has been possible to derive some mean-
ingful results both at a general and at the specific Italian case.

Extensive Margin: A first interesting result is that at the extensive margin, if government
does not account for the influence of taxes on aggregate wealth, income taxation emerges as the
main instrument. Conversely, considering these behavioral responses while modeling economic
outcomes, wealth taxation takes the lead and becomes the optimal instrument. This outcome
can be analytically proved by utilizing the closed-form solution for a recursive formulation of
wealth wt in each time step t as follows:

wt,i = w0,i ·At +B · A
t − 1
A− 1

with A = (1 + r)(1 − τw) and B = ii · (1 − τy)

where ii is the part of income that is not influenced by wealth level wt for the agent of type i. A
government that builds its policies on this modeling framework would always choose, regardless
of the initial distribution of wealth, to tax income more than wealth31. For each tax level,
an income tax obtains higher aggregate future wealth compared to the same wealth tax rate,
it follows that policymakers would define higher income taxes than wealth ones. Indeed, the
difference between income and wealth taxes is proportional to the horizon accounted by the
government: more farsighted central power is, higher will be the difference between wealth and
income tax rates in favor of the latter as visible in Figure A.7. The plot represents, for each pair
(τw, τi) the amount of aggregate wealth resulting from model dynamics with an orange dotted
line representing a given level of public expense G. Given that the policy maker has the objective

31The derivation follows the same methodology used to define the n minimum steps to achieve cottage equilib-
rium in Appendix A.3.
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of maximizing future aggregate wealth, the extensive margin choice on tax rates will collapse
to a corner solution with only income taxation given the slope of the curves. Conversely, in
an economy in which the government accounts for behavioral responses to changes in income
and wealth tax rates by simulating forward the environment and its dynamics, the policymaker
consistently chooses wealth instead of income taxation at the extensive margin32. This result
is evidenced by a bias towards wealth taxation of the policy network that chooses consistently
only wealth taxation to fulfill government’s budget constraints. Nevertheless, the outcome is
robust for a multitude of simulations comprising of cottage and factory long-run equilibria, high
and low wealth inequality.

Intensive Margin: A second result is that, if a government has at its disposal a more flexible
taxation instrument allowing for progressivity in the tax rate schedule, a relevant grade of pro-
gressivity is the optimal response to an unequal initial wealth distribution to maximize aggregate
long-term wealth. Indeed utilizing a compound lognormal and Pareto right tail distribution with
parameters (µ = 3.2, σ = 1.9, α = 1.01)33, the outcome that reaches the highest aggregate wealth
is the one represented in Figure 4.5. In order to collect 1% of aggregate wealth34 in revenues,
the policymaker chooses a progressive tax schedule mainly regarding wealth taxation, while in-
come taxation remains quasi-flat and at values close to zero for the whole distribution. It is
nevertheless important to underline that income values have a smaller magnitude than wealth
ones, in this sense it can be argued that, even if minimal, income taxation remains proportional
in the interval covered by labor income and flat for higher incomes stemming from individual
and aggregate production. The schedule benefits low wealth (and indirectly low wage) employ-
ees that are able to increase the probability of reaching self-employment while not decreasing
dramatically the wealth of entrepreneurs that continue to produce at the aggregate level. In
particular the average coefficients resulted from the simulations define income and wealth tax
schedules as follows:

τw(w) = 1 − 0.9913w−0.0055

τy(y) = 1 − 0.9996y−0.00048

where each schedule follows the previously defined formulation τ(w) = 1 − λw−γ . This values
allow to pursue policymaker’s objective of maximizing aggregate wealth in an economy that
starts by a wealth distribution resembling Italian wealth data. If instead, the economy stems
from a lognormal distribution with parameters (µ = 6, σ = 1.2) corresponding to a Gini Index of
0.63 that more accurately reflects Italian inequality, progressivity of the taxation schedule stays
relevant35 for both wealth and income until subsisting individuals begin to appear. At that
point, income taxation declines, resulting in lower tax rates across income levels compared to
wealth taxation. This effect becomes increasingly pronounced as a greater number of individuals

32It is the case with both a constant level of public expenditure and with a level changing according to the
wealth in the economy.

33This distribution follows from a best fit on the Italian wealth data. In the next paragraphs we will also discuss
a standard lognormal distribution that has instead better explanatory power regarding its Gini Index, closer to
Italian data.

34Considering that revenues are not reintroduced in the economy, taxation levels cannot surpass a low level of
taxation to allow the economy to thrive and not collapse. Then a 1% aggregate wealth level of taxation is used
to consider this situation and to sustain a revenue demand proportional to the size of the economic system.

35In the order of 10−3.
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choose subsistence.

Figure 4.5: Income and Wealth progressive tax schedules on rescaled-to-simulation wealth values

It is then arguable that, within this framework, both the level and progressivity of income taxa-
tion are inversely proportional to the unemployment rate, defined as the proportion of subsisting
individuals in the economy. The effect of taxation as deterrent for extensive labor market parti-
cipation prevails, indeed the presence of more subsisting individuals constrains the government
to a lower income taxation level in order to make the labor market relatively more conveni-
ent. Instead, observing the opposite side of the wealth distribution it is possible to identify the
causes of different progressivity parameters regarding wealth taxation schedule. Even if wealth
taxation is utilized as the primary instrument in collecting revenues irrespective of the starting
wealth distribution, its tax rate structure is influenced by wealth and its distribution in the top
percentiles. The greater the gap between self-employed wealth and the individual production
threshold, as well as between entrepreneur wealth and the aggregate production threshold, the
larger the policymaker’s space of action, which in turn increases the progressivity of the tax
schedule. This until wealth at top percentiles reaches a magnitude at which taxing it at pro-
gressive rates would imply a strong erosion of aggregate wealth, contrasting with government’s
objective. In other words, a deeply unequal economy would perpetrate inequality via flat taxa-
tion if the government’s sole objective is to maximize aggregate wealth without focusing on Gini
Index, while for lower levels of inequality, the best response is to tax in a progressive fashion.
Furthermore, observing simulations with different enterprise size µ fosters the conclusion that
a lower employee number decreases Gini Index and allows for a higher degree of progressivity
given that, starting from a given distribution, entrepreneurs would have a lower threshold for
aggregate production and the surplus in wealth could be, in part, collected as revenues by the
policymaker without disrupting industrial production.

Policy Influence: Table 4.1 is a summary of simulations without government intervention and
with it as in Figures A.8 to A.11, starting from two types of distributions fitted on the Italian
2022 wealth data following a standard lognormal distribution and a compound lognormal plus
Pareto tails distribution to better account for the top wealth percentiles. It is important to
note that the Lognormal case starts with a Gini Index of 0.64, similar to the Italian one, while
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the Compound case at 0.79 allowing for a better fit of occupational shares. From the data,
occupations are distributed as follows between subsistence (unemployment) at 38%, workers with
51% individuals working as employees or workers, 4% of self-employed and 7% of entrepreneurs36.

Table 4.1: Simulation Results

Measure Data Lognormal Compound
No Tax Flat Prog No Tax Flat Prog

Occupation Shares
Subsistence 0.38 0.02 0.32 0.17 0.25 0.56 0.51
Worker 0.51 0.38 0.29 0.34 0.52 0.32 0.30
Self-employed 0.04 0.56 0.35 0.46 0.19 0.07 0.16
Entrepreneur 0.07 0.04 0.03 0.03 0.05 0.04 0.03
Wealth Distribution
Gini Index 0.63 0.37 0.58 0.47 0.78 0.81 0.75
Wealth rank 1 3 2 1 3 2

Additional Notes: Simulations for the Lognormal simulations start from a lognormal wealth distribution with
parameters (µ = 6, σ = 1.2) and Gini Index of 0.63 while for the Compound a lognormal with Pareto right tail is
utilized with parameters (µ = 3.2, σ = 1.9, α = 1.01) following data best fit. Values are the result of an average
on the last 20 simulation periods.

Starting from this occupations and a similar Gini Index of 0.64, in the Lognormal case, an
economy with no taxation would move upward the working class to individual production leaving
space for subsisting individuals to become workers. Then subsistence share will drop to 2% and
self-employed will rise to 56% while the magnitude of firms would decrease due to a high boost
to wages without the pressure of taxation. This economy reaches nevertheless a plausible level
of entrepreneurship share, accounting for occupation definitions, and it will lower significantly
the Gini Index, in the example approximately to 0.37, reaching a more equal economy thanks
to the wealth of self-employed. Allowing the government to collect revenues by taxing at a
flat rate both wealth and income instead decreases slightly inequality to 0.58 Gini Index. It
lowers the number of active enterprises (entrepreneurs at 3%) and so forcing in subsistence
individuals willing to work, a sort of involuntary unemployment with 32% of subsistence people
and 29% of workers. While if the policymaker utilizes progressive taxation schedules, it fosters
wealth accumulation for the lower class that is able to reach self-employment following the
same dynamics exposed before for the case of no taxation, with a smaller magnitude. Indeed
this taxation scheme reaches a Gini index of 0.47, lower than in the flat tax case with higher
self-employed and workers, respectively at 46% and 34%.

Alternatively, in the Compound case, starting with a higher Gini Index and less wealth distrib-
uted between middle and lower class, the no tax environment is able to drive upward mobility
at a consistent pace but reaching lower levels of self-employment at 19% given the absence of a
middle self-employed class. This follows from wealth concentration in a smaller number of entre-
preneurs at the top of the wealth distribution reaching in the long-run a 5% share. In addition
the system is not able to lower inequality, remaining at 0.78 Gini Index. Admitting government
intervention by a flat tax instrument decreases both entrepreneur and working shares at 4% and
32% with a huge part of the population falling in subsistence (56%). This dynamic follows from

36Within which a part must be considered individual production given that ISTAT allows for a unique identi-
fication of entrepreneurs plus self-employed.
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a lower rate of wealth accumulation that does not allow for enough individuals to stay at the
aggregate level of production. Moreover, enabling for a progressive tax schedule the economy is
able to relief the pressure on the working class, increasing the number of self-employed to 16%
and decreasing the subsisting individuals to 3% by fostering upward mobility. A progressive
taxation schedule, even with the objective to maximize aggregate wealth, as before, decreases
also inequality with a Gini Index of 0.75.

The three long-run dynamics underline different approaches to a given distribution of wealth
and define the optimal responses to the latter and the long-term equilibrium of the economy.
Observing the no tax, flat and progressive policies from the lens of objective achievement, a pro-
gressive taxation schema (mainly defined at the wealth level) is a better strategy than a simple
flat tax rate for both aggregate long-run wealth and in reducing Gini Index even without the
explicit focus in doing so. After the no tax environment, obviously the one in which aggregate
wealth reaches its maximum regardless of initial distribution thanks to the absence of taxation,
the system with progressivity in tax rates outperforms the other flat tax only environments in
both increasing aggregate wealth and lowering Gini Index. Moreover, the preference for pro-
gressive over flat taxation rates can be directly inferred from the fact that a flat tax represents a
specific form of progressivity. Consequently, if a government opts for a progressive tax system,
flat rates are inherently less preferable. The c-ABM framework effectively incorporates and
captures the issue addressed by Guvenen et al. (2023), specifically concerning the mitigation
of the equity-efficiency tradeoff carried out by wealth taxation in an environment with hetero-
geneous returns on investments for rich and poor. Furthermore model results corroborate the
argument in favor of a causal impact of the policymaker on the economy as described in the
previous chapter and give a nuanced perspective on the impact of a given wealth distribution
on policymaker’s responses. In particular adopting progressivity in taxation proportionally to
the inequality in wealth distribution until reaching a point in which higher progressivity would
erode aggregate wealth. A dynamic directly caused by the objective function of the government.
It is plausible that, if the maximization problem does not only revolve around aggregate wealth,
incorporating inequality minimization, the progressivity of taxation schema would still increase
for higher inequality.
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5. Conclusions

The analysis presented in this paper provides an historical examination of inequality in the
Italian economy, focusing on income and wealth distributions across different percentiles, oc-
cupations, age groups and geographical areas with a focus on educational backgrounds. By
employing HUD statistic the study gives a different bottom-up perspective on absolute inequal-
ity, evidencing a stark increase along this dimension. While growth incidence curves served as
main graphical instrument, highlighting the nuanced ways in which economic growth has been
unevenly distributed. In particular wealth accumulation disproportionately favored higher per-
centiles and retiree while leaving behind the working class and younger demographic groups.
In addition, the territorial analysis underlined the differences in association inequality-income
between city centers and other areas, with particular attention to both cross-sectional and within
class variation.

Alongside this quantitative analysis, the study explored the causal impact of government in-
terventions on domestic product through a local projection method. This approach confirmed
that fiscal policies, including taxation and social spending, have measurable effects on private
production and consequently on income and wealth, in the short to long term. The identification
of these causal links was crucial for informing the subsequent agent-based simulations, which
aimed to understand the dynamic interplay between initial wealth distributions, fiscal policy
design, and inequality outcomes. Having in mind the existence of such dynamics it was possible
to construct various government taxation instruments that differentiate the methods with which
revenues are collected: flat and progressive schedules for wealth and income.

Building on Chapter 2 and 3 the model was calibrated on real-world Italian data considering
labor market and environmental parameters as wealth distributions’ starting point for the agent
based simulations. Its results highlight that progressive taxation outperforms flat taxation in
both Lognormal and Compound scenarios, balancing wealth accumulation and equity more ef-
fectively. Even when governments prioritize maximizing aggregate wealth, progressive systems
mitigate inequality more than flat regimes, which act as a less efficient subset of progressive
schedules. The c-ABM model aligns with literature findings, demonstrating that progressive
wealth taxation can alleviate the equity-efficiency tradeoff in economies with heterogeneous
investment returns. Policymakers seeking to optimize long-term outcomes should prioritize
progressive structures, as they inherently address wealth concentration without sacrificing ag-
gregate growth. Progressivity follows a bell-shaped curve, accentuated in low to medium-high
levels of inequality to then decrease for higher levels because of the intense wealth and income
expropriation at the top percentiles, diminishing aggregate wealth.

Furthermore, the paper lays the basics for a versatile computational tool following its secondary
goal of developing a flexible simulation environment that could be easily modified to examine
a variety of scenarios, such as different wealth distributions, alternate government goals, and
various tax systems. The algorithms are completely automated in carrying out the majority of
paper’s results, while for other ad hoc simulations the scripts was changed only for that particular
issues. The code is publicly available and testable in Python code and Jupyter Notebook format,
serving as a robust starting point for future research.
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5.1 Extensions

The study explored equal and unequal wealth distributions in an environment without and with
government intervention, the latter with flat taxes or proportional taxation in both income and
wealth with the objective to maximize aggregate wealth. In specific it utilized the Italian wealth
distribution as a real world environment on which the policymaker applied its tax schedules.
Other than these applications, there are several ways in which the current framework can be
employed to study inequalities and their role in shaping fiscal policy while accounting for their
feedback loop dynamics.

A first extension would be to change government objective towards minimizing Gini index in
order to decrease inequality in the long run. The policymaker would be likely to encourage the
development of a cottage economy characterized by widespread self-employment with individual
production and a part of the population in subsistence. In such a scenario, the socioeconomic
structure would tend to polarize into two main classes: a majority of self-employed individuals
earning relatively similar incomes through the non-separable investment, and a residual minority
of people not having enough wealth remaining in subsistence. This configuration would render
traditional progressive taxation systems largely inefficient, as income distribution would flatten
and wealth accumulation among the self-employed would show limited variation due to the sim-
ilar nature and low scalability of their enterprises. Under these circumstances, a flat tax could
emerge as the most efficient and equitable fiscal solution, providing necessary public revenue
without introducing allocative distortions or administrative complexity. Progressive taxation
would lose its redistributive effectiveness in an environment where income disparities are min-
imal and wealth differences could be the result of individual productivity rather than systemic
inequality. Thus, a Gini-minimizing government might naturally gravitate toward a flat tax
regime as the optimal approach for both equity and efficiency in a two-class, self-employment
driven economy.

Other than that, it could be useful to allow the policymaker to redistribute tax revenues between
individuals below a certain threshold in a constant or proportional way to study different redis-
tributive policies. This will also allow the government to collect taxation with higher tax rates
on both income and wealth to better account for real world rates without disruptively crowding
out the economy. The model could also be enlarged with an increasing number of agents to
better account for outliers’ effect on the economy and to relax the effect of every individual
dying in the same year.

A further and more compelling extension could involve the political channel, examining how vot-
ing strategies and minority groups lead to different economic outcomes and long-term equilibria.
As taxation policies become central issues within democratic processes, disparities in wealth
and income may have a stronger influence on fiscal decisions, consistent with recent findings in
political economy literature. Moreover, the spread of information through social and political
networks represents an additional mechanism through which wealth inequalities could impact
the formation of fiscal policy. This expanded framework could provide a more robust under-
standing of the channels through which inequality shapes policymakers’ choices by incorporating
democratic processes to better capture real-world dynamics and possibly polarization influences.
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A. Appendix

A.1 Historical Unit Difference

In addition to conventional metrics of income and wealth inequality used in the literature, the
paper leverages a different statistic to underline the extent of this social problem in its absolute
terms from a bottom up perspective, the Historical Unit Difference (HUD):

HUD = ∆e
u − ∆s

u

us
b

where ∆h
u = uh

t − uh
b for h = [s, e]

where ∆h
u represents the difference of the value u between top percentile t and bottom percentile

b in the period h that comprises a starting period s and an ending period e. The HUD is then
computed as the difference between the period’s differences relative to the starting value of the
bottom population us

b, in this way the statistic can be read as the variation between absolute
differences in the two time periods in past variable’s value. In the wealth example the HUD
represents the increase in the differential between poor and rich individuals in past individual
wealth unit. It is utilized in the analyses as instrument to understand the absolute wealth
inequality from bottom’s perspective during a given time period. For example, in Figure A.1
the differences in income and wealth between each percentile and the top 0.1% of the population
are observable for two different time periods. It evidences a consistent widening of absolute
inequality during 1987-2022 both in income and wealth dimension.

Figure A.1: Absolute Income and Wealth difference of each percentile to top 0.1%

A.2 Deep learning framework

The deep learning framework, which is built upon the work on neural networks and deep neural
networks could be seen as a generalization to the nonlinear case of standard linear regressions
and as a universal approximator acting on any Borel-measurable finite-dimensional function
as described in Fernández-Villaverde et al. (2023). It is therefore possible to define a simple
network with N inputs and M size of the layer in matrix notation as follows with X matrix of
inputs and size Nx1, Θ matrix of inner weights and size NxM while θ matrix of outer weights of
size Mx1. It is then observable that a network is just a linear combination of the data features
creating Z on which an activation function acts and then another linear combination is done.
The process is repeated with the same inputs for each different M width levels of the model

52



and the important aspect is that non-linearity enters the system only in the activation function
and not elsewhere. Then training means selecting and modifying via a given strategy (usually
backpropagation) the weights present in Θ and θ to minimize the distance (squared or custom
error) between actual and predicted results.

Y ≈ gNN (x, θ) = θ0 + θ′ϕ(Z)

Z = Θ′X

The main difference between neural network approximation and standard projections such as
Chebyshev polynomial relies on the substitution of a rich parametrization of coefficients for the
parsimony of basic functions. Indeed in neural networks the dimension of weights to tune is large
compared to the coefficients of a projection, but in the latter there are M different activation
functions as in the matrix Φ while in a network there is only one defined basic function ϕ for
each layer.

Y ≈ gNN (x, θ) = θ0 + θ′ϕ(Θ′X)

Y ≈ gP (x, θ) = θ0 + θ′Φ(X)

A proper deep network is just a neural network with more than one layer J > 1, where each Z

matrix of feature representations is not only the output but becomes the input of another layer
which can have different width and coefficients, until reaching the final output.

Z0 = θ0
0 + (θ0)′X

Z1 = θ1
0 + (θ1)′ϕ1(Z0)

...

Y ≈ gDN (x, θ) = θJ
0 + (θJ)′ϕJ(ZJ−1)

In this framework, the most popular activation functions, that allow to build simple activations
while leveraging the advantages of neural networks, in particular a high computational power,
consist of ReLU and bounding functions. This paper uses for the most part a variant of ReLU
(Rectified Linear Unit) called Leaky ReLU for better performances and lower probability of zero
gradients, and a sigmoid function to output probabilities from a deep network by bounding the
output between 0 and 1.

ϕReLU (z) = max(0, z)

ϕLeakyReLU (z) = max(0, z) + αmin(0, z)

ϕSigmoid(z) = 1/(1 + e−z)
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A.3 Derivation of n minimum steps

Starting from the reward schedule of the agents it is straightforward to understand that agents
strictly prefer self-employment on working if they have enough investment resources.

ise ≻ iw if δ(wr̂ + I(r̄ − r̂) − 1 > δ(wr̂ + v) − 1

which simplifies to I(r̄ − r̂) > v

and given v = 1/δ ; v̄ = ((µ− 1)/µ)I(r̄ − r̂)

then I(r̄ − r̂) > v̄ > v > v

and so ise ≻ iw ∀i

Given that they prefer self-employment to working it is possible to proceed in deriving which is
the minimum amount of steps that an agent needs in order to reach the necessary wealth level
that allows it to become a self-employed individual, so when wi = I. The study first defines the
recurrent dynamics of wealth accumulation and then solves for t steps.

I = w0 +
n∑

t=1
(r̂ · wt−1 + v)

wt = (1 + r̂) · wt−1 + v with w0 given

Recurrently solving starting from the first w0 given wealth level:

w1 = (1 + r)w0 + v

w2 = (1 + r)2w0 + (1 + r)v + v

...

wn = (1 + r)nw0 + v ·
n−1∑
i=0

(1 + r)i

wn = (1 + r)nw0 + v · 1 − (1 + r)n

1 − (1 + r)
wn = (1 + r)n(w0 + v/r) − v/r

Looking instead to the function for the threshold wealth level that reaches non-separable invest-
ment I it can be rewritten as follows given that ∑n

t=1(wt − wt−1) is a telescopic series:

I = w0 +
n∑

t=1
(r̂ · wt−1 + v) = w0 +

n∑
t=1

(wt − wt−1)

I = w0 + wn − w0 = wn

Then utilizing all this building blocks together it is possible to derive a close form solution for
the number of steps needed to reach a level of investment I with a constant level of wage v:

I = (1 + r)n(w0 + v/r) − v/r

n = ln
(
I + v/r

w0 + v/r

)
/ ln(1 + r)

54



Following this mechanism it is possible to derive the number of steps needed for the case with
the lowest wage possible v = 1/δ or the highest one v̄ = ((µ− 1)/µ)I(r̄ − r̂) for every period:

n = ln
(
I + 1/r̂δ
w0 + 1/r̂δ

)
/ ln(1 + r̂) n̄ = ln

(
I + ((µ− 1))I(r̄ − r̂)/r̂µ
w0 + ((µ− 1))I(r̄ − r̂)/r̂µ

)
/ ln(1 + r̂)

If for example we use δ = 0.61, µ = 5, I = 100, r = 0.03, r̄ = 0.2 we obtain values of
n ≈ 35 and n̄ ≈ 7, evidencing a strong difference between upper and lower bound and indirectly
the importance of endogenous wage dynamics following occupational decisions even between
economies with equal starting points.

A.4 Parameters

The c-ABM framework is built on top of several parameters which can be observed in Table A.1
and grouped into environment, agents and hyper parameters. The first group identifies all the
environmental parameters that construct the model: number of agents N , number of employee
in a firm µ which is an indirect measure of firm dimension, time steps T and if the model must be
constructed with aging population or with a government. It also comprises of the ones that are
shared between individuals: intertemporal discount rate β, the utility coefficient γ that governs
weights between consumption and bequest or income and bequest, the labor ratio ψ determined
by the ratio between demand and supply of labor, used to define the competitive wage in
the market following contractual power. The other parameters concern investment decisions:

Table A.1: Parameters for the Benchmark Model

Parameter Symbol Value
Environment
N. of Agents N (100, 500)
N. employee µ (5, 10, 20)
Intertemp. discount β 0.90
Utility coeff. γ 0.80
Labor ratio ψ [0,1]
Investment Needed I (30, 100, 500)
Free-risk rate r̂ (0.03, 0.06)
Risk multiplier rmul (0.0, 0.20)
Risk low rate r0

se 0.10
Risk high rate r1

se 0.20
Prob. low rate qse 0.20
Alpha α 1
Beta b 10
Agent
Horizon H 5
Prob. uncov. demand qud [0,1]
Prob. uncov. supply qus [0,1]
Hyper Parameters
Exploration rate ϵ 0.10
Entropy weight ω 0.05
Label smoothing ls 0.05
Noise se nse 0.05
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amount needed for the non-separable investment I, free risk rate r̂, low and high risky rates on
non-separable investment for self-employed r0

se and r1
se and the risk multiplier for entrepreneurs

that build up low and high risky returns for this occupation rmul (if null then self-employed
and entrepreneurs have the same returns on investments). Then expectation and probability
parameters: the alpha α and beta b starting parameters for both probability of encountering
enough supply or demand of labor for the Beta prior distribution (skewed towards a positive
answer), the probability for self-employed of gaining a low rate return qse which determines
also the probability of high returns and, given that the expected returns of self-employed and
entrepreneurs must be the same, it determines indirectly qen.

On the agent side instead there are fewer parameters that define individual behavior: time
horizon H which is the horizon for the inter-temporal expectations of wealth or consumption,
the probabilities of finding uncovered demand qud or supply qus that define and update the
own valuation of rewards following a standard Bayesian conjugate procedure from Beta prior
do Beta posterior passing through Binomial observations. Wealth and income behaviors are in
fact decided at the Deep Q-learning level with the previously described algorithmic framework
using hyper parameters in order to fine tune the network. The exploration rate ϵ defines the
starting (and then decreasing) probability of undertaking a sub-optimal action with which to
explore the possibility space and maybe finding a better future solution or creating different
aggregate behavior. Other hyper parameters are: entropy weight ω, label smoothing ls and
temperature temp that are used to stabilize the output of the neural network as increasing
wealth levels could have had a detrimental effect on the performance of a Q-learning process.
The study also experimented with using a standardization approach in the case of government
intervention economy that reaches a similar solution with fewer parameters but they could be
useful for further improvements and scalability nevertheless. The nse parameters instead is used
to inject a small degree of variance to standardized predictions to decrease the probability of
encountering a one encoding response, in other worlds to find an output that puts all probability
to a single event.

A.5 Government induced directions

A government that has as objective the maximization of aggregate wealth would prefer a cottage
economy to a factory economy if µ+ 1 individuals as self-employed would gain a wealth higher
than the one of the same number of individuals divided between µ workers and an entrepreneur.
In order to prefer a cottage economy, income gains for each of these occupations must ensure
that the following inequality holds:

(wser̂ + I(r − r̂)(1 − τy)(µ+ 1) > wwr̂ + v(1 − τy) + wenr̂ + µI(r − r̂)(1 − τy) − µv

For illustrative purpose it is useful to start from the case in which each individual has the same
level of wealth (not possible given the preferences in Appendix A.3). In this situation the best
strategy of a central power to maximize aggregate wealth would always be to nudge the economy
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towards a cottage equilibrium given τy ∈ [0, 1] and that the worst case scenario in which v = v̄.

If wse = wen = ww

(wr̂ + I(r − r̂)(1 − τy)(µ+ 1) > wr̂ + v(1 − τy) + wr̂ + µI(r − r̂)(1 − τy) − µv

I(r − r̂)(1 − τy) > −µvτy

τy > 1/(2 − µ) then if µ > 2 : τy ≥ −1

Nevertheless it is arguable that in a cottage economy, agents that are not able to reach a level of
wealth allowing to invest in the non-separable investment would stay at the subsistence income
with a significantly lower level of wealth. Given a number µ of workers for each entrepreneur and
the consequent number µ+ 1 of self-employed, it is possible to derive an equation that evaluates
how many more marginal individuals η should the factory economy move from subsistence to
employment, in order to become the best long-term choice, as follows:

ηwr̂ + I(r − r̂)(1 − τy) < −µvτy + ηwr̂ + ηv(1 − τy)

η > I(r − r̂)/v + µτy/(1 − τy)

In the best case scenario with high level of wage v̄ (not influenced by income tax rate) and in the
worst case scenario with low level of wage v, the parameter η representing an adding factor to
the standard firm size or employee number µ to prefer factory to cottage equilibrium economy
is:

η̄ > δI(r − r̂)(1 − τy) + µτy/(1 − τy)

η > τy/((1 − τy)(µ− 1))

Looking instead at government’s action space in order to understand if there is the possibility
to prefer a factory economy given τy ∈ [0, 1], even adding the η parameter, in this simple system
τy > 1 which is not a viable solution.

τy > η(1 − µ)/(η(1 − µ) − 1)

Instead moving towards a better approximating of model’s simulation environment, wealth of
workers must be lower than the one of entrepreneurs and self-employed, it follows that:

If wse = wen > ww

(whr̂ + I(r − r̂)(1 − τy)(µ+ 1) > wlr̂ + v(1 − τy) + whr̂ + µI(r − r̂)(1 − τy) − µv

I(r − r̂)(1 − τy) > −µvτy − µr̂(wh − wl)

τy > 1/(2 − µ) + µr̂(wh − wl)/(I(r − r̂)(2 − µ)) then if µ > 2 : τy > −1

And including the consideration of macro-economic dynamics in this set-up as in the previous
example, the number η of individuals that must be moved from subsistence to working class
increases:

η > I(r − r̂)/v + µτy/(1 − τy) + µr̂(wh − wl)/((1 − τy)v)
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In conclusion, embracing the full complexity of the model and following the previous steps, it is
observable that a government would prefer a cottage economy equilibrium if:

If wi ̸= wj ∀i, j

(1 − τy)(I(r − r̂) − ηv) + µvτy > r̂(η(ww − wsu) − µ(wse − ww) + wen − wse)

In a framework in which the central authority is not able to tax (τy = 0), the latter would
prefer a cottage economy if the difference between a risky investment of a self-employed and
the incremental wages payed for workers in F while subsisting in C is higher than the marginal
increase of free risk capital accumulation in case of F . So C ≻ F if the benefit of having each
self-employed instead of η incremental workers is higher than the risk free capital gains change
choosing F . Instead, with the influence of the government allowed to define tax schedules as flat
tax rates, on the left-hand side the net risky gains between each self-employed and the η incre-
mental workers added to the net tax revenues coming from each self-employed -1 (µ = nse − 1)
must be greater than the right-hand side. The latter is as before the trade-off of a factory
economy (F ) in creating additional returns on free risk assets. In particular, gains from surplus
wealth for being worker instead of subsisting times the incremental workers subsisting in C,
losses of wealth between working and self-employed times the incremental workers self-employed
in C, gain or loss in having an entrepreneur instead of a self-employed in the economy.

Other than model’s parameters (r, r̂, µ, η), wealth levels are completely defined in a dynamic
fashion during model iterations. In each time step government’s choice could tilt towards one
of the two long-term equilibria however there is no predetermined system of equations that al-
lows to solve the dynamic problem before the economic system unfolds. This is particularly the
case given that agents are able to choose even non-optimal solutions and behave in accordance
to aggregate solutions that stemmed from initial chaos and not from first-best decisions. It is
taken as one of the arguments consolidating the use of ABM simulations set-up and not other
computational methods.

A.6 Auxilliary Tables and Figures

Figure A.2: Growth Incidence Curves for Income and Wealth: Top tails
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Table A.2: OLS Regression Results

Variable Benchmark Std. Error A - Polo Std. Error
Constant 26270.00*** (122.09) 9230.90*** (1016.21)
Gini Index -3113.81*** (241.32) 14700.00*** (1820.06)
Retired Share -15100.00*** (104.77) 10880.00*** (1250.34)
Year 47.07*** (1.22) 67.47*** (5.37)
B - Polo intercomunale -1672.21*** (60.55) - -
C - Cintura -2793.01*** (37.07) - -
D - Intermedio -4114.94*** (37.35) - -
E - Periferico -4648.70*** (38.39) - -
F - Ultraperiferico -4696.51*** (43.46) - -
Bolzano 3708.51*** (102.59) 5047.08*** (211.14)
Trentino 2754.41*** (42.44) 4708.27*** (171.17)
Valle d’Aosta 3477.10*** (57.22) 2836.07*** (178.67)
Veneto 2403.19*** (30.93) 2396.46*** (165.33)
Lombardia 3986.42*** (32.19) 4664.51*** (167.37)
Piemonte 3350.02*** (31.95) 2161.81*** (158.88)
Friuli-Venezia Giulia 2946.64*** (38.13) 1370.12*** (211.73)
Emilia-Romagna 3960.06*** (37.56) 2441.54*** (176.14)
Liguria 3005.24*** (54.04) -220.85 (232.46)
Toscana 2771.70*** (37.63) 997.47*** (172.91)
Lazio 1311.26*** (30.54) 966.20*** (188.63)
Marche 949.15*** (30.42) 422.90*** (159.17)
Umbria 1764.10*** (37.93) 57.70 (211.56)
Molise -720.32*** (34.17) -1167.15*** (210.10)
Basilicata -752.36*** (32.53) 589.84*** (181.59)
Campania -1528.49*** (29.17) -2070.83*** (215.04)
Calabria -1952.36*** (30.31) -2699.40*** (212.81)
Puglia -1693.75*** (32.03) -3761.06*** (237.24)
Sardegna -682.58*** (28.62) 981.52*** (235.04)
Sicilia -1471.78*** (29.81) -2824.36*** (226.38)
Significance: *** p<0.01, ** p<0.05, * p<0.1. Standard errors in parentheses.

Additional Notes: The benchmark regression uses the whole dataset regressing mean real income on year, Gini
index, the retiree/working class ratio, municipality areas and regions. The constant represents the central area "A-
Polo" in Abruzzo region as the two dummies that create the baseline. Then the "A-Polo" column is an analogous
OLS regression using only data from the latter municipality type.
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Table A.3: Panel OLS Regression Results

Variable Estimate Std. Error
const 24,750.00*** (170.06)
Gini Index -14,400.00*** (1225.6)
Retired Share -8,328.20*** (487.79)
Region Trentino -1,187.80*** (48.69)
Gini × B - Polo intercomunale 5,851.60*** (2222.5)
Gini × C - Cintura 7,399.00*** (1586.8)
Gini × D - Intermedio 4,639.60*** (1415.1)
Gini × E - Periferico 4,755.70*** (1234.8)
Gini × F - Ultraperiferico 6,118.20*** (1294.6)

Additional Notes: Panel OLS with Fixed entity effects analysis controlling for cross influences with as before
"A-Polo" as baseline. Trentino region is present given the fact that between 2008 and 2022 116 municipalities
changed their province multiple times between Trentino and Bolzano.

Figure A.3: Wealth distribution rescaled to mimic the following model framework in 2022, maintaining the original
shape, with high degree of right skewness. As a benchmark, a lognormal distribution with parameters µ = 4 and
σ = 1.2 is presented as the best fit to observed data. However, due to computational constraints, specifically
the limited number of agents that could be simulated without overwhelming available resources, a lognormal
distribution with µ = 6 and σ = 1.2 was employed instead. This alternative distribution yielded a Gini coefficient
comparable to that of the actual Italian population and produced a realistic occupational distribution. Therefore,
it was selected as the most suitable for the purposes of this study.
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Figure A.4: Gini Index for different wealth definitions and total income from 1977 to 2022

Figure A.5: Gini Index for Transfers, Total and Labor income from 1977 to 2022

Figure A.6: Heatmap for the probability of achieving a given educational level given the one of the parents in
2022

61



Figure A.7: Aggregate level of wealth given different tax rates for wealth and income in the upper side, absolute
gap between gradients for both tax rates in the bottom side, income y = 50 and interest rate free risk at r = 0.03.
The influence boundaries serve to understand the corner solution of government’s problem with a graphical
perspective while absolute gradients underline the different effect of each taxation type on the final aggregate
wealth.

Figure A.8: Italy long-term equilibrium starting from lognormal wealth distribution with parameters (µ = 6, σ =
1.2) with flat taxation rates.
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Figure A.9: Italy long-term equilibrium starting from composite lognormal Pareto tail wealth distribution with
parameters (µ = 3.2, σ = 1.9, α = 1.01) with flat taxation rates.

Figure A.10: Italy long-term equilibrium starting from lognormal wealth distribution with parameters (µ = 6, σ =
1.2) with progressive taxation rates.

Figure A.11: Italy long-term equilibrium starting from composite lognormal Pareto tail wealth distribution with
parameters (µ = 3.2, σ = 1.9, α = 1.01) with progressive taxation rates.
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