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Abstract

Standard deep hedging optimises a risk criterion under a single reference probability
measure. Ambiguity-averse extensions try to account for model uncertainty by clus-
tering training paths into market regimes and hedging against the worst of them.
But how well this works should depend on the distance between the training distri-
bution and the distribution the hedger is actually tested on. However, that distance
is generally not explicit.

We build a simple, controllable way to measure it: a family of mixtures between
a Heston and a GARCH generator, parametrised by a single mixture weight, that
interpolates continuously between a baseline training regime and a more realistic
one. This lets us move the test distribution away from the training distribution by
a known amount and watch what happens.

Across this whole range, and on ten years of real index data, the standard deep
hedger consistently beats the ambiguity-averse one on both risk and variance, though
the ambiguity-averse hedger is reliably cheaper for what concerns transaction costs.
This is different from what the paper we build on reports. Tracing the discrepancy, in
direct correspondence with its authors, led to a sign error in their volatility model’s
correlation parameter, which quietly changes what kind of market stress the hedger
is trained to survive. We discuss what this means, how the original results should
be read, and end with some preliminary findings, left for future work.
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Chapter 1

Introduction

The problem of hedging a derivative lies at the heart of mathematical finance. In
Black and Scholes, 1973, a European option written on a single underlying can be
replicated exactly by continuous trading in that underlying, provided the market is
frictionless and the dynamics of the asset are known. Both assumptions are untenable
in practice: trading is discrete and costly, and the true dynamics of the market are
never known. The first of these difficulties makes perfect replication impossible and
forces the hedger to adopt a risk-minimisation criterion. The second, which is the
heart of this thesis, means that any such criterion must be formulated with respect
to a probability measure that is itself uncertain, and the sensitivity of hedging to
this second issue is well understood even in the classical case (Karoui et al., 1998).
Data-driven methods inherit this same problem.

Over the last decade the response to the first difficulty has been deep hedging
(Buehler et al., 2019). Rather than solving a partial differential equation for a fixed,
tractable model, one trains a neural network directly on simulated paths to minimise
a risk measure of the terminal profit and loss. This lets the network absorb whatever
frictions, constraints, or path dependence we want to include. However, this flexibil-
ity comes at a price: it is optimal, by construction, only for the probability measure
used to generate its training data, and that measure is itself a modelling choice,
produced by a classical stochastic model or a deep market generator that is period-
ically recalibrated to the market. Whenever the measure realised once the strategy
is deployed differs from the one it was trained on, a distributional shift, nothing in
the training procedure guarantees that the learned strategy remains sensible.

This is a model uncertainty problem, and the literature has approached it accord-
ingly, by drawing on two related traditions. One is robust and distributionally robust
optimisation, where a hedging objective is optimised against the worst measure in



some neighbourhood of the training one. Such approaches are effective but tend to
be overly conservative, sometimes forcing the hedger to charge a substantially higher
premium to compensate. The other is the decision-theoretic literature on ambigu-
ity aversion, which formalises the older observation of Ellsberg, 1961 that a decision
maker who does not fully trust any single model should not evaluate a strategy under
one measure alone. The smooth ambiguity model of Klibanoff et al., 2005 takes a
more moderate stance than the worst-case criterion: it treats a handful of candidate
models as unequally trusted and combines the risk computed under each of them
through a nonlinear aggregation rule, recovering the fully worst-case criterion only
as a limiting case.

The Ambiguity-Averse Deep Hedger (AADH) of Jones et al., 2025 brings this
idea into deep hedging in a simple way: rather than requiring an explicit set of
candidate models, it clusters the paths already used to train the hedger, according
to pathwise features believed relevant to the trading strategy, and treats each cluster
as a candidate regime. An inner risk measure is computed within each cluster and
an outer ambiguity measure combines them, all without generating any additional
data or charging a higher premium. The original paper reports that this construction
outperforms the standard deep hedger on a broad range of out-of-distribution test
sets, from equity indices to the COVID-19 period, and it is this claim, and this
framework, that the present thesis takes as its starting point.

What all of these out-of-distribution evaluations have in common, however, is that
they compare a synthetically trained hedger against a handful of fixed, externally
given test sets, each at an unknown and uncontrolled distance from the measure
used for training. This makes it impossible to separate two different questions: does
ambiguity aversion help at all, and, if so, how much of a distributional shift is actually
needed before it starts to? Answering the second question requires a way to move
continuously, and by a known amount, from the training distribution to a genuinely
different one, which is exactly what is missing from the existing empirical evidence.

This thesis builds that missing piece: a one-parameter family of probability mea-
sures on path space, obtained by mixing a Heston and a GARCH(1,1) generator,
that interpolates continuously between a baseline training regime and a regime that
more closely resembles the volatility clustering and autocorrelation of real equity
indices. We use this family to retrace, in a controlled way, the empirical comparison
between the standard and the ambiguity-averse deep hedger, and we complement it
with the same comparison on ten years of real index data. The result we obtain dif-
fers significantly to Jones et al., 2025: across the whole range of distributional shifts
we consider, and on every equity index tested, the standard deep hedger consistently
attains a lower risk and a lower variance than its ambiguity-averse counterpart, al-



though the latter remains reliably cheaper in transaction costs. We traced the source
of this discrepancy, in direct correspondence with the authors of the original paper.
This uncovered a specific error in how their training data had been generated: a sign
error in the correlation parameter of their Heston generator, which quietly changes
the kind of market stress the hedger is trained on. This finding does not undermine
the case for ambiguity aversion in deep hedging so much as it relocates it, and we
discuss at length what it implies for how the original results should be read.

The rest of the thesis is organized in the following way. In Chapter 2 we propose
a brief literature review on the topic and we state the contributions of this thesis. In
Chapter 3 we introduce feedforward neural networks, the universal approximation
results of Hornik, 1991, and the elements of training relevant to our framework: these
are the loss function, mini-batch stochastic gradient descent (Kingma & Ba, 2014)
and backpropagation (Rumelhart et al., 1986). Chapter 4 sets up the discrete-time
market with frictions, recalls classical delta hedging as a benchmark, and presents
the standard deep hedging problem and algorithm of Buehler et al., 2019. Chapter
5 develops ambiguity aversion, from the maxmin criterion to the smooth ambigu-
ity model, and derives the ambiguity-averse objective based on feature clustering,
together with its two limiting cases. Chapter 6 introduces the two generators, the
mixture family and its properties, and formalises the distributional-shift experiment.
Chapter 7 describes the implementation and reports the results, both in sample and
under controlled shifts, and discusses the origin of the difference with respect to the
original paper. Chapter 7 concludes and indicates directions for future work. Finally,
Appendix A describes the structure of the code we developed and links to the public
Github repository.?

thttps://github.com/DavideDevetak24 / Ambiguity-Averse-Deep-Hedging-of-Options-Under-
Controlled-Distributional-Shifts



Chapter 2

Literature Review and
Contribution

2.1 Literature Review

2.1.1 Deep Hedging

The use of neural networks for pricing and hedging has expanded rapidly over the
last decade, supported by the general developments in deep learning (Goodfellow
et al., 2016; LeCun et al., 2015). The term deep hedging was introduced by Buehler
et al., 2019, who parametrise the trading strategy by a neural network and optimise
a convex risk measure of the terminal profit and loss directly, by stochastic gradient
descent. The approach is essentially a policy gradient method applied to a hedging
objective, and its main strength is that it accommodates realistic trading environ-
ments, including transaction costs, position limits and market impact, which are out
of reach for analytic model-based approaches. Related formulations of discrete-time
hedging in incomplete markets by deep learning are given in Fecamp et al., 2020,
while Mikkila and Kanniainen, 2023 study the behaviour of deep hedgers trained
directly on empirical data.

A parallel and closely related literature approaches the same problem through
reinforcement learning, in the tradition of Sutton et al., 1998. A survey of the use of
these methods in economics and finance is given in Charpentier et al., 2023. Early
contributions include the Q-learning formulations of Halperin, 2017 and Halperin,
2019 and the dynamic replication approach of Kolm and Ritter, 2019, followed by
Giurca and Borovkova, 2021, Cao et al., 2021, Cannelli et al., 2023, and by Cao
et al., 2023, who extend the framework to gamma and vega hedging. The deep



hedging formulation adopted in this thesis, however, follows primarily the framework
of Buehler et al., 2019.

The strategies produced by all these methods are only as good as the data used to
train them. Since a single historical trajectory is available for any given underlying,
the training set is in practice generated synthetically, either by a classical model
or by a deep market generator. This makes the resulting hedger model-dependent
in a way that is easy to overlook: it is optimal for the measure induced by the
generator, and a priori for that measure only. The limitations of generative models
of financial markets are discussed in Cetingoz and Lehalle, 2026, and the difficulty of
estimating the parameters of a market model at all is the subject of Duembgen and
Rogers, 2014. A further difficulty specific to this setting is documented by Horikawa
and Nakagawa, 2024, who show that a deep hedger trained to minimise a convex
risk measure will tend to learn a statistical arbitrage strategy alongside the hedge,
exploiting any residual drift in the training measure.

The choice of generator also determines which stylised facts (Cont, 2001) the
hedger is exposed to. Stochastic volatility models such as Heston, 1993 capture the
leverage effect and volatility clustering only partially, and discrete-time conditional
heteroskedasticity models in the tradition of Engle, 1982 and Bollerslev, 1986 capture
persistence in volatility but not its continuous-time structure. More recently, the
evidence for rough volatility reported in Livieri et al., 2018 has motivated hedging
approaches under such dynamics, both in a classical setting (Fukasawa et al., 2021)
and in the deep hedging setting (Horvath et al., 2021). Each of these choices induces
a different measure on path space, and hence a different hedger.

2.1.2 Model Uncertainty and Robustification

The mismatch between the training measure and the measure realised during live
hedging, which we refer to throughout as a distributional shift, is the motivation
for the robustification of deep hedging. The available approaches largely instantiate
the categories of robust and distributionally robust optimisation (DRO) reviewed in
Rahimian and Mehrotra, 2022, where the objective is optimised against the worst
case over an ambiguity set of measures, for instance a Wasserstein ball around the
training measure (Bartl et al., 2021). In the hedging context, Liitkebohmert et al.,
2022 randomise the parameters of the market generator during training, Limmer
and Horvath, 2024 train an adversarial market generator alongside the hedger, and
Wu and Jaimungal, 2023 formulate a robust risk-aware hedging objective. These
methods are effective, but they inherit the drawbacks of the worst-case criterion:
they can require charging a substantially higher option premium to compensate for



an overly conservative hedge, or they add a further layer of complexity to a strategy
that is already criticised for its black-box character.

The decision-theoretic counterpart of this discussion begins with Ellsberg, 1961,
whose observations undermine the Savage axioms underlying the expected utility
representation of preferences whenever the decision maker does not know the ran-
domness to which they are subject. The maxmin expected utility representation
of Gilboa and Schmeidler, 1989 rationalises this behaviour by evaluating a position
under the worst measure in a set of priors, and is therefore the decision-theoretic
image of worst-case robustification. Klibanoff et al., 2005 generalise it: their smooth
ambiguity model separates an inner utility, which captures risk within a given model,
from an outer utility, which captures ambiguity across models, and recovers maxmin
expected utility as the limiting case of infinite ambiguity aversion.

Jones et al., 2025 builds from this. Their Ambiguity-Averse Deep Hedger (AADH)
partitions the existing training data into clusters using pathwise features relevant for
the hedging strategy. Then, they treat each cluster as a candidate model, and eval-
uates an inner risk measure per cluster together with an outer ambiguity measure
across clusters. The construction requires no additional data, no auxiliary or adver-
sarial generator, and no increase in the premium charged. According to the authors,
this outperforms the standard deep hedger on a broad range of out-of-distribution
test sets. It is this framework that the present thesis takes as its starting point.

2.2 Main Contributions

The results reported in Jones et al., 2025 are obtained on fixed and externally given
test sets. Each of these lies at an unknown and uncontrolled distance from the
training measure, which leaves open the more basic question of when ambiguity
aversion begins to pay: as the test distribution is moved continuously away from
the training distribution, at what point, and how quickly, does the advantage of the
AADH appear?

The main contribution of this thesis is a framework designed to answer that
question. Specifically:

1. We give a self-contained mathematical treatment of the ambiguity-averse objec-
tive, extending the analysis of Jones et al., 2025 and highlighting the departure
of Proposition 5.3.2 from the practical implementation.

2. We formalize mathematically the concept of distributional shift. Here all the
mathematics should be seen as an original contribution on the topic (Definition



6.1.1, Lemma 6.1.1 and Proposition 6.1.1). More specifically, we construct
a one-parameter family of probability measures on path space, obtained as
mixtures of a Heston and a GARCH(1,1) generator. We show that this family
is a rigorous proxy for the severity of the distributional shift, and we derive a
closed-form decomposition of the variance under the mixture.

3. We evaluate both hedgers over a grid of training and test mixture weights,
finding that the standard deep hedger attains a lower risk and a lower variance
than the ambiguity-averse hedger at every point of this surface, while the latter
is consistently cheaper in transaction costs. We also show that the theoretical
mixture family reproduces both the risk levels observed on real indices and the
difference between the two hedgers.

4. Finally, we document the origin of the divergence with the results of Jones et
al., 2025, through a direct exchange with the authors. An error was identified
in the generation of their training paths, which effectively reversed the sign
of the Heston correlation parameter. We discuss the consequences of this and
formulate a conjecture, supported by some preliminary analysis, pointing to
possible future work.



Chapter 3

Neural Networks

In this chapter, we present the fundamental mathematical objects we will work with
throughout the entire paper: Neural Networks. We define the formal mathematical
structure, the properties, and the way in which they work.

3.1 Feedforward Neural Networks

We start by defining the feedforward neural network, one of the most fundamental
architectures of a neural network.

Definition 3.1.1 (Feedforward Neural Network). Let L € N, let dy,dy,...,d; € N,
and let and ¢: R — R be an activation function (for a more detailed explanation,
see Definition 3.1.2 below). A feedforward neural network (FNN) of depth L and

architecture (do, dy, ..., dy) is a function fy: R%® — R defined recursively by
RO = g,
W = (W, hY + b)), (=1,...,L—1, (3.1)
fo(z) =W ht"=D + b, (3.2)

where, for each ¢ = 1,..., L, W, € R%*d-1 is the weight matrix and b, € R% is the
bias vector. The tuple

L
0= ((W1,b1),...,(Wg,by)) € [J(R*%* x R*) = ©
=1
is called the parameter vector of the network. We denote by NN (dy,...,dr; ¢)
the set of all feedforward neural networks of architecture (dy,...,d;) and activation

function ¢. For a schematic representation see Figure 3.1
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Figure 3.1: Schematic representation of a single computational layer in a Feedforward
Neural Network with input dy = 3, affine combination z = Wx+b, activation function
¢, and output fy(x).

Now we highlight some key structural features of Definition 3.1.1, to provide a
better understanding of it.

Remark 3.1.1. The integer d, represents the width of layer ¢, while L represents the
depth of the neural network. We say that a network with L > 2 is a deep neural
network.

Remark 3.1.2. In this remark, we briefly explain the indexing of the layers (see Figure
3.2). The index £ = 0 corresponds to the input layer, which receives as input x € R%.
For £ =1,...,L — 1, we indicate ¢-th hidden layer. This layer produces the vector
h¥) € R% obtained by composing the affine map x — Wz + b, with the nonlinearity
w. Finally, the indexing ¢ = L indicates the output layer. Here, generally, there is
no activation function to leave the image of fy unconstrained.

Remark 3.1.3. The total number of trainable parameters of a neural network can be
easily calculated by the following formula:

Z(d( ~dp_1 + dg) (33)

(=1

Now, we want to linger on the essential role of the activation function ¢. Without
nonlinearity, the composition Ay o --- o Ay of the affine maps A,(-) := Wy (:) + b,
would itself reduce to a single affine map, and the network could represent only affine
functions of the input. By interleaving affine transformations with ¢, the network
acquires the capacity to approximate complex nonlinear mappings. We now make
this precise.

11
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RO = g € Rdo hH) € R4 h(E—1) € RAL~ fo(x) € R4
Figure 3.2: Architecture of a deep feedforward neural network of depth L and ar-

chitecture (do,dy, ...,d;_1,dr). Each hidden layer ¢ maps vector h=Y to h¥) via
affine parameterization (W, by) and activation function ¢, with output fy(z).

Definition 3.1.2 (Activation Function). A measurable function ¢: R — R is called

an activation function. For n € N and a vector z = (21,...,2,)" € R", its compo-
nentwise extension is defined by
T n
0(2) = (p(21), -, p(za)) T €R™ (3-4)

The choice of activation function directly impacts the functioning of the neural
network and the efficiency of training. We present as examples two widely used
activation functions. We will recall them later in the implementation section.

Example 3.1.1 (Rectified Linear Unit). The rectified linear unit (ReLU) activation
function is defined by

o(z) == max(x, 0) =z*, z€R. (3.5)

The ReLU is a quite popular activation function because of its properties. It is
piecewise linear, computationally efficient and helps alleviate the vanishing gradient
problem since its derivative is 1 for x > 0. The ReLU is continuous but not differ-
entiable at x = 0 therefore, in gradient-based training, the subgradient Op(0) € [0, 1]
15 used at that point.

Example 3.1.2 (Sigmoid). The sigmoid activation function is defined by

1
= R. 3.6
pla)i= s € (3

12



This function is smooth and strictly increasing. With ¢: R — (0,1), the limits
are lim,_,_ o p(z) =0, and lim,_, ;o p(x) = 1.

3.2 Universal Approximation Theorems

Having defined the basic structure of a neural network and its building blocks, we
now present the central theoretical property of this class of functions: the Universal
Approximation Theorem (UAT). We present two versions. The first, due to Hornik,
1991, is the classical result on compact subsets of R% and constitutes the theoretical
foundation for the deep hedging framework developed in this thesis. The second, a
global extension by Cuchiero et al., 2026 to weighted spaces, provides the theoretical
basis for a natural generalisation to path-dependent payoffs, which we leave for future
work.

We start with the result proposed by Hornik, 1991, following a setup similar to
Buehler et al., 2019.

Theorem 3.2.1 (Universal Approximation). Suppose p: R — R is bounded and
non-constant. Then the following hold:

(i) For any finite Borel measure p on (R, B(R™)) and any 1 < p < oo, the set
UNENNN(d(bN, 1; @) is dense in LP(R%’M).

(it) If in addition ¢ € C(R), then |Jyey NN (do, N, 1; @) is dense in C(R%™) with
respect to the topology of uniform convergence on compact sets.

Proof. See Hornik, 1991. O

Remark 3.2.1. Theorem 3.2.1 states that depth L = 2 with arbitrary width already
suffices for universal approximation, so the result extends immediately to the deeper
networks of Definition 3.1.1. Moreover, we can generalize the result also for d; > 1.
The conditions on ¢ are mild: any bounded non-constant activation qualifies, and
in particular the sigmoid of Example 3.1.2 satisfies them directly, however it should
be noted that also ReLLU activation function of Example 3.1.1 is valid, despite being
not bounded.

In the deep hedging framework of this thesis, each network receives a finite-
dimensional input, so Theorem 3.2.1 already provides the required theoretical jus-
tification. However, a natural and important extension of deep hedging considers
path-dependent payoffs, where the strategy depends on the full price history. This
history lies in a non-compact path space, and Theorem 3.2.1(ii) no longer applies.

13



The following global result, due to Cuchiero et al., 2026, provides the appropriate
theoretical foundation for this extension. We briefly recall their framework in a
simplified way:.

Let (X, 7x) be a completely regular Hausdorff topological space. A lower semi-
continuous function 1: X — (0,00) is called an admissible weight function if every
pre-image Kpr := {z € X : ¢¥(z) < R} is compact with respect to 7y, for all R > 0.
The pair (X, 1) is then called a weighted space. Given such a space and a Banach
space (Y,]| - |ly), we define

B ¥) = GGV sy = s LY o)
xe

()

as the closure of bounded continuous functions under the weighted norm, writing
By(X) when Y = R.

The Universal Approximation Theorem in this setting can be understood as a
constructive application of the Stone-Weierstrass theorem: one builds, from the
neural network class, a dense subalgebra or submodule of B, (X;Y), and invokes
approximation by that structure. To make this precise, we introduce two conditions
on the network architecture.

Definition 3.2.1 (Additive Point Separating Family). Let (X,%) be a weighted
space. A set L C By (X) of bounded continuous functions is called an additive point
separating family if it is closed under addition, contains all constant functions (i.e.
the map x +— ¢ belongs to L for every ¢ € R), and is point separating, i.e. for every

x1 # 9 in X there exists | € L with I(z1) # [(x2).

Definition 3.2.2 (Activating Family). A family ® of continuous functions p: R — R
is called activating if, for any Banach space Y and any a < b, the set

4 {Z%‘%(wz‘ ~+bi) +7 [ 10,7 €Y, w; €No, b €R, 9; € P, n €N
=1

(3.8)
is dense in C([a,b]; V). It suffices to verify this for Y = R, since the result then
extends to all finite-dimensional subspaces of Y, and by a vector-valued Stone-
Weierstrass argument to all Banach spaces Y.

Remark 3.2.2. Any bounded non-constant function ¢: R — R is discriminatory in
the sense of Hornik, 1991, and every discriminatory function generates an activating
family ® = {¢}. The ReLU ¢(z) = max(x,0) also generates an activating family, as
already stated in Remark 3.2.1.

14



Theorem 3.2.2 (Global Universal Approximation, Cuchiero et al., 2026). Let (X, )
be a weighted space, Y a Banach space, ® an activating family, and L C By(X) an
additive point separating family. Define the set of neural networks

NNg = {X BxHZ’yingi(Zi(m))—i—% Yo, €Y, , €L, ;€ ®, neNy.
i=1

(3.9)
Then NN g is dense in By(X;Y).

Proof. See Cuchiero et al., 2026. ]

Remark 3.2.3. When X is an infinite-dimensional path space equipped with an ad-
missible weight v, the networks in N Ng are called functional input neural networks;
the theorem guarantees their density in the corresponding weighted function space.

In conclusion, Theorem 3.2.2 is a genuine strengthening of Theorem 3.2.1. The
approximation error is now measured by the weighted norm || - ||z, (x;v), which con-
trols the behavior of f and its approximation uniformly over all of X, not merely on
a fixed compact subset.

3.3 Training a Neural Network

Having established that neural networks can approximate a given target function, we
now turn to the question of how the parameters are chosen in practice. The objective
is to find @ such that f, approximates a given target mapping on a dataset. This
is achieved by minimising a loss function via an iterative gradient-based algorithm,
using the backpropagation procedure to compute the required gradients efficiently.

3.3.1 Loss Function

We start by defining the loss function by using a slightly different formalism compared
to the classical ML literature to better adapt to the deep hedging frameworks we
will use in the next chapters.

Definition 3.3.1 (Loss Function and Risk Functional). Let (€2, F,P) be a probabil-
ity space and let X : 2 — R% be a random input variable.

A (pointwise) loss function is a measurable function ¢ : R% — R. The associated
risk functional is defined by

L(9) == E[((f(X))]- (3.10)

15



Given a dataset {a:(j)}jj‘il of independent samples of X, the risk functional is
approximated by the empirical average

Lar(6) = % S (fo(a)). (3.11)

j=1
The training problem consists in solving

0" € arg mein L(6), (3.12)

or, in practice, its empirical counterpart with L.

Remark 3.3.1. In classical supervised learning, one is given input-output pairs { (), y©)) j]\il C
R% xR and the loss depends explicitly on the target, typically through a function of

the form £(fy(z),y). A common choice is the squared loss £(fy(z),y) = || fo(x) —y]|*

in which case the empirical risk reduces to the mean squared error.

In deep hedging context, no explicit target variable is available, since the loss
function is defined directly in terms of the output of the network, for instance through
a performance or risk criterion. In particular, in the deep hedging framework, the
loss is typically given by a convex risk measure applied to the terminal profit and
loss generated by a trading strategy parameterized by fy. Despite this difference in
interpretation, the mathematical structure remains the same as one seeks to optimize
over a class of functions by minimizing an expected loss.

The optimisation problem is typically solved by gradient descent. Starting from
an initial parameter vector 6y, the parameters are updated iteratively according to
the discretized formula

Orr1 =0y — Vo Las(0,), (3.13)

where 7, > 0 denotes the learning rate at iteration ¢ € N.

3.3.2 Mini-Batch Stochastic Gradient Descent

Since evaluating L£y/(f) on the full sample at each step can be computationally
expensive, a common solution is to work with mini-batches. Let B, C {1,..., M} be
a randomly sampled index set of size |B;| = M’ < M. Similarly to equation 3.11,
the mini-batch approximation of the empirical risk is

Fp(0) = Mi S° 0(fo(a)). (3.14)

JEBL
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Consequently, equation 3.13 becomes
Qt-i-l = Qt - ntVGEBt (9,5) (315)

The mini-batch gradient is an unbiased or approximately unbiased estimator of
the full gradient expressed in equation 3.13 and its use serves a dual purpose: it
reduces the per-step computational cost from O(M) to O(M’), and it introduces
stochastic noise into the gradient estimate, which is known empirically to help escape
sharp local minima and improve generalisation.

One complete pass through the full sample is called an epoch. The dataset is par-
titioned into [M /M"] non-overlapping batches per epoch, and batches are reshuffled
at the beginning of each epoch.

Remark 3.3.2. In all numerical experiments of this thesis, we use the Adam optimiser
(Kingma & Ba, 2014), which adapts the learning rate for each parameter coordinate
using estimates of the first and second moments of the gradient. Adam can be seen
as a preconditioned variant of (3.15) and consistently outperforms vanilla gradient
descent in deep learning practice.

3.3.3 Backpropagation

The key computational task in (3.15) is the efficient evaluation of V4L, (6). Back-
propagation (Rumelhart et al., 1986) computes these derivatives by repeated appli-
cation of the chain rule, exploiting the recursive structure of Definition 3.1.1.

For the sake of clarity, we first consider a single sample x and write the forward
pass as

Y =g, 29 = W,hY by, hO = p(219), (3.16)
for ¢ =1,...,L — 1 and output

folz) = B = W hED b, (3.17)
We denote the corresponding sample loss! by
L(0;0) = ((folx)). (3.18)
The backpropagated error signal at layer £ is defined by

0L (0;x)
0. 2=\
e = — (3.19)

'In the supervised learning setting, the sample loss depends explicitly on a target variable y and
takes the form Z(6;x,y) = £(fo(x),y). All subsequent derivations remain unchanged.
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while at the output layer we set
el =V, .2 (6;z). (3.20)
With this notation, the backward recursion becomes
el = (W, e @ ¢ (1), (3.21)

where ® denotes the Hadamard product (componentwise multiplication). The gra-
dients with respect to the parameters are given by

0L 0L

_ O 9L o, 3.22
o, ¢ W)Ly, e (3.22)
For a mini-batch B;, the empirical loss is
~ 1 )
Lp,(0) = —- Z Z(@;x(])), (3.23)
| Bt JEB;
and, by linearity of differentiation, its gradient satisfies
~ 1 .
Volp,(0) = — > Vo.2(0;,29). 3.24

In practice, this means that backpropagation is applied to each sample in the mini-
batch and the resulting gradients are averaged.

The algorithm therefore consists of two passes through the network: a forward
pass, which computes the activations and pre-activations, and a backward pass, which
propagates the error signal from the output layer to the input layer and assembles
the parameter gradients.

Remark 3.3.3. If ¢ is not differentiable at isolated points, as in the case of ReLU,
the above formulas are interpreted using a subgradient at those points.
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Chapter 4

Standard Deep Hedging

4.1 Market Setup

In this section, we introduce the setup we used for the Standard Deep Hedger (STD),
which will be also used later for the Ambiguity Averse Deep Hedging (AADH) exten-
sion. We follow the notation and structure of the original setup proposed by Buehler
et al., 2019, namely a discrete-time financial market with frictions. This discrete-
time formulation will also serve us as a numerical approximation of continuous-time
models via time discretisation and Monte Carlo simulation.

We consider a finite time horizon 7" > 0 and trading dates 0 = t; < t; <
... < t, =T, with n € N. The market is defined on a filtered probability space
(Q, F,F,P), where Q = {wy,...,wn}, with N € N, and the probability measure P
satisfies P({w;}) > 0 forall ¢ = 1,..., N. It is important to note that we assume
Q) is finite for the numerical solution of the hedging problem. Information in the
market is described by the filtration F = (Fj)k—o,..n, generated by an R"-valued
stochastic process I = (Ij)r—0..n, 7 € N, where I; represents all newly available
market information at time t;. In simpler terms, Fp := o(lo, ..., Iy), so that Fj
contains all information available up to time ;. Moreover, we denote by X' := {X :
2 — R} the set of all real-valued random variables on (2.

In the setup we consider, the market consists of d € N tradable financial in-
struments which can be equities as well as options or swaps. In our mathematical
notation, we will always consider d instruments: this helps us to generalize the prob-
lem also for very complex portfolios of derivatives. However, for the sake of simplicity,
in the implementation we will consider d = 1. In other words, we will consider only
one derivative instrument with the associated underlying or hedging instrument.

The prices are described by an R?valued, F-adapted stochastic process S =
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(Sk)k=0...n- This can be also represented by the vector Sy = (S}, ..., S%) which, for
all k, denotes the prices of the d instruments at time t,. To be more precise, the
prices we consider are the so called ”"mid-prices”, so the average price between bid
and ask in the financial markets.

Regarding other assumptions, we do not impose completeness of the market, nor
do we assume that every contingent claim can be replicated. In particular, we allow
for market frictions and incomplete hedging.

Finally, the objective of deep hedging will be to hedge a contingent claim Z,
that is, an Fp-measurable random variable representing the payoff of a liability at
maturity 7.

Example 4.1.1 (European Call Option). Let S = (Sk)k—o,..n be the price process
of the underlying asset, and let K > 0 be a fixved strike. A Furopean call option with

maturity T has the payoff
Z=(S,— K)*. (4.1)

4.2 Hedging Strategies

4.2.1 Classical Delta Hedging

Before introducing the deep hedging strategy, we switch to continuous time and
briefly recall the classical delta hedging proposed by Black and Scholes, 1973. Dif-
ferently from our discrete-time framework with frictions, the classical delta hedging
serves as a benchmark in the idealized case of continuous time under idealized as-
sumptions. We consider a call option with payoff Z = (S7 — K)* in the continuous-
time setting.

In the Black-Scholes model, the underlying asset price follows a geometric Brow-
nian motion

dSt = ,USt dt + USt th, (42)

where p € R is the drift, o > 0 is the volatility and W is the Brownian motion.
The market is assumed to be frictionless, allowing continuous trading and no trans-
action costs. Moreover, borrowing and lending are possible at a constant risk-free
rate . In our implementation, for simplicity, we consider r = 0 for all ¢ € [0, T].

Let V(t,S;) denote the price at time ¢ of the option written on the underlying
asset with maturity 7" and payoff Z. Applying It6’s-Doeblin formula to V (¢, S;) gives

_ (oY OV 1 5,0V oV
AV = (E + MSt% + 39 S; w) dt + O-St% dW;. (4.3)
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However, the Wiener process underlying Equations 4.2 and 4.3 is the same.
Therefore, let’s consider a self-financing portfolio consisting of one short position
in the derivative and a long position 4A; in the underlying asset, whose value is

Ht - —V(t, St) + AtSt- (44)
Choosing
ov
At =52 —(t,5), (4.5)

eliminates the stochastic component and the resulting portfolio becomes locally
riskless and must therefore earn the risk-free rate. This no-arbitrage argument im-
plies that V satisfies the Black-Scholes partial differential equation

WV 1,0V oV B

with terminal condition Spe(nﬁed in Equation 4.1 in the case of an European call
option.
Now, considering a strike price K, the famous solution for the Black-Scholes PDE
(Equation 4.6) is given by
V(t,S) = S®(dy) — Ke"TDd(dy). (4.7)

The symbol ® indicates the cumulative standard normal distribution

o(z) (4.8)

T Var /_oo -
log(S/K) + (r+ 302) (T —t)
ovT —1t ’
dy=dy — oVT —t. (4.10)

To conclude, delta is given by

and

dy =

(4.9)

ov
oS a5

Hence, in the Black-Scholes framework, continuous rebalancing of the portfolio
according to A; perfectly replicates the option payoff, and this perfect replication is
exact due to continuous trading, absence of transaction costs and market complete-
ness.

However, these assumptions are not satisfied in the discrete-time market with
frictions considered in our setup and described in Section 4.1. In fact, in real-
world market, the exact replication is no longer possible, and this motivates the
risk-minimization approach used in deep hedging.

A, = S5 (t,8,) = O(dy). (4.11)
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4.2.2 Strategies for Deep Hedging

In deep hedging, under the conditions specified in Section 4.1, to hedge a contingent
claim Z € X, we trade in the d available financial instruments whose price process is
S = (Sk)k=0....n- In the case of deep hedging the trading strategy is defined as an R?-
valued, F-adapted stochastic process § = (0x)g=0....n1, With 8z = (01, ...,6%) € RY
where J;, denotes the number of units of asset ¢ held on the considered time interval.

Intuitively, the positions of the trading strategy are represented by the letter ¢
since what we want to do practically is to substitute the classical d-hedging strategy
with the deep hedging strategy. In other words, the objective is the same so we held
the same notation.

Moreover, it should be noted that in our setup we set d_; := 0 and 4,, := 0. These
two are the initial and final condition and indicate that no position is held before
trading begins and all positions are liquidated at maturity respectively.

In practice, however, trading strategies may be subject to more constraints, for
instance due to market frictions, liquidity, or position limits. We denote by H“
the set of all unconstrained trading strategies and to address these constraints we
consider a subset H C H" of admissible trading strategies. At each time tj, the
admissible positions are restricted to a set H;, C R% We call a strategy d admissible
if o, € Hy forall k=0,...,n— 1.

All trading is assumed to be self-financing. This means that changes in the port-
folio value are solely generated by gains and losses from trading and by transaction
costs, without additional cash injections after the initial time.

Let Py € R denote the initial capital received at time ¢, for instance, the premium
of the sold derivatives. For a trading strategy 6 € H, the cumulative gains from
trading up to time 7" are given by

n—1

(6-S)r = 6k (Ske1 — Sk). (4.12)

More precisely, for each rebalancing at time ¢, we incur costs related to the traded
amount. In the implementation, we consider proportional transaction costs, so we
define the total transaction costs as

n

CT(5) = ch Sk ’5143 — 5k—1

k=0

, (4.13)

where ¢, > 0 denotes a proportional transaction cost coefficient. In our numer-
ical experiments, we assume ¢, = ¢ constant over time and no transaction costs at
maturity.
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The terminal profit and loss (P&L) associated with the strategy ¢ is therefore
given by
P&Ly(Po,6,7Z) = —=Z 4+ Po+ (6 - S)r — Cr(6). (4.14)

This quantity will be evaluated and optimised with a neural network according
to a suitable risk criterion.

4.3 Deep Hedging

4.3.1 From the Ideal Hedging Problem to the Objective Func-
tional

We now connect the market setup of the previous section with the training problem
of deep hedging following the notions outlined in Section 3.3. The central object is
not a target label, as in classical supervised learning, but the terminal profit and loss
generated by a trading strategy.

By recalling how we computed the loss in equation 3.11, we first define the risk
measure that is minimized.

Definition 4.3.1 (Convex Risk Measure). Let (2, F,P) be a probability space and
let X :={X :Q — R} be the space or all real-valued random financial positions. A
functional p : X — R is called a convex risk measure if for all X, X;, Xo € X the
following properties hold:

1. Decreasing monotonicity: if X; < X, then p(X;) > p(Xa).
2. Convexity: p(AX1 + (1 — V) X3) < Ap(X1) + (1 — X\)p(Xz) for A € [0, 1].

3. Cash invariance: p(X + ¢) = p(X) — ¢ for ¢ € R.

In the original Deep Hedging formulation and in this thesis we use a convex risk
measure for its clear economic meaning. In Definition 4.3.1, the random variable
X represents the terminal wealth, while —X represents a liability. Moreover, the
definition tells us that monotonicity indicates that a more favorable position requires
less capital injection. Convexity formalizes the principle that diversification does not
increase risk. Cash invariance ensures that adding deterministic capital reduces
required capital one-for-one.
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Example 4.3.1 (Entropic Risk Measure). For a fized risk aversion parametery > 0,
the entropic risk measure is defined by

py(X) = %logE [eX]. (4.15)

Definition 4.3.2 (Objective Functional). Let £ : R — R be a measurable loss
function. We define the objective associated with a strategy o by

The corresponding hedging problem is

n(2) = inf I (R, Z.9). (4.17)

4.3.2 Parametrization of the Trading Strategy

The functional 7(Z) in Equation 4.17 is the optimal value of the hedging problem
over the whole admissible strategy set H, as presented in Subsection 4.3.1. In the
terminology of the deep hedging literature, this is the idealized problem. In practice,
one replaces H by a parametrized family of strategies generated by neural networks,
following the framework introduced in Chapter 3.

More precisely, let 6 denote the trading strategy produced by a neural network
with parameter vector § € ©. The deep hedging problem then becomes the finite-
dimensional optimization problem

mvn(Z) = inf T (P, Z,0"). (4.18)

Thus, 7(Z) is the abstract optimization value over all admissible strategies, whereas
Tan(Z) is its neural-network approximation, obtained by restricting the optimiza-
tion to a fixed architecture fp € NN (dy,...,dr; ). Consistency of this approxima-
tion as the network capacity grows (i.e. as © ranges over an increasing family of
architectures) follows from the universal approximation argument of Buehler et al.,
2019, Prop. 4.9, which we do not reprove here.

Remark 4.3.1. In classical supervised learning, the loss is usually written directly as
a function of the parameters, e.g. £(#). In deep hedging, by contrast, the parameter
dependence enters through the strategy 6%, while the objective is evaluated on the
resulting terminal profit and loss. This is why the notation 7(Z) is natural for the
ideal problem, and why the training stage is best viewed as the minimization of a
parametrized approximation of that value functional.
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Following Buehler et al., 2019, the trading strategy at each rebalancing date #; is
Markovian, depending only on the current market information I, and the previously
held position:

5 = Foy (I, 0, (4.19)

with Fy, € NN (do,...,dr; ). In the original semi-recurrent construction, each time
step tj, is assigned its own network Fp, with an independent parameter vector 6y, so
that 0 = (0o, ...,0,_1).

In this thesis we instead adopt the weight-sharing variant discussed in Buehler
et al., 2019, Remark 4.5, and more similar to the approach in Jones et al., 2025: a
single network fy with a common parameter vector 6 is used across all rebalancing
dates, and the time index is passed explicitly as an additional input feature. The
trading strategy is thus given by

50 = f9(T - tkaska(sz—l)v f9 € NN(dCH s 7dL;SO)7 (420)

for k=0,...,n—1, with §%, := 0 (see Figure 4.1). This reduces the total number of
trainable parameters from that of n independent networks down to a single network,
thereby decreasing computational complexity and training time.

Input Layer Hidden Layer Hidden Layer Output Layer
do =3 (=1 (=L-1 drp =1

D
o

Figure 4.1: Neural network parametrization of the trading strategy 67 = fo(T —
te, Sk, 00_,) at rebalancing date t,. The single parameter vector § € © is shared
across all time steps k =0,...,n — 1.

4.4 Deep Hedging Algorithm

To summarize and provide a more practical view of the framework presented in this
chapter, Deep Hedging can be seen as a parametrization of the admissible trading
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strategy by means of a neural network. Instead of optimizing directly over the whole
strategy space H, we optimize the objective in Equation 4.18 with respect to the
neural-network parameters #. In our implementation, the same network is used at
every rebalancing date, with the time to maturity included as an input, as described
in Equation 4.20. The training procedure is summarized in Algorithm 1.

Algorithm 1 Deep Hedging Training Algorithm
Require: Niain, Nepochs, minibatch size B, trading dates 0 =ty < --- <t, =T, R,
payoff Z, market model, neural network fp, objective/risk measure p
Ensure: Trained network fp«
1: Initialize # randomly
2: Generate Nipain ]r\?arket paths
{(S,ij )>Z:0} ' tr:m > Training set
j=
3: Compute the corresponding payoffs Z0)
4: for e =1, ..., Nepochs do
5: Shuffle the training paths and form minibatches

6 for each minibatch B do

7: for each j € B do

8 sU 0, GU o0, CY+0

9: end for

10: for k=0,...,n—1do

11: for each j € B do

12: 5,(;) — fo (T — tg, S,gj), (5,(5_)1) > Hedging position
13: GU) « GU) + 51(3)(5,&{21 — Slij)) > Trading gain
14: CU) «— CcU) 4 ckS,Ej) 5,(€j) — 5,@1 > Transaction costs
15: end for

16: end for

17: for each j € B do

18: 5 +~0 > Liquidation at maturity
19: P&LY « —20) 4 Py + GU) — CO)

20: end for '

21: ps(0) < p({P&L(TJ)}jEtg) > Empirical minibatch objective
22: 0 < Adam(@, Vgﬁg(e))

23: end for

24: end for
25: return fy-
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Remark 4.4.1. In Algorithm 1, we set Py = 0, consistently with the numerical imple-
mentation considered in the experimental part. More generally, Py may be treated
as exogenously given, optimized jointly with the neural-network parameters, or ob-
tained through an alternative pricing procedure. The minibatch training procedure
follows the approach discussed in Subsection 3.3.2.
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Chapter 5

Ambiguity-Averse Deep Hedging

5.1 Ambiguity Aversion

Classical expected utility theory, and by extension the risk-measure framework of
Section 4.3.1, assumes that the agent evaluates outcomes with respect to a single,
known probability measure P. However, Ellsberg, 1961 showed that this is violated
by decision makers whenever they face model uncertainty or, in simpler words, am-
biguity. In our case, uncertainty is not only about a random outcome (such as the
P&L of the hedging strategy), but also about which probability measure governs it
in the first place. In estimating the parameters used to train the deep hedger, we
run into exactly this issue (Cetingoz & Lehalle, 2026; Duembgen & Rogers, 2014).
This distinction between quantifiable risk (uncertainty within a known model) and
unquantifiable ambiguity (uncertainty about the model itself) motivates a separate
treatment of the two.

Definition 5.1.1 (Maxmin Expected Utility). Let Q be a (non-empty, convex,
weak*-compact) set of probability measures on (2, F), representing the decision
maker’s set of plausible models, and let U be a utility function. A maxmin expected
utility (MEU) agent evaluates a position X € X by

inf Eq [U(X)]. (5.1)
Remark 5.1.1. The topological properties of O ensure mathematical and economic
soundness. Weak*-compactness guarantees that the continuous mapping @ — Eq[U(X)]
attains its infimum as a minimum via the extreme value theorem, ruling out infi-
nite or unattainable worst-case scenarios. Convexity reflects economic indifference to
model randomization; because expectation is linear in (), the infimum over Q equals
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that over its closed convex hull, providing the necessary structure to apply minimax
theorems in dual optimization.

The MEU framework of Gilboa and Schmeidler, 1989 was proposed to rationalize
the Ellsberg paradox (Ellsberg, 1961). However, it is often criticised as excessively
conservative, since the entire decision is based on the single worst model in Q, re-
gardless of how implausible it is relative to the others. As we discuss in Section 5.2,
robustification approaches for deep hedging that instantiate this worst-case criterion
(Limmer & Horvath, 2024; Liitkebohmert et al., 2022) might encounter this issue,
motivating the smooth ambiguity approach of Jones et al., 2025 that we adopt.

The framework presented in the following Definition 5.1.2 comes from the work
of Klibanoff et al., 2005 and is used as a key step in Jones et al., 2025.

Definition 5.1.2 (Smooth Ambiguity Aversion). Let Q be a set of candidate mod-
els as above, equipped with a probability measure p over Q representing the agent’s
second-order belief about which model is correct. Let U; be an “inner” utility func-
tion, evaluated under each candidate model, and let U; be an “outer” utility func-
tion, evaluated over the induced distribution of certainty equivalents. A smooth-
ambiguity-averse agent evaluates X € X by

Eo-, {UQ (EQ[UI(X)])} . (5.2)

The smooth ambiguity aversion in Equation 5.2 nests both extremes as special
cases. First, taking U, linear collapses the two expectations into one and recovers
Bayesian (ambiguity-neutral) expected utility with respect to the averaged model
J 0 @du(Q). Second, sending the concavity of Uy to infinity recovers the MEU crite-
rion of Definition 5.1.1 as a limiting case. The concavity of U, thus plays the role of
an ambiguity aversion parameter. It should be noted that this is separate from the
risk aversion given by U;, allowing the two functions to be calibrated independently.

Finally, requiring Us; to be a convex risk measure guarantees that ambiguity is
measured on the same scale as risk (in this case, in units of capital) and inherits the
same properties established in Definition 4.3.1.

5.2 Ambiguity Aversion in Deep Hedging

The result of deep hedging is stated with respect to a fixred market measure P: the
deep hedging strategy &% is trained to be optimal under the particular market gener-
ator used to produce the training paths. In practice, this generator is a proxy for the
true, unknown market dynamics, recalibrated periodically to the most recent data.
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Whenever the distribution realised during live hedging deviates from the distribution
used for training (a distributional shift), the standard deep hedger (SDH) is not able
to remain robust.

One natural route to robustness is distributionally robust optimization (DRO).
Here, the hedging objective is optimized against the worst case over an ambiguity
set of measures, for instance a Wasserstein ball around the training measure (Bartl
et al., 2021; Rahimian & Mehrotra, 2022), or by explicitly randomising the parame-
ters of the market generator during training (Liitkebohmert et al., 2022). However,
such approaches directly instantiate the maxmin criterion of Definition 5.1.1 and
inherit its drawbacks. One problem is that they can require charging a substantially
higher option premium to compensate for the resulting overly conservative hedging
(Lutkebohmert et al., 2022). Furthermore, alternative robustification approaches,
such as training an adversarial market generator alongside the hedger (Limmer &
Horvath, 2024), might raise suspicion for adding another layer of complexity to an
already black-box deep hedging strategy.

The approach we build on instead, following the Ambiguity Averse Deep Hedger
(AADH) of Jones et al., 2025, uses Definition 5.1.2 directly. It partitions the existing
training data into clusters according to features believed relevant to out-of-sample
robustness, treats each cluster as a candidate model, and applies an inner risk mea-
sure per cluster and an outer ambiguity measure across clusters. No additional or
adversarially generated data is required, and, no additional premium need be charged
for the added robustness.

To summarize, the Ambiguity Averse Deep Hedging (AADH) approach sits be-
tween the traditional (and maybe overly conservative) robustification methods and
the ambiguity neutrality of the standard deep hedging (SDH) framework. By care-
fully choosing the smooth ambiguity aversion parameter in the function aggregator
(Us in Equation 5.2) one can decide how much to "robustify” the model, while avoid-
ing drawbacks such as having to charge a higher option premium, or using different
generators and sets of parameters for each generated market scenario.

5.2.1 Feature Clustering

Let D := {Sj}jy:tﬁ“i" C (RY)™! denote the set of Ny sample paths of the hedging
instruments generated by the market generator, as used to train the standard deep
hedger of Section 4.4. Let

U (RH™ 5 R™ (5.3)

be a feature map whose n; components are pathwise functionals of interest computed
from a single sample path. In our case we chose realised volatility, autocorrelation
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of returns, and maximum drawdown. We consider a feature valid only if it can be
computed pathwise from information available prior to training (i.e. it must not
depend on the trading strategy).

Given a fixed number of clusters £ € N, a clustering algorithm applied to the
feature set U := ¥(D) C R™ produces a labelling function

x:RY = {1,... Kk}, (5.4)

which in turn partitions the training paths into k& disjoint clusters Cy,...,C. C D,
where C; := ¥~ (x71(7)) N D, together with their empirical probabilities
. Cil
=
D]

(5.5)

Since the components of ¥ are in general not measured on comparable scales, U is
normalised (in our implementation linearly onto the hypercube [0, 1]"f with n; = 3)
prior to clustering.

5.2.2 K-Means Clustering

We use k-means clustering to obtain the labelling function x from the (normalised)
feature set U. Given U = {f7 }Nt””" C R™ and a target number of clusters £,
k-means seeks centroids {cy, .. ck} C R"™ minimising the within-cluster sum of

squares
Z Z |fj - Cz

=1 fi:x

(5.6)
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with x(f7) := argmin; || f7 — ¢;|l2. The procedure used to build the feature clusters
is summarised in Algorithm 2.

To provide visual understanding of Algorithm 2, Figure 5.1 illustrates the cluster-
ing of the training paths in the three-dimensional feature space defined by maximum
drawdown, autocorrelation, and realised volatility. Figure 5.2 shows the correspond-
ing price paths grouped according to their assigned clusters. From a financial per-
spective, these clusters can be interpreted as distinct market regimes, characterised
by different combinations of market features and therefore potentially requiring ei-
ther regime-specific hedging strategies or a single ambiguity-averse strategy designed
to remain robust across regimes.
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KMeans Clusters in Feature Space

Clusters
e 0
e 1

e 2

3

Realized volatilitv

Figure 5.1: Paths defined as points clustered using K-Means algorithm. Features
used: Max Drawdown, Autocorrelation and Realized Volatility.
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Algorithm 2 Feature Clustering

Require: Training paths D = {5’ }j-vz”l”"; feature map ¥ : (RY)"*1 — R ; number

>—~
@

of clusters k
for j=1,..., Nyyin do
f7 4+ U(S7)
end for
U+ {f }j-vztﬁ”", normalised componentwise
X + KMEANS(U, k)
fori=1,...k do
Ci+— U (x1(4)ND
pi < |Cil/|D|
end for
return partition {C;}}_, and empirical measure {j;}*_,

Paths Colored by Cluster

124

1.1 =

=
o
L

Asset Price

e
©
L

0.8+

0.7 4

Time Steps

Figure 5.2: Price paths divided in regimes based on K-Means clustering.
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5.3 The Ambiguity-Averse Objective

In this section, we consider X9 := P&Ly(Py,d,Z) for simplicity of notation. We
recall that P&Lr (P, d, Z) denotes the terminal wealth of a hedging strategy J, as in
Equation 4.14. Given a feature partition {C;, j1; }*_; as constructed in Section 5.2.2,
each cluster C; induces a conditional market measure P;(-) := P(- | x(¥(5)) = 7).
We treat these k conditional measures as candidate models for a random measure Iﬁ[?’,
taking value P; with probability pu;, i.e. with law

k
=1

where Ap, denotes the Dirac measure centered at the conditional market measure
]Pi-

Following the smooth-ambiguity-averse construction of Section 5.1, we equip X
with an inner convex risk measure p; (Definition 4.3.1), evaluated separately under
each P;, and an outer convex risk measure ps, evaluated over the distribution of these
k per-cluster risks. The ambiguity-averse deep hedging problem is then to find

e EN)) o9

where plﬁ(X%G) takes value py p,(X2) with probability ;.

In this thesis, as in Jones et al., 2025, we take ps to be the entropic risk measure
of Example 4.15, applied over the measure u:

k
1 1 :
paY) =~ logE, [e™"] =  log (E py e~V o (XE ))) , (5.9)
=1

for an ambiguity aversion parameter v > 0.

The number of clusters k£ interpolates between two limiting cases we investigate
below, by first defining the optimized certainty equivalent risk measures (Ben-Tal &
Teboulle, 2007), needed for the proofs.

Definition 5.3.1 (Optimized Certainty Equivalent). Let £ : R — R be a measurable,
non-decreasing, convex loss function. The optimized certainty equivalent (OCE) risk
measure associated to £ is

p(X) = inf {w+E[((—X —w)]}, XeRX (5.10)

weR
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Proposition 5.3.1 (Trivial clustering: k = 1). Suppose the feature partition consists
of a single cluster (k =1, C; =D, uy = 1). Then, for any outer ambiguity measure
p2 normalised so that py(0) = 0, the objective (5.8) coincides with the standard deep
hedging objective under the risk measure py, i.e. man(Z) of Equation 4.18.

Proof. With k = 1, P is degenerate, taking the value P with probability 1; hence
plﬁ(X%G) = ,017IP>(X%0) almost surely, a deterministic constant which we denote by c.
By cash-invariance of py applied to —¢, pa(—c) = pa(0 + (—¢)) = p2(0) — (—¢) =
p2(0) + ¢. Since p(0) = 0 by assumption, this gives p2ﬁ~u( — plf(X%H)) = po(—c) =
c= plyp(X%G), recovering the standard deep hedging objective. ]

Proposition 5.3.2 (Maximal clustering: k = Ny.qin). Suppose ps is an OCE risk
measure in the sense of Definition 5.5.1, associated to loss function £, and p1(0) = po.
If the feature partition consists of k = Nipin singleton clusters, one per training path,
then the objective (5.8) coincides (up to the constant py) with a standard deep hedging
objective under the risk measure py, evaluated with respect to the empirical measure
P of the training set.

Proof. With k = Nipein, each P; is a Dirac mass on the ¢-th training path w;. Writing
z; = X2 (w;), cash-invariance of p; applied to the (deterministic, under P;) constant
x; gives p1p,(X3) = p1(0 + ;) = p1(0) — 2; = py — x;. Writing € R for the OCE
optimisation variable,

puea (i) = int o B [1(20F) )}

neR
1 Ntr(u’n
St e 3 -
1 Ntrain
. I o I
—771,1;%{77 po+ 3 2_; 0(—a 77)} (' =1+ po)
= inf 1o + s (—XF )| } =m0 = o5 (XF) — 0

using 1; = 1/Nypqin for all . O]

Propositions 5.3.1 and 5.3.2 justify viewing k£ as a hyperparameter interpolat-
ing between two standard deep hedgers, one minimising the inner risk measure p;
(ambiguity-neutral) and one minimising the outer ambiguity measure ps (maximal
ambiguity aversion, given the available features): a finite k > 1 balances the two. In
other words, if £ = 1 then we have a standard deep hedger minimizing p; over the full
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training measure, while if & = Ny.4;,, We obtain a standard deep hedger minimizing
po over the empirical measure.

Finally, we want to show that Equation 5.9 is a particular case of Equation 5.1
(Klibanoff et al., 2005, Proposition 3).

Proposition 5.3.3 (Ambiguity aversion in the limit v — 00). Assume p; > 0 for
alli=1,.... k. Then

lim p,5._, (—plﬁ <X§9)> — max pip, <X§9) . (5.11)

y—00 1<i<k

That s, in the limit of infinite ambiguity aversion, the AADH objective reduces
to a discrete maxmin criterion over the k candidate cluster measures {Py,... , Py},
coinciding with the maxmin expected utility criterion of Definition 5.1.1 restricted to
Q:={Py,...,Pr} and U := —p;.

Proof. Write r; := p1p, (X%G) and Tmax 1= Maxi<;<k 75, and let i* € argmax; ;. By

Equation 5.9,
k
0 1 .
P2y <_P1ﬁ (X:(; >) = ;108; <Z pi e’ ') : (5.12)
i=1

Since p; < 1 for all ¢ and p;= > 0, we have the two-sided bound

k

k
pix €77 < Zﬂi e’ < (Z ui) glrmax — gmax, (5.13)
i=1

=1

Taking logarithms and dividing by v > 0,

k
1 1
T'max + - IOg = S - lOg ( E g éY”) S Tmax- (514)
Y g

Since u;+ is a fixed positive constant independent of 7, we have %Ylog i~ — 0 as
v — 00, so both bounds converge to ry.c. By the squeeze theorem,

lim p,5., <_p1ﬁ (X%9)> = Tmax = MAX P1p, (X:‘;9> . (5.15)

=300 1<i<k

To connect this to Definition 5.1.1, recall that convex risk measures and utility
functions use opposite monotonicity conventions: p; is decreasing in the quality of

the position, while a utility function U is increasing. Setting U := —p; translates
one convention into the other, giving

(7)== min (—pie(X7)) == il EolU(x7)]. (516

max pua( T min (—pie. (X7 oei™ 5, Be r )|, (5.16)
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where the middle equality uses that the minimum over the finite set {Py,..., Py}
coincides with the infimum, and Ep, [U(X)] = —p1p, (X) since P; is the (degenerate,
cluster-conditional) measure under which p; is evaluated. Up to the overall sign
convention, the right-hand side is exactly the maxmin criterion of Definition 5.1.1
with @ = {Py, ..., Px}. O

In conclusion, Proposition 5.3.3 shows that v and k act on different AADH charac-
teristics of ambiguity aversion. The number of clusters k£ determines which candidate
models {Py,...,P.} are available to be robustified against, while v determines how
aggressively the outer measure penalises different risks across them. While v — oo
recovers the classical, and overly conservative, worst-case robustification of Defini-
tion 5.1.1 (restricted to the k clusters), v — 0 recovers ambiguity neutrality with
respect to p (proof omitted).

5.4 Ambiguity-Averse Deep Hedgers in Practice

Before turning to the implementation, it is worth noting explicitly where the theo-
retical construction of Section 5.3 differs from the numerical experiments. Proposi-
tion 5.3.2, the result characterising the AADH objective in the limit k = Ny, relies
on cash-invariance of the inner risk measure p;, a convex risk measure hypothesis
(Definition 4.3.1). Neither this thesis nor Jones et al., 2025 implements the AADH
with such a p; in practice. We therefore retain Proposition 5.3.2 as a result about
the idealised construction, justifying the interpretation of £ as interpolating between
two well-defined limiting objectives. Proposition 5.3.1 and Proposition 5.3.3 are
unaffected by this substitution, as neither uses cash-invariance of p; in their proof.
Therefore, we use the following inner loss function

pr (X47) = Var (X <) L AE[TCr(o")] (5.17)

where X%e’before > denotes the terminal P&L before transaction costs, TCp(6?) the
total transaction costs of Equation 4.13, and A > 0 a risk-aversion parameter.

Lemma 5.4.1. The functional p; of Equation 5.17 is not a convex risk measure in the
sense of Definition 4.3.1.

Proof. Tt suffices to exhibit a violation of cash-invariance and of monotonicity.

Cash-invariance. For any ¢ € R, since Var(X:‘;f)’beﬁ”re OB ) = Vaur(X{f’befOre costs)
and E[TCy(6%)] does not depend on the constant ¢, py (X3 +¢) = pi(X2) #
p1(X27) — ¢ unless ¢ = 0.
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Monotonicity. Take A = 0 for simplicity and let X; > 0 be a non-degenerate
(i.e. non-almost-surely-constant) random variable with Var(X;) > 0, and set X, :=
2X;. Then X; < X, pointwise, yet p;(Xz2) = Var(2X;) = 4 Var(X;) > Var(X;)
p1(X1), contradicting the required decreasing monotonicity X; < Xy = pi(X))
p1(Xz).

Remark 5.4.1. Beyond violating cash-invariance and monotonicity, p; as defined in
Equation 5.17 is, strictly speaking, not even a map X — R in the sense required by
Definition 4.3.1: it depends on the strategy ¢° through the separate decomposition of
the terminal wealth into P&L before costs and transaction costs, rather than through
the terminal wealth X3 alone.

EAVANI

Finally, this departure from Definition 4.3.1 is a deliberate modelling choice. As
shown by Horikawa and Nakagawa, 2024, training a deep hedger to minimise a convex
risk measure can incentivise the network to learn a statistical arbitrage strategy
alongside the hedge itself, exploiting any residual drift in the training measure P.
This problem is amplified in the ambiguity-averse setting: individual feature clusters
C; (or market regimes, in financial interpretation), being much smaller and more
homogeneous subsets of the training data than the full set D, are considerably more
susceptible to such arbitrage than D itself. Equation 5.17 avoids this failure mode.

5.5 The Ambiguity-Averse Deep Hedging Algo-
rithm

We now summarise the training procedure for the ambiguity-averse deep hedger
(AADH), adapting Algorithm 1 to the nested objective of Equation 5.8. Feature
clustering (Algorithm 2) is run once, prior to training, to obtain the partition {C;}¥_,
and empirical probabilities {y;}¥_, of Equation 5.5. During training, each minibatch
is stratified across clusters, so that a batch of size B contains approximately Bj;
paths from cluster C;, for every ¢ = 1,...,k. Within each cluster, the network
computes hedging positions and terminal P&L exactly as in Algorithm 1; the inner
loss p; of Equation 5.17 is then evaluated per cluster, and the k resulting values are
aggregated by the outer entropic risk measure py of Equation 5.9. The full procedure
is summarised in Algorithm 3.
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Algorithm 3 Ambiguity-Averse Deep Hedging Training Algorithm

Require: Niain, Nepochs, minibatch size B, trading dates 0 = tg < --- < t, = T, P,

payoff Z, market model, network fy, clusters k, ambiguity parameter v > 0, risk-
aversion A > (

Ensure: Trained network fy«

1:
2:
3:
4:

25:
26:
27:
28:

5
6
7
8
9

10:
11:
12:

13:
14:

15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

Initialize # randomly
Generate paths {(Slgj ))Zzo}év:“fi“ and payoffs Z0)
{Ci, i }*_, + FEATURECLUSTERING (Alg. 2)
for e =1,..., Nepochs do
Form stratified minibatches: B has B; ~ Bpu; paths from C;
for each minibatch B do
fori=1,...,k do
for each j € BNC; do
5(_3'%7 GU). cW) 0
end for
for ¥ =0,...,n—1do
for each j € BN(; do
00 foT =t 89 69 )
GO+ QU + 6 (S, — 59

CO) « CW) 4 ¢854 — 69)
end for
end for

for each j € BNC; do
57(1j) —0; XU 20 4 py+aGW
end for
ri(0) < Varjepne, (X(j)) + AMeanjeBmci(C(j))
end for
Tmax < max; r;(0)

1
ﬁ278(9) — Tmax + — 10g ( E f:l iy QV(Ti(G)—Trnax))
g

0 Adam(@, Vgﬁgyg(@))
end for
end for
return fy-

Remark 5.5.1. As in Algorithm 1, we set Fy = 0. Two features distinguish Al-
gorithm 3 from the standard deep hedging procedure. First, the time-step loop is
repeated once per cluster within each minibatch, so that the network sees k disjoint
sub-batches per gradient step rather than one. Second, minibatches must be strat-
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ified across clusters: since p; requires an empirical variance and mean within each
cluster, a cluster absent from a minibatch (or represented by too few paths) yields a
degenerate or overly noisy estimate of r;(€), and, more subtly, an unstratified batch
that omits cluster ¢ altogether would require renormalising {yu;} over the clusters
actually present for the aggregation step to remain a valid probability-weighted risk
measure. Neither of these issues arises for the standard deep hedger of Algorithm 1,
since its objective is evaluated once over the whole minibatch. Beyond this training-
time overhead and the one-off cost of Algorithm 2, the AADH requires no additional
training data, no auxiliary market generator, and no higher option premium than
the SDH, in contrast to the DRO-based robustification approaches discussed in Sec-
tion 5.2.
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Chapter 6

Data Generation and
Distributional Shifts

6.1 Synthetic Distributional Shifts

The ambiguity-averse construction of Chapter 5 addresses model uncertainty within
a single training measure P: feature clustering partitions a given training set into
candidate regimes {P;}¥_,, all generated by the same underlying market model. Tt
does not, however, address what happens when the measure realised at test time
differs structurally from the measure used for training.

The central motivation for studying this question comes from a pattern already
visible in the numerical results of Jones et al. (2025): when the AADH is trained and
evaluated on paths from the same generator, it consistently underperforms the stan-
dard deep hedger, whereas on a range of out-of-sample test sets (real equity indices,
the COVID period, an alternative volatility model) it consistently outperforms it.
This pattern is documented only through a handful of fixed, externally given test
sets, each at an unknown and uncontrolled distance from the training distribution.
It leaves open the more basic question this chapter is designed to answer: as the
test distribution is moved continuously away from the training distribution, at what
point, and how quickly, does the AADH’s advantage over the SDH appear?

Rather than comparing a synthetic training measure against a handful of fixed,
externally given test sets, we construct a single family of probability measures {P¢ }¢cjo,1]
on path space, parametrised by a scalar £ that controls the distance between any
two members of the family. Training and testing under different values of ¢ then
lets us trace the gap between the SDH and the AADH as an explicit function of
the distributional distance separating the training and test regimes, rather than as
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an isolated, uncontrolled comparison on a fixed pair of datasets. We formalise this
comparison in Section 6.3, after constructing the mixture family itself.

6.1.1 The Two Generators

We use two structurally different stochastic models (Cont, 2001) for the underlying
asset prices we use to train the deep hedgers. We use a Heston model since it is the
baseline of many deep hedging applications and one of the most widely used and
flexible models in mathematical finance. The second one is a GARCH model, chosen
for its capacity to capture volatility clustering and autocorrelation.

Heston. The Heston model (Heston, 1993) is a continuous-time stochastic volatil-
ity model in which the asset price S; and its instantaneous variance v; follow

dSt = ,USt dt -+ \/U_tSt thS, (61)
dvy = k(0 — vy) dt + oy /v AW, (6.2)

where v, follows a mean-reverting CIR-type process with long-run level !, mean-
reversion speed k, and volatility-of-volatility ,, and the driving Brownian motions
are correlated

dW2 dWY = pdt. (6.3)

In our implementation, paths are simulated by an Euler-Maruyama discretisation
of Equations 6.1, 6.2 and 6.3. Moreover, since the discretised CIR process can become
negative even though the continuous-time process almost surely does not (under the

Feller condition), we reflect v; if it falls below zero at each time step (Gatheral, 2011;
Lord et al., 2010).

GARCH(1,1). The GARCH(1,1) model (Bollerslev, 1986), extending the ARCH
model of Engle (1982), is instead a discrete-time model for volatility clustering.
Following Section 4.1, we fix the discretisation 0 =ty < --- < t, = T, with At :=
T/n. For j =1,...,n, let h; denote the conditional variance of the log-return over
(tj—1,t;], i.e. an F,_ -measurable quantity, and let

8j =4/ hj Zj, Zj 1:\(} N(O, 1), (64)

INote that 6, in this setting, does not represent the vector of parameters of the neural network.

42



denote the shock realised over that same interval. The GARCH(1,1) recursion is
hj:wm—i—aes?fl—l—ﬂhj,l, j=2,...,n, (6.5)

with o, 8 > 0 and o + f < 1 imposed for covariance-stationarity, and log-prices
evolve as
log Sy, =log Sy, + At — 2h; + ¢, j=1,...,n. (6.6)

The intercept follows from the long-run variance ofy: taking expectations in
Equation 6.5 under stationarity gives

war = (1 —a — B)oig. (6.7)

In Figure 6.1, the prices generated by the GARCH(1,1) model described above.
Both generators return simulated paths as (time-step x path) matrices, with the
same orientation.

6.1.2 The Two Extremal Measures

Before constructing the mixture family itself, we make precise what it means to
generate paths using only one of the two market models. These two measures serve
as the endpoints of the continuum we construct in Section 6.1.3, and every mixture
P¢ used for training or testing in this thesis is built by interpolating between them.

Fix a time horizon T, trading dates 0 =ty < --- < t, =T as in Section 4.1, and
consider the path space S := R™"! (again we take d = 1). Each of the two generators
of Section 6.1.1 induces a probability measure on the measurable space (S, B(S)).
We denote these two extremal measures by

Py := law of (S, ..., S:,) under the discretised Heston model, (6.8)

Pg :=law of (S, ..., S:,) under the GARCH(1,1). (6.9)

We want to remark a crucial difference of origin: the PP; of Chapter 5 are created
by clustering a single, already-generated training set. Py and Pg are ezogenous,
specified in advance by choosing two structurally different market models.

6.1.3 The Mixture Family

Definition 6.1.1 (Distributional-Shift Mixture). For & € [0, 1], the mizture measure
P¢ on (S, B(S)) is defined by
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Figure 6.1: Simulated asset price paths generated using the GARCH(1,1) model.
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We refer to £ as the Heston weight. Equivalently, P¢ is the law of Y := B Yy + (1 —
B) Yg, where B ~ Bernoulli(¢), Yy ~ Py, Yg ~ Pg are mutually independent.

In other words, {P¢}ecp) traces a continuum of probability measures on path
space connecting them and the endpoints recover the two pure regimes, Py = Pg and
]P)l = ]P)H

In the following two results we want to make precise in what sense this continuum
is well-behaved, and how it interacts with the risk functionals of Chapter 5. We take
inspiration from Huber, 1992 to build the following Lemma.

Lemma 6.1.1 (Total-Variation Lipschitz Continuity). For &, & € [0, 1],
drv(Pe, Per) = [§ — | drv(Py, Pa), (6.11)

where drvy (P, Q) := sup 4cps) |P(A) — Q(A)].
Proof. For any A € B(S),

Pe(A) =P (A) = (£ —=&) Pu(A) + (£ = &) Pa(A) = (€= &) (Pu(A) —Pc(4)). (6.12)

Taking the supremum over A gives dpy(Pe,Pe) = [§ — &'|supy |[Pu(A) — Pe(A4)| =
€ = &' drv(Pu, Pg). O

Lemma 6.1.1 shows that the total-variation distance between two members of the
family scales exactly linearly with the distance between their parameters: doubling
|€ —¢'| doubles drpy (Pe, Per). In other words, the map & — P¢ is Lipschitz continuous:
equal steps in ¢ always produce equal steps in total-variation distance, wherever
they are taken in [0,1]. This is what makes [Eyain — &est| @ rigorous measure of
the magnitude of the distributional shift between training and test. This is what
motivates the section: rather than some arbitrary or uncontrolled notion of "how
different two datasets look,” we have constructed a rigorous way of comparing the
two.

Proposition 6.1.1 (Mixture Moment Decomposition). Let f: S — R be any func-
tional with finite second moment under both Py and Pg, and write my := Ep,[f],
me = Ep,[f], va := Varp, (f), ve := Varp,(f). Then, under P,

]E[pg[f] :me—F(l —é) mg, (613)
Varp, (f) = v + (1 — &) vg + &(1 — &) (mu — ma)*. (6.14)
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Proof. Using the two-stage representation of Definition 6.1.1, condition on the regime
indicator B. Equation 6.13 is immediate from the law of total expectation: E[f] =
E[E[f | B]] = ¢mu + (1 — ) mg. For the variance, the law of total variance gives
Var(f) = E[Var(f | B)] + Var(E[f | B]). The first term is { vg + (1 — &) vg. For the
second, E[f | B] takes value my with probability £ and mq with probability 1 — &,
so it is itself a two-point random variable with variance £(1 — &)(my — mg)?, by the
standard formula for the variance of a Bernoulli-mixed two-point distribution.  [J

It is interesting to notice that the variance under the mixture is not simply the
convex combination {vy + (1 — &)vg of the two within-regime variances: there is
an additional, strictly positive term &(1 — &)(my — mq)? whenever the two regimes
disagree on the mean of f. This extra term vanishes at the endpoints £ € {0,1}
(pure regimes) and is maximised at £ = 1/2 where regime ambiguity is greatest.
Second, since the inner loss p; of Equation 5.17 is itself of the form Var(-) + AE[-],
Proposition 6.1.1 applies directly to it, and gives, for a fixed trained strategy %",
a closed-form prediction for how its risk should vary as a function of the test-time
mixture weight.

We can now formalize the question of this thesis. For a hedging model M €
{SDH, AADH} trained under &y, and evaluated under &, denote its out-of-
distribution risk by RM (&qain, Etest) (formalised in Section 6.3), and define the ambiguity-
aversion gain

A(ébtraina gtest) = RSDH (étrairh gtest) - RAADH (gtraina gtest)‘ (615)

What Jones et al. (2025) reports corresponds to our A(&,€) < 0 along the diag-
onal, and A(&qain, &est) > 0 for at least some pairs with i 7# Erest- In Chapter 7
we discuss their claim. To summarize what we did in this Subsection, Lemma 6.1.1
makes [Erain — rest| @ rigorous proxy for distributional distance, and Proposition 6.1.1
isolates the part of any risk change that is attributable purely to the mixture struc-
ture itself, rather than to the network’s own generalisation behaviour. Together,
they let us ask, in a controlled and quantitative way, exactly how A depends on the
distance between training and test regimes. We investigate this in Chapters 6 and 7.

6.2 Data Generation

Definition 6.1.1 specifies P¢ theoretically. However, in practice, we have finite sam-
ples. Given a target number of paths N and a mixture weight £ € [0, 1], we construct
an empirical dataset approximating [P as follows.
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1. Set ng :=round({N) and ng := N — ng.

2. Simulate ny independent paths from the Heston generator and ng independent
paths from the GARCH(1,1) generator, as described in Section 6.1.1.

3. Concatenate the two batches of paths and shuffle the paths to get a set of N
paths.

We denote the resulting empirical measure by

PV .= 2 P 4 16 P, (6.16)
where I@g ") and @g <) are the empirical measures of the two sub-samples. Using the

strong law of large numbers for each generator we have that @EN) — P¢ weakly as

N — oo (with ng/N — €), so that @EN) is a consistent estimator (i.e. the estimator
converges weakly to the true distribution almost surely) of the theoretical mixture
of Definition 6.1.1.

Remark 6.2.1. The random shuffle of paths in step 3 does not affect the empirical
measure itself. Its purpose is purely practical since we ensure that mini-batches
drawn sequentially from the dataset are themselves approximately balanced across
the two generators. This is particularly important for training the algorithms. Sec-
ondly, both the training dataset and every test dataset used in this thesis are gen-
erated independently by the procedure above, allowing the training mixture weight
Eirain and any test mixture weight .y to be chosen independently of one another.

6.3 All Together: The Distributional-Shift Exper-
iment

We now put together Sections 6.1 and 6.2 into the experiment we use in Chapter 7.

Definition 6.3.1 (Training and Testing under a Mixture). Fix a hedging model
(SDH or AADH), a training mixture weight & € [0,1], and a training sample
size Nipain. Let 0*(&irain) denote the (approximately) optimal network parameters
obtained by training the model, via Algorithm 1 or Algorithm 3 as appropriate, on
data generated from Péﬁ“f“i“). For a test mixture weight & € [0, 1] and an evaluation
, we define the out-of-distribution risk

eval

risk functional p

) gtest

R(gtraimgtest) — peval <X%6*(€train) . @(Ntest)) ’ (617)
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eval

i.e. the risk, measured by p®*, of the terminal P&L gen(erat)ed by the strategy trained
™ Ntest

under &;.in, when evaluated on paths sampled from ]P’&CSt .

Evaluating R(Eqain, Sest) over a grid of pairs (Eirain, Etest) € [0, 1]? will produce a
risk surface we will explain in more detail in Chapter 7. In practice, its diagonal
R(&, &) measures in-distribution performance, while the off-diagonal entries measure
the difference induced by the mismatch between training and test conditions (with
|€train — Etest| controlling the distance of Lemma 6.1.1).

Proposition 6.1.1 yields an explicit prediction for one slice of this surface. Fix
£iain and the resulting trained strategy 07 (€=ain) and take p®® = Var, applied to
the P&L before costs generated by this fixed strategy. Writing my, mq, vy, vg for
the mean and variance of this (fixed) strategy’s before-cost P&L under the two pure

regimes, Equation 6.14 gives

R(gtrainy étest) - gtest vy + (1 - gtest) vg + gtest(l - étest) (mH - mG)27 (618)

a quadratic function of & alone, for each fixed & ain. This gives us a model-free
baseline that isolate possible model generalization failure.
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Chapter 7

Implementation of the Experiment
and Results

7.1 Experiment Setup

In this section, we explain the full pipeline in practical terms that we used to con-
struct the deep hedgers and implement the full synthetic distributional-shift experi-
ment.

7.1.1 Data Configuration

We start from the data generation. Following Subsection 6.1.1, we used for the Hes-
ton model the parameters reported in Jones et al. (2025), in order to remain as close
as possible to the training environment used in that study and to faithfully reproduce
its baseline Heston setting. For the GARCH(1,1) model, we instead chose parame-
ters designed to produce realistic stock-index-like return dynamics, in particular its
autocorrelation dynamics. Note that the assumption of GARCH model representing
a stock-index is particularly relevant.

For both models, we set the initial asset price and strike price to Sy = K =1,
and considered a maturity of T = %, corresponding to 30 trading days under the
convention of 252 trading days per year. We discretised the paths using N = 30
time steps, so that the discretisation corresponds to one trading day per step. The
risk-free rate and the drift parameter were both set to zero. The resulting Heston
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parameters were

v =0.04, k=20, 6=0.04,
o, =35 p=-07 r=0, (7.1)
w=0.
In Figure 7.1 we show the Heston price and volatility processes, using the param-
eters outlined above.
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Figure 7.1: Simulated asset price paths and volatility paths generated using the
Heston model.
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For the GARCH(1,1) model, we used

a=0.08, 8=0.90, hy=0.04,

7.2
oir = 0.04, u=0. (7.2)

Here, ofy denotes the unconditional long-run variance and serves to calculate w,
while hg the initial conditional variance. The GARCH parameters were chosen with
the objective of generating paths that are close to those of a broad stock index such
as the S&P 500. For example, the choice a+ 3 = 0.98 produces highly persistent con-
ditional volatility, which is consistent with the volatility clustering typically observed
in equity-index returns.

The drift was set to zero in both generators. This choice does not affect the
interpretation of the distributional-shift experiment, since the purpose of the two
generators is to create structurally different volatility and return dynamics.

For each experiment and parameter configuration, we generated Ng, = 100,000
independent paths, with a Train, Validation, Test split of respectively 60%, 20%
and 20% of the paths. The same random seed, seed = 1, was used throughout the
data-generation procedure to ensure reproducibility of the simulations.

Before training the hedging networks, we preprocess the generated training paths
according to the feature-clustering procedure described in Section 5.2.1. We used
k = 4 clusters and autocorrelation, maximum drawdown and volatility as features
(Figure 7.2). Importantly, the clustering is performed on the realised characteristics
of the training paths and is therefore endogenous to the training dataset: the four
regimes are not assigned according to whether a path was generated by Heston or
GARCH. This distinction is particularly important for the mixture experiment.

7.1.2 Training Configuration

Both the standard deep hedger (SDH) and the ambiguity-averse deep hedger (AADH)
are trained using the same basic optimisation and network configuration. This en-
sures that differences in performance are attributable to the objectives of the two
methods rather than to different network architectures or optimisation techniques.

The networks are trained using mini-batches of size batch size = 1000 for 200
epochs with Adam optimizer (Kingma & Ba, 2014). The learning rate is initially set
to Irg = 107*, and is reduced

10~*, for epochs 0, ..., 99,
n =< 107°, for epochs 100, ..., 149, (7.3)
107, for epochs 150, ..., 200.
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Figure 7.2: Equation 5.3 in practice. The paths are normalized following three
different target features, which are then used in K-Means clustering (Algorithm 2).

The proportional transaction-cost rate (Equation 4.13) is set to ¢ = 0.002. Thus,
the transaction costs entering the hedging P&L (Equation 4.14) are proportional to
the traded amount, with ¢ representing a cost of 0.2% per unit of traded underlying.
This is in line with real-world transaction costs. Furthermore, as payoff, we use
an European Call Option (Equation 4.1) hedging a single asset (d = 1). However,
the framework we presented in the previous chapters has been made deliberately as
general as possible, so in future implementation, different payoffs or more assets can
be used without the need of changing the underlying theory or algorithmic structure.

The loss parameters are fixed across the SDH and AADH experiments. In the
notation of Chapter 5, the parameter governing the inner loss is A = 1—(1)0, while the
parameter governing the outer ambiguity-averse objective is v = 250. The same
values of X\ and v are used for all mixture weights in the synthetic distributional
shifts and for both hedging models.

7.1.3 Deep-Hedging Network Architecture

Following the notation of Section 4.1, the hedging strategy is represented by a feed-
forward neural network whose input at each trading date consists of the current
asset price S, the previous hedge position d;_1, and the time to maturity T — ¢,
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(Equation 4.20). Thus, with one underlying asset and three features per time step,
the input vector lies in R3. The network contains three hidden layers, each with 100
neurons and a ReLU activation function (Equation 3.1.1). The final linear layer has
one output, corresponding to the hedge position d; in the single underlying asset.

To enforce the economically admissible range of the hedge ratio for the European
call considered in this thesis, the output layer is followed by a customized sharp
sigmoid activation

1
0=

centered at o = 0.5 and scaled by s = 10. The activation maps the network
output into the interval [0, 1], so that the resulting hedge position is consistent with
the usual delta range of a call option.

The resulting architecture is detailed in Table 7.1. The architecture and all
hyperparameters are kept fixed for both the SDH and AADH.

(7.4)

Table 7.1: Deep-Hedging Feed-Forward Neural Network Architecture.

Layer Description Dimension Activation
Input Sk, 51@—1, T — tk 3 i
Hidden 1 Dense / Fully Connected 100 ReLU
Hidden 2 Dense / Fully Connected 100 ReLU
Hidden 3 Dense / Fully Connected 100 ReLU
Output  Hedge Position (&) 1 Sigmoid (Eq. 7.4)

In conclusion, the only difference between the two training procedures is therefore
their objective: the SDH minimises the standard hedging loss, whereas the AADH
incorporates the feature-clustered regimes through the ambiguity-averse outer ob-
jective described in Chapter 5. In this way, the experiment isolates the effect of
ambiguity aversion making the results as comparable as possible.

7.2 Results

7.2.1 In Sample Results

We now present the main results obtained in our experiments. This first section uses
the original setting proposed in Jones et al.; 2025: both the SDH and the AADH
are trained on Heston-generated paths and tested either on the same model or on
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out-of-sample empirical paths (i.e. market indices). We also report some results on
the AADH that are not shown in the original paper.

One of the most important metrics in deep hedging is the P&L diagram, which
shows the distribution of the profits and losses generated by the trading strategy
through Equation 4.14, evaluated on the Test set. Our results confirm the findings
of Buehler et al., 2019, where the presence of transaction costs produces left-skewed
distributions. In Figure 7.3 we can see the different shapes of the two distributions.
The AADH distribution (in orange) presents a fatter left tail than the SDH distri-
bution (in blue); its peak, however, is slightly shifted towards smaller losses. This
is consistent with the theory, since the AADH, being ambiguity-averse, hedges less
aggressively.

P&L Distributions

I SDH

2000 ~
AADH

1750 +

1500 +

1250

1000 +

Density

750 ~
500 ~

250 - H‘
0 --lllllllllllllll ! I

T
—0.150 —0.125 —0.100 —0.075 —0.050 —0.025 0.000 0.025 0.050
P&L

Figure 7.3: P&L Distribution.

Table 7.2 summarises the main statistics of the P&L distribution. The AADH
exhibits a higher variance than the SDH, but a lower mean loss. We remark that in
our setup Fy = 0, so the option premium charged upfront should be added back to
these figures before they are interpreted as economic losses.
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Mean Variance

SDH  —0.00294 0.02108
AADH —0.00241 0.02646

Table 7.2: P&L Summary Statistics using the Test set.

In Figure 7.4 we show the delta trading strategy together with the associated
price paths. Visually, the strategy is well behaved: the hedge starts at approximately
0 ~ 0.55 at time t = 0, consistent with an at-the-money position far from maturity,
and, as maturity approaches, 6 — 1 for in-the-money calls and 6 — 0 for out-of-the-
money calls.

Figure 7.5 shows again that the AADH trades less aggressively, accounting for
uncertainty. The left panel shows the two learned strategies at the last time step
before maturity, while the right panel shows their difference. The AADH holds more
of the underlying than the SDH when the call is out-of-the-money and less when
it is in-the-money, so that its delta profile is flatter around the strike: the AADH
therefore displays a lower gamma. Equivalently, the AADH behaves approximately
as a Black-Scholes delta hedger with a higher implied volatility parameter, which is
the same qualitative effect reported in Jones et al., 2025.

Finally, we test the trained models both on the synthetic Test set and on real-
world out-of-sample data. Following Jones et al., 2025, we use ten years of daily
open prices of a series of stock indices, from the 3rd of March 2014 to the 31st of
October 2024. Test paths are obtained with a sliding window of the appropriate
length, shifted one trading day at a time, and each path is normalised by its initial
value so that Sy = K = 1, consistently with the training setup.

Table 7.3 reports the results. Starting from the Test set (Heston), our numbers
are very close to those of Jones et al.; 2025: the SDH beats the AADH on every metric
except transaction costs, where the AADH is consistently cheaper. Comparing the
variances directly, we obtain 4.437 x 10~* against their 4.824 x 10~ for the SDH, and
6.925 x 10~* against their 6.900 x 10~* for the AADH. We focus on variance rather
than on risk because, following Buehler et al., 2019, we do not charge transaction
costs on the terminal liquidation, so our transaction-cost figures, and hence our risk
figures, are lower than theirs by construction. However, since the transaction costs
are scaled by A = 1/100 riks are slightly lower but completely in line with the original
ones.

According to Jones et al., 2025, out-of-sample data, or periods characterised by
distributional shifts, should be precisely where the AADH outperforms the SDH:
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Evaluation Metric Evaluation data SDH AADH
Heston: test set 4.497 x 1074  7.028 x 10~
10y SX5E 1.609 x 10*  2.146 x 10~*

Risk 10y S&P 500 1.409 x 10*  1.820 x 10~*
10y FTSE 100  1.401 x 10~* 1.692 x 10~*
10y N225 1.639 x 10~*  1.804 x 10~*
10y Nasdaq 100 1.870 x 107% 2.112 x 10~*
Heston: test set 4.437 x 107%  6.925 x 10~
10y SX5E 1.425 x 107*  1.977 x 10~*

Variance 10y S&P 500 1.245 x 107*  1.667 x 10~*
10y FTSE 100  1.249 x 10~* 1.536 x 10~*
10y N225 1.430 x 107*  1.617 x 10~*
10y Nasdaq 100 1.685 x 10~* 1.935 x 10~*
Heston: test set 3.136 x 1072 2.582 x 103
10y SX5E 2.362 x 107*  2.101 x 1073

Transaction costs 0¥ S&P 500 2.236 x 107°  2.019 x 1073
10y FTSE 100  2.164 x 107®  1.965 x 1073
10y N225 2494 x 107°  2.190 x 1073
10y Nasdaq 100 2.723 x 1073 2.293 x 1073

Table 7.3: Performance and transaction costs of the Heston-trained deep hedgers
(SDH and AADH) on the Heston Test set and on ten years of daily open prices of
five equity indices. Risk is the inner loss of Equation 5.17, Variance is the variance
of the terminal P&L, and Transaction costs is the expected total cost incurred over
a path. The lower value in each row is highlighted in bold.
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Figure 7.5: Learned delta trading strategy and difference at the last time step before
maturity.

in their results the variance and the risk of the AADH are consistently lower than
those of the SDH on real indices. Our results indicate the opposite. The SDH
attains a lower variance and a lower risk than the AADH on all five indices, while
our data do confirm the original finding that the AADH consistently spends less
on transaction costs. We stress that Table 7.3 is obtained with the sliding window
applied in chronological order; the ordering convention used to build the empirical
test paths turns out to be decisive, and we return to this point in Section 7.3.

This discrepancy between our results and those of Jones et al., 2025 motivates
the synthetic distributional-shift experiment of Chapter 6.1, in which the GARCH
generator is taken to represent the dynamics of an equity index, so that the AADH’s
behaviour relative to the SDH can be studied as a controlled function of the distance
between the training and test measures.

Before moving on, we want to remark that we repeated the empirical comparison
using closing instead of opening prices, changing architecture, extending the sample
to more recent time periods, charging transaction costs also on the terminal liquida-
tion, and varying the remaining setup choices of Section 7.1. In every one of these
variants the SDH attained a lower risk and a lower variance than the AADH on
real index data, while the AADH remained consistently cheaper in transaction costs.
The discrepancy with Jones et al., 2025 is therefore stable across our implementation
choices, which is what motivates the controlled study of the next section.

58



7.2.2 Controlled Distributional Shifts Results

Since we obtained results that differ from those of Jones et al., 2025, we now study
the behaviour of the AADH under controlled synthetic distributional shifts, putting
into practice the framework introduced in Section 6.3.

We are interested in determining whether there exist regions of the risk surface in
which the AADH outperforms the SDH. We first let £ vary on a grid with step 0.25,
from 0 to 1. We therefore train five different models, with a smaller number of epochs
than in the original setting because of the computational cost, and we test each of
them on every mixture weight, following Equation 6.17. Figures 7.6 and 7.7 report
the risk and variance surfaces, expressed as the difference between the figures of the
SDH and those of the AADH. A negative entry therefore means that the SDH attains
a lower risk, or a lower variance, than the AADH. The surfaces are negative at every
point of the grid: the AADH never outperforms the SDH, neither in distribution nor
under any of the shifts we consider. On the other hand, we confirm that the AADH
always beats the SDH on transaction costs, which are consistently lower.

This finding is worth emphasising. We started from the assumption that the
GARCH generator represents the dynamics of a stock index, so that for £ = 0 (no
Heston paths) we would have expected the AADH to outperform the SDH, in line
with Jones et al., 2025. The synthetic experiment instead reproduces the pattern
already observed on empirical data in Table 7.3, which supports our earlier results
and raises questions about the out-of-sample conclusions of the original paper.

We now return to the full setup described in Section 7.1, rather than the reduced
version adopted for Figures 7.6 and 7.7, and we examine the effect of the distribu-
tional shift on a model trained on Heston data only (&raim = 1). Since the surfaces
display no region in which the AADH outperforms, our aim here is to inspect more
closely the relation between test shift and performance, in the configuration that is
closest to the one for which Jones et al., 2025 report an advantage for the AADH.

Table 7.4 reports this experiment: a model trained exclusively on Heston-generated
paths (§ram = 1), tested on the synthetic mixtures P, ,. Figure 7.8 displays the
same results as differences between the two hedgers. We again observe a strong simi-
larity with the last row of Figures 7.6 and 7.7, so the shorter training used there does
not alter the conclusions. The AADH fails to beat the SDH on risk and variance
at every mixture weight, and beats it on transaction costs at every mixture weight.
We remark that here we adopt a finer partition of £ close to the GARCH end of
the family, since those are the mixtures that should resemble equity-index data most
closely.

In Figure 7.9 we test the prediction of Equation 6.18 of Section 6.3. The gap
between the realised variance and the closed-form quadratic in &, is essentially
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Figure 7.6: Risk surface with controlled distributional shifts. Each entry is the risk
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Evaluation Metric &y SDH AADH
0.00 1.573 x10°* 1.855x 10~*
0.03 1.710 x107* 2.073 x 10~*
0.04 1.768 x 10~* 2.175x 1074
0.05 1.796 x 10* 2.186 x 10~
Risk 0.10 2.043 x10~* 2.560 x 1074
0.15 2.302 x10°* 2.961 x 10~*
0.25 2.701 x 107* 3.592 x 10~*
0.50 3.591 x 107* 5.038 x 10~*
1.00 4.497 x 10~* 7.028 x 10~*
0.00 1.342x10"* 1.638x 107*
0.03 1.487 x10™* 1.861 x 10™*
0.04 1.547 x10™* 1.966 x 10~*
0.05 1.577 x10™* 1978 x 10™*
Variance 0.10 1.838 x 1074 2.361 x 10~*
0.15 2.112x107%* 2773 x 107
0.25 2.533x10% 3.419x10°*
0.50 3.476 x 107* 4.899 x 10~*
1.00 4.437 x10* 6.925 x 10~*
0.00 2.740 x 10~* 2.317 x 1073
0.03 2.753x107% 2.325 x 1073
0.04 2.756 x 10~ 2.327 x 1073
0.05 2.762 x 1073 2.331 x 1073
Transaction costs 0.10 2.782 x 10™2 2.345 x 1073
0.15 2.799 x 10~ 2.356 x 1073
0.25 2.835x10% 2.381 x10°3
0.50 2938 x 107% 2.450 x 103
1.00 3.136 x 107 2.582 x 1073

Table 7.4: Performance of the two deep hedgers trained on pure Heston data (&44in =

1) and evaluated on the mixture measures P, , of Definition 6.1.1, where £ denotes
the Heston weight, so that & = 0 corresponds to pure GARCH paths and £ = 1 to
pure Heston paths. The lower value in each row is highlighted in bold.
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Figure 7.8: Difference in performance between the SDH and the AADH across the
main metrics.

negligible, which indicates that the outperformance of the SDH over the AADH in
terms of risk cannot be attributed to model misspecification or to a failure of the
training procedure. We also note that the gap between the two hedgers is far from
constant across s at e = 1, i.e. in distribution, the SDH outperforms the
AADH by —2.49 x 107% in variance, whereas at ., = 0, the point of maximal
shift away from the training measure, the gap shrinks to —2.96 x 107°, roughly a
ninefold reduction. This is the classical robustness trade-off one would expect from
an ambiguity-averse objective: the AADH gives up some in-sample optimality and
recovers part of it as the test distribution moves away from the training one (result
consistent with DRO). In our setting, however, this recovery is not sufficient to close
the gap entirely, let alone reverse its sign: the SDH remains the better hedger, in
terms of both risk and variance, at every mixture weight we tested.

Finally, as a rule of thumb, we check whether the controlled distributional shifts
are consistent with the results obtained on empirical data, by locating each index
at the mixture weight that reproduces its observed level of risk. We start from
the S&P 500. For & = 0, that is, for pure GARCH paths, the SDH variance is
1.245 x 10~* on the real index against 1.342 x 10~* on the synthetic mixture, while
for the AADH it is 1.667 x 10~* against 1.638 x 107*. The two pairs of figures
are very close, which is consistent with our assumption that an equity index should
reproduce almost exactly the behaviour, and hence the risk level, of pure GARCH
paths. More interesting is the expected difference between the two hedgers: under
the theoretical mixture (see also Figure 7.8) the difference is —0.296 x 10~*, while on
the real index it is —0.422 x 10~*. The two values are not identical, but they are of
the same order and the same sign, and the same holds for the overall risk. In other
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Realized vs. Theoretical P&L Variance across Test Distributions
(Model Trained 100% on Heston)
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Figure 7.9: Theoretical variance under the controlled distributional shifts compared
with the realised results.
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words, the synthetic distributional shifts explain, with a good degree of accuracy,
both the risk levels and the performance gap observed between the two models on
real-world data.

We repeat the exercise on a different index, the Nasdaq 100, to show that the same
principle holds. The realised variances are 1.685 x 10~* for the SDH and 1.935 x 10~*
for the AADH, which correspond to a mixture weight of £ = 0.05 (95% GARCH, 5%
Heston). This is a reasonable value, given that the Nasdaq 100 is more volatile than
the other indices considered and that our Heston parameters produce high-volatility
paths. The associated theoretical variances are 1.577 x 10~ and 1.979 x 10~* for
the SDH and the AADH respectively, and the difference between the two hedgers is
—0.250 x 10~* under the theoretical mixture against —0.401 x 10~* on the real index.
Again, up to a small approximation, the controlled shifts account for the difference
in performance observed on the empirical data.

We close this section by stressing two points. First, the degree of approximation
in the risk levels described above is entirely expected, given the difference between
real market dynamics and the two generators we employ. We assume that GARCH
represents the dynamics of an equity index, while Heston contributes high-volatility
paths: neither generator can capture the full complexity of real data, and once this
limitation is acknowledged the explanatory power of the mixture family is satisfac-
tory for our purposes. Second, even with this degree of approximation, our results
appear to contradict the out-of-sample results of Jones et al., 2025. For comparison,
our performance differences, which the theoretical shifts confirm, are —0.296 x 10~*
(theoretical) against —0.422 x 10™* (real) for the S&P 500, and —0.250 x 10~ against
—0.401 x 10~* for the Nasdaq 100. The corresponding empirical figures reported in
the original paper are +0.790 x 10~* for the S&P 500 and +0.754 x 10~* for the
Nasdaq 100, with the values for the Nikkei 225 (—0.098 x 107%), the EURO STOXX
50 (+0.109 x 10~%) and the FTSE 100 (+0.130 x 10~%) also lying outside the range
predicted by our mixture family. Our experiment is therefore unable to provide a
theoretical explanation for the results obtained empirically in Jones et al., 2025. In
Section 7.3 we discuss why.

7.3 Some Considerations on the Results

In this section we explain the reasons behind the difference between our results and
those of the seminal paper of Jones et al., 2025, highlighted in Subsection 7.2.2. We
describe our thought process and the rich and constructive exchange we subsequently
had with the authors of the paper on the matter.

We started from the results on the test set reported in Subsection 7.2.1. There
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we confirmed all the findings of the paper: when testing on Heston paths generated
with the same parameters used for training, the risk metrics we obtain are essentially
identical to those reported in the original work. The discrepancy arises only on out-
of-sample data, which led us to suspect an issue in the real data used for testing.

We then tried a number of different configurations, as described in Subsection
7.2.1, also aligning the few modelling choices in which we had departed from the
original paper (600 epochs, terminal transaction costs, and the computation of 01
rather than Jy, as in Buehler et al., 2019). This again produced nearly identical
numbers on the test set, and therefore pointed towards a difference in the collection
or preprocessing convention of the real data.

At that stage we formulated the conjecture that the original paper might have
adopted a different time convention from ours when constructing the sliding win-
dows, running backwards in time. To give a concrete example, if yesterday’s price is
$100 and today’s price is $110, the forward convention records an increase of +10%,
whereas the backward convention (from today to yesterday) records a decrease of
—9.1%. Under this backward convention, the results we obtained on real index data
were remarkably close to the published ones. For the S&P 500, for instance, we
obtained a variance of 2.903 x 10~* against 2.547 x 10~* in Jones et al., 2025 for the
SDH, and 1.855 x 10~ against 1.757 x 10™* for the AADH. We also recovered the
fact that on the Nikkei 225 the variance of the SDH is slightly lower than that of the
AADH, which is the only case in the paper where this behaviour is documented.

A second observation pointed in the same direction. We noticed that the AADH
(and also the SDH) is particularly exposed to sharp price increases rather than
to sharp decreases. Testing on COVID-19 data, we found that most of the risk was
carried by a handful of paths corresponding to the rally that started at the beginning
of April 2020, when the indices gained +20% to +25% in a couple of weeks. This
is consistent with the previous point: under the backward convention, the sharp
declines of the COVID-19 crisis are turned into even sharper increases (a —30%
move becomes a +43% move once the window is reversed). Taken together, these
two findings seemed to indicate a discrepancy in the data preprocessing.

We then contacted the authors of Jones et al., 2025, with whom we had a de-
tailed and very constructive exchange on the matter. On inspecting their code, they
found an error in the generation of the Heston paths which transformed the intended
p = —0.7 into p =~ 40.71. This is clearly not what the authors intended, especially
since two positively correlated Brownian motions in the Heston model are at best
unlikely and at worst dangerous when modelling the behaviour of equity paths. Fig-
ure 7.10 illustrates the paths generated under the two values of p. While the variance
processes are identical in distribution, the price processes differ substantially: un-
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der a positive correlation, periods of high volatility are accompanied by sharp price
increases rather than by sharp price decreases.

Heston Asset Price Comparison S(t)

Correct p = —0.70

Wrong p=+0.71
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Figure 7.10: Comparison of the Heston price and variance processes under the correct
and the incorrect p parameter.

This discovery leads to two further considerations. First, as the authors of Jones
et al., 2025 themselves suggested, the published experiments can be reread as a study
of the robustness of deep hedging to the misspecification of the correlation param-
eter. Seen in this light, the result is relevant in its own right: it indicates that an
ambiguity-averse objective may recover part of the performance lost to a structurally
misspecified generator, and it would constitute a very interesting contribution.
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Second, and more speculatively, the sign of p offers a natural explanation for
the upside sensitivity described above. In a preliminary analysis of the COVID-19
evaluation data, we examined which paths drive the risk of the two hedgers. We
found that a very small fraction of paths, roughly 0.5% of the evaluation paths and
0.2% of the whole dataset, accounts for a disproportionate share of the total risk,
and that these paths are concentrated on a handful of dates during the COVID-19
rebound. Removing them lowers the risk of both hedgers substantially, with the
AADH proving relatively more resilient. As already noted, these high-risk paths
correspond to sharp upward, not downward, moves.

This connects directly to the correlation error. A Heston model with p ~ +0.71
produces a training distribution in which volatility spikes coincide with upward
price moves, and therefore one whose extreme paths are sharp rallies; the standard
parametrisation with p = —0.7 concentrates its extreme paths on the downside.
Since, for a short call position, it is precisely the upside moves that appear to drive
the hedging risk, the incorrect p may have inadvertently produced training data bet-
ter suited to the empirical evaluation, not because it is more realistic, but because it
contains the relevant type of tail event. In other words, the out-of-sample advantage
of the AADH documented in Jones et al., 2025 may be inseparable from the direction
of the extreme moves present in its training measure, which would also explain why
our controlled distributional shifts, built on a correctly specified p = —0.7 Heston
generator, never reproduce it.

We stress that this remains an empirical conjecture, drawn from a separate and
preliminary analysis, and that we do not attempt to prove it here. A natural next
step, which we leave to future work, would be to track which feature clusters carry the
largest share of risk across training runs, and to verify whether this is systematically
linked to the sign of p and, more generally, to the direction of the extreme moves
contained in the training measure.
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Chapter 8

Conclusion

In this thesis we studied the behaviour of ambiguity-averse deep hedging under con-
trolled distributional shifts. After introducing the mathematical objects involved,
feedforward neural networks and their approximation properties in Chapter 3, and
the standard deep hedging framework of Buehler et al.; 2019 in Chapter 4, we pre-
sented in Chapter 5 the ambiguity-averse extension of Jones et al., 2025, based on
feature clustering and on the smooth ambiguity aversion model of Klibanoff et al.,
2005. We made precise the role of the two hyperparameters introduced by that con-
struction, showing that the number of clusters k interpolates between a standard
deep hedger minimising the inner risk measure and one minimising the outer ambi-
guity measure, and that the ambiguity aversion parameter v recovers the maxmin
criterion of Gilboa and Schmeidler, 1989 in the limit v — oo.

The main methodological contribution of the thesis is the framework of Chapter
6. Rather than evaluating an ambiguity-averse hedger against a handful of fixed
and externally given test sets, each lying at an unknown distance from the training
measure, we constructed a one-parameter family of mixture measures Pe = { Py+(1—
¢) P interpolating between a Heston and a GARCH(1,1) generator. We showed the
mathematical properties of this object and we derived a closed-form decomposition
of the variance of any functional under the mixture. This provides a model-free
prediction against which the realised risk of a trained strategy can be compared.

The empirical results of Chapter 7 can be summarised in three points. First, on
in-distribution data our implementation reproduces the numbers of Jones et al., 2025
closely, and confirms the qualitative behaviour of the AADH: a flatter delta profile,
a lower gamma, and systematically lower transaction costs, together with nearly
identical risk metrics on the test set. Second, on real equity indices, and on every
point of the synthetic risk surface, the standard deep hedger attains a lower risk and a
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lower variance than the ambiguity-averse one, while the AADH remains consistently
cheaper: this is the opposite of the out-of-sample conclusion of the original paper,
and it proved stable across every configuration we tried. Third, the theoretical
mixture family accounts well for the risk levels observed on real indices, and, more
importantly, for the size and sign of the gap between the two hedgers, which places
the empirical result and the synthetic experiment on a common footing.

As discussed in Section 7.3, the origin of this divergence was identified through
a direct and very helpful exchange with the authors of Jones et al., 2025, who found
that their Heston generator had effectively been run with p ~ +0.71 rather than
the intended p = —0.7. This does not invalidate the ambiguity-averse construc-
tion, which remains theoretically well founded: it relocates the question. What the
published experiments demonstrate is arguably the resilience of an ambiguity-averse
objective to a structurally misspecified generator. This is a very interesting result in
itself.

Several directions remain open. The most immediate is the conjecture formulated
in Section 7.3: attributing risk to individual feature clusters across training runs, and
testing whether the clusters that dominate the loss are systematically tied to the sign
of p and to the direction of the extreme moves in the training measure. A positive
answer may turn the present negative result into a constructive prescription: the
features used for clustering, and the tails of the generator, should be chosen jointly
with the payoff being hedged.

A second direction concerns the relative scale of the two terms in the inner loss.
In a separate experiment we replaced A = 1/100 with A = 1/10, while retaining the
sigmoid constraint that forces § € (0,1) and therefore removes the statistical arbi-
trage concern of Horikawa and Nakagawa, 2024. This places variance and transaction
costs on a comparable scale, and under this setup the distributional-shift pattern on
the synthetic grid becomes considerably more pronounced. In our preliminary tests
(not included in the paper) two of the five indices show a marginal improvement
of the AADH over the SDH that is not present under the original A. Since the
AADH systematically trades less, any objective that assigns more weight to trading
costs mechanically favours it, and characterising this trade-off appears to be a more
promising route to an advantage than robustness to shifts alone. A related direction
would be to replace the inner loss of Equation 5.9 with a convex risk measure in the
sense of Definition 4.3.1, rather than the non-convex variance-based criterion we use,
at the cost of reintroducing the statistical arbitrage issue of Horikawa and Nakagawa,
2024 that motivated the original choice.

Finally, the framework of Chapter 6 is deliberately generic and can be extended in
several ways: to richer mixture families including jump diffusions or rough volatility
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generators (Fukasawa et al., 2021; Horvath et al., 2021), to deep market genera-
tors in place of parametric ones (Cetingoz & Lehalle, 2026), to other payoffs, and
in particular to the forward start option, for which Jones et al., 2025 report their
strongest results and whose path dependence would make the ambiguity-averse ob-
jective a more natural fit. On the theoretical side, the global approximation result of
Cuchiero et al., 2026 provides the foundation needed to extend the whole construc-
tion to genuinely path-dependent strategies on non-compact path spaces, which we
have left for future work.
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Appendix A

Repository Structure and Code

The full implementation comprises approximately 9,000 lines of Python code, built
on PyTorch. The repository is organized into several Python folders supporting
data generation, dataset construction, ambiguity modelling, neural-network mod-
els, training, risk measurement, and visualization utilities. The root directory also
contains experiment notebooks, testing scripts, project configuration files, and docu-
mentation. The large data collections are represented by placeholders in the diagram
rather than being listed individually. In particular, dataset/real_data/ contains
the source data files used by the experiments, including CSV datasets and scripts
for constructing rolling and inverted data windows.

The code is publicly available at https://github.com/DavideDevetak24 / Ambiguity-
Averse-Deep-Hedging-of-Options-Under-Controlled-Distributional-Shifts/tree /main.
For clarity, this public repository contains a reduced version of the project, limited to
the main experiments. The full directory tree, reproduced below, includes additional
exploratory notebooks and test scripts that were part of the development process
but were left out of the public release to avoid unnecessary clutter.

AADH Scripts/
_-init__.py
README .md
.env
.vscode/
Lg,settings.json
costs_test.py
Idea_1.ipynb
Images.ipynb
Main.ipynb

5



| mainmix_1.ipynb

| mainmix_2.ipynb

| mainmix 3.ipynb

| Main MLP_test_1.ipynb

| Main MLP_test_2.ipynb

| Main_test_l_architectures.ipynb
| Main_test_2_one_cluster.ipynb
| Main_test_4_covid.ipynb

| Main_test_5_covid.ipynb

| Main_test_6_covid.ipynb

| ambiguity measures/
__init__.py
ambiguity_loss_fn.py
KMeans_algo.py

| data_generators/

__init__.py
cev.py
garch.py
heston.py
| dataset/
__init__.py
dataset.py
real data/

Data source files: CSV datasets
real_data_window.py
real_data_inverted_window.py
| models/
__init__.py
models_utils.py
neural network.py
| risk measures/
__init__.py
measures.py
test_metrics.py

| training/
_init__.py
train_loop.-nn.py
train utils.py
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utils/
__init__.py
charts.py
charts_utils.py
options.py
PL.py

Relevant Code Excerpts

The sections below reproduce a selection of the core parts of code we discussed in the
main text. Again, we remark that this is only a tiny fraction of what we included in
the repository, however it is useful to understand in a more practical sense the logic
we described theoretically in the previous chapters. We choose to order the code
chunks following the flow of the main pipeline.

Listing A.1: Heston Model for Data Generation

import numpy as np
import pandas as pd

SO0 = 100 # initial stock price

vO = 0.04 # initial variance

T =1 # time horizon

N = 252 # number of yearly steps

r = 0.03 # risk-free rate

mu = r # drift under risk neutral measure

kapp 1 # rate of mean reversion

theta = 0.04 # long-term variance

sigma_v = 2 # volatility of volatility

rho = -0.7 # correlation between Brownian motions
K = 100 # strike price

n_simulations = 100 # number of Monte Carlo simulations

def heston_data_generator (SO, vO, T, N, r, mu, kappa, theta, sigma_v,
rho, n_simulations=1000, risk_neutrality=True, random=True

, seed=42):
if risk_neutrality == True:
mu = r
else:
mu = mu
dt = T/ N

data_S = np.empty ((N+1, n_simulations))

data_v = np.empty ((N+1, n_simulations))

data_S[0, :] = SO

data_v [0, :] = vO

rng = np.random.default_rng(seed if random else 42)

Z = rng.multivariate_normal(
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33 mean=[0.0, 0.0],
34 cov=[[1.0, rhol, [rho, 1.0]11],
5 size=(N, n_simulations)

36 )
37 dW_s = np.sqrt(dt) * Z[:, :, 0]
38 dW_v = np.sqrt(dt) * Z[:, :, 1]

10 for j in range(1l, N+1):
11 vt = np.abs(data_v[j-1, :1)
12 sqrt_vt = np.sqrt(vt)

13 data_S[j, :]1 = data_S[j-1, :]1 * np.exp((mu - 0.5 * vt) * dt + sqrt_vt * dW_s
[j-1, :1D
44 v_new = data_v[j-1, :] + kappa * (theta - vt) * dt + sigma_v * sqrt_vt x*

aw_v[j-1, :]
15 data_v[j, :] = np.abs(v_new)

17 return pd.DataFrame(data_S), pd.DataFrame(data_v)

Listing A.2: Neural Network Model

1 import torch

2 import torch.nn as nn

3 import torch.nn.functional as F

i from models.models_utils import CustomSharpSigmoid
5

6 class HedgingNN(nn.Module):

7 def __init__(self,

8 hidden_layers_dim=100,

9 num_hidden_layers=3,

10 n_features=3,

11 n_assets=1,

12 center=0.5,

13 scale=10.0):

14 super (HedgingNN, self).__init__()

15 self .hidden_layers_dim = hidden_layers_dim

16 self .num_hidden_layers = num_hidden_layers

17 self.n_assets = n_assets

18 self .n_features = n_features

19 input_dim = n_assets * n_features

layers = []

layers.append(nn.Linear (input_dim, hidden_layers_dim))

layers.append(nn.RelLU())

for _ in range(self.num_hidden_layers):
layers.append(nn.Linear (hidden_layers_dim, hidden_layers_dim))
layers.append (nn.RelLU())

layers.append(nn.Linear (hidden_layers_dim, n_assets))

layers.append (CustomSharpSigmoid (center=center, scale=scale))

self .network = nn.Sequential (*layers)

N
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Listing A.3: Inner Loss Function

import torch

class AADHInnerLoss (nn.Module):
def __init__(self, lam: float = 1/100):
super () . __init__()

6 self.lam = float(lam)
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def forward(self, pl_no_tc: torch.Tensor, tc: torch.Tensor) -> torch.Tensor:
if pl_no_tc.numel() > 1:

0

9 V_pl_no_tc = torch.var(pl_no_tc, unbiased=True)

10 else:

11 V_pl_no_tc = torch.tensor(le-5, device=pl_no_tc.device) # added variance
floor

12 E_tc = torch.mean(tc)
13 return V_pl_no_tc + self.lam * E_tc

Listing A.4: Outer Loss Function

I import torch
import torch.nn as nn

class AADHOuterLoss (nn.Module):
def init__(self, alpha: float = 250):

6 super () . __init__ ()

7 self.alpha = float (alpha)

8 def forward(self, inner_losses: torch.Tensor, cluster_probs: torch.Tensor) ->
torch.Tensor:

9 r_max = inner_losses.max ()

10 exponential = torch.exp(self.alpha * (inner_losses - r_max))

11 expectation = torch.sum(cluster_probs * exponential)

12 outer_loss = r_max + (1.0 / self.alpha) * torch.log(expectation)

13 return outer_loss

Listing A.5: Train Loop

| def train_one_epoch_AADH(model, loader, optimizer, cluster_probs, inner_loss=
AADHInnerLoss (), outer_loss=AADHOuterLoss (), option_type_fn=eur_call_payoff,
strike=100.0, cost_rate=0.0, device=’cpu’):
model.train ()

2

3 device = torch.device(device)

1 cluster_probs_tensor = _cluster_probs_to_tensor(cluster_probs, device)
5 use_full_batch_forward = _can_use_full_batch_aadh_forward(model)

6 running_loss = torch.zeros((), device=device)

7 n =20

8 for paths, labels in loader:

9 paths = _to_device(paths, device)
10 labels = _to_device(labels, device)
11 outer_loss_value = _compute_aadh_batch_loss(model, paths, labels,

12 cluster_probs_tensor,
3 inner_loss, outer_loss,
14 option_type_fn, strike,
5 cost_rate,
16 use_full_batch_forward)
7 optimizer.zero_grad(set_to_none=True)
18 outer_loss_value.backward ()

clip_grad_norm_(model.parameters(), 1.0)

optimizer.step ()

running_loss += outer_loss_value.detach() * batch_size

n += batch_size
epoch_loss = (running_loss / n).item()
return epoch_loss

NN N NN =
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Listing A.6: Distributional Shifts Experiment

1/ def run_mixed_generator_experiment (heston_params,

2 garch_params,

3 n_train_paths=2000,
\ n_test_paths=1000,
5 xi_step=0.1,

6 xi_values=None,

7 n_clusters=5,

8 batch_size=100,

9 train_val_proportions=(0.8, 0.2),
10 epochs=50,

11 cost_rate=0.0,

12 learning_rate=1e-3,

13 lam=1/100,

14 alpha=250,

15 option_type_fn=None,
16 strike=1.0,

17 adaptive_learning=False,

18 schedule=None,

19 model_class=None,

20 model_kwargs=None,

21 device="cpu",

22 seed=42,

23 shuffle=False,

24 num_workers=0,

25 pin_memory=None,

26 persistent_workers=False,

27 quiet=True):

28

29 if n_train_paths <= 0 or n_test_paths <= O0:

30 raise ValueError("n_train_paths and n_test_paths must be positive.")

31

32 if len(train_val_proportions) != 2:

33 raise ValueError("train_val_proportions must contain train and validation
proportions.")

34

35 train_prop, val_prop = train_val_proportions

36 if abs((train_prop + val_prop) - 1.0) > 1e-10:

37 raise ValueError("train_val_proportions must sum to 1.")

38

39 if model_class is None:

10 model_class = HedgingNN

41 if model_kwargs is None:

12 model_kwargs = {}

13 if option_type_fn is None:

14 option_type_fn = eur_call_payoff

15

46 device = torch.device(device)

17 xi_grid = _mixture_grid(xi_step=xi_step, xi_values=xi_values)

48 test_path_cache = {}

19

50 for test_idx, test_xi in enumerate(xi_grid):

51 paths, n_heston, n_garch = _generate_mixed_paths/(

52 heston_params,

53 garch_params,

54 n_test_paths,

55 test_xi,
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seed + 100_000 + test_idx * 1_000
)
test_path_cache[test_xi] = {

"paths": paths,

"n_heston": n_heston,

"n_garch": n_garch,

}

loader_kwargs = {

rows

for

"batch_size": batch_size,

"shuffle": False,

"num_workers": num_workers,

"pin_memory": torch.cuda.is_available() if pin_memory is None else
pin_memory,

"persistent_workers": persistent_workers and num_workers > O,

= [

train_idx, train_xi in enumerate(xi_grid):
train_paths, train_heston_count, train_garch_count = _generate_mixed_paths(
heston_params,
garch_params,
n_train_paths,
train_xi,
seed + 10_000 + train_idx * 1_000

)
train_features = compute_feature_matrix(train_paths)
train_labels, kmeans_model = kmeans_clustering(train_features, n_clusters=

n_clusters)
train_dataset = AADeepHedgingDataset(train_paths, train_labels)
train_loader, val_loader, _ = build_loaders(
train_dataset,
batch_size=batch_size,
set_proportions=[train_prop, val_prop, 0.0],
shuffle=shuffle,
num_workers=num_workers,
pin_memory=pin_memory,
persistent_workers=persistent_workers

)

model_seed = seed + train_idx

aadh_model = _train_mix_model(
train_main, model_class, model_kwargs, train_loader, val_loader,
option_type_fn, strike, cost_rate, lam, alpha, epochs,
learning_rate, True, adaptive_learning, schedule, device,
model_seed, quiet

)

sdh_model = _train_mix_model (
train_main, model_class, model_kwargs, train_loader, val_loader,
option_type_fn, strike, cost_rate, lam, alpha, epochs,
learning_rate, False, adaptive_learning, schedule, device,
model_seed, quiet

)

for test_xi in xi_grid:
test_paths = test_path_cache[test_xi]["paths"]
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112
113
114
115
116
117
118
119
120
121

122
123
124
125
126
127
128
129
130
131
132
133
134
135
136
137
138
139
140
141
142
143
144
145
146
147
148
149
150
151

152
153

154

test_features = compute_feature_matrix(test_paths)

test_labels = kmeans_model.predict(test_features)
test_dataset = AADeepHedgingDataset (test_paths, test_labels)
test_loader = DataLoader (test_dataset, #**loader_kwargs)
aadh_risk, aadh_variance, aadh_costs = test_result_metrics(

aadh_model,

test_loader,
option_type_fn=option_type_fn,
strike=strike,
cost_rate=cost_rate,

lam=lam,

device=device

)

sdh_risk, sdh_variance, sdh_costs = test_result_metrics(
sdh_model,
test_loader,
option_type_fn=option_type_fn,
strike=strike,
cost_rate=cost_rate,
lam=lam,
device=device

)

rows .append ({
"train_xi_heston": train_xi,
"test_xi_heston": test_xi,
"train_heston_paths": train_heston_count,
"train_garch_paths": train_garch_count,

"test_heston_paths": test_path_cache[test_xi]l["n_heston"],
"test_garch_paths": test_path_cache[test_xi]["n_garch"],
"AADH_overall_risk": aadh_risk,

"AADH_variance": aadh_variance,

"AADH_transaction_costs": aadh_costs,

"SDH_overall_risk": sdh_risk,

"SDH_variance": sdh_variance,

"SDH_transaction_costs": sdh_costs,
"risk_diff_SDH_minus_AADH": sdh_risk - aadh_risk,

"variance_diff_SDH_minus_AADH": sdh_variance - aadh_variance,

"cost_diff_SDH_minus_AADH": sdh_costs - aadh_costs,
b

return pd.DataFrame (rows)

AT Disclaimer

The Al tool Claude Sonnet 5 (Anthropic) was minimally used solely for linguistic
refinement and the validation of selected proofs. All core ideas, research, and final

derivations remain entirely the original work of the author.
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