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Abstract

This thesis presents an approach to indoor autonomous navigation, using techniques
like 3D reconstruction, semantic segmentation, and Simultaneous Localization and
Mapping (SLAM). By capturing and understanding indoor environments, the system
aims to provide assistive navigation for individuals with disabilities (state-of-the-
art).

The proposed method utilizes RGB-D sensors to generate dense point clouds. SLAM
algorithms are used to create maps of the environment, enabling precise localization
and path planning while machine learning algorithms are applied to classify these

segmented spaces by creating an user-friendly map.
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Chapter 1
Introduction

In the last years, we are assisting an important evolution in technologies, especially
in machine learning field. All these techniques are making everyday life effortless
and helping many people with disabilities. Autonomous systems are being developed
and made accessible to a large number of people. For these systems, understanding
the environment is the fundamental part of being capable of moving and taking
decisions on our behalf.

For an instance, imagine being a person with motion and/or vision disabilities. In
the first case, you would probably be in a wheelchair. Navigation inside your house
could be difficult in some cases due to obstacles or the person’s motion problems.
Similarly, imagine being a blind person; moving around your house could be difficult
without any help.

This project aims (state-of-art) to provide a significant help to these people by pro-
viding a system being able to map your house, localize itself, recognize what you
are looking at, and the room which you are inside. In case of motion disabilities,
you can even attach some wheels to the system to be able to autonomously navigate
between rooms.

The proposed system employs a Kinect sensor to capture RGB-D images, allow-
ing room segmentation and spatial perception. By integrating SLAM techniques,
the system achieves real-time camera localization and mapping of the indoor envi-
ronment, creating a robust foundation for navigation. In addition, machine learn-

ing models are utilized for room classification, allowing the system to identify and



differentiate spaces based on their functional characteristics. This combination of
technologies ensures precise environmental understanding and enhances the user’s
ability to navigate seamlessly within a structured indoor setting, adapting to differ-

ent architectural layouts and user requirements.



Chapter 2
Background

In the following chapter we are going to describe some fundamental basis to under-

stand the project.

2.1 Projective 3D space

Projective space was introduced because standard Euclidean space fails to han-
dle certain geometric and perspective-related problems naturally. By embedding
Euclidean space in homogeneous coordinates, projective geometry simplifies calcu-
lations and makes many problems easier to solve, particularly in computer vision,
3D reconstruction, and robotics.

An example could be in perspective projection, where in real-world imaging and
vision systems, objects farther away appear smaller; this is difficult to model in
Euclidean space, where coordinates follow a linear system.

Another example is parallel lines, where in Euclidean space, they never meet, which
contradicts real-world perspective; however in projective space, points at infinity
were introduced, allowing parallel lines to intersect at a vanishing point.

Since the camera model differs from reality, we need a way to represent and map

the corresponding coordinates.



2.1.1 Points and lines

Euclidean 2D points are described as vectors:

T = v € R?
Yy

and become a 3D point in 2D projective space:

0
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The final homogeneous coordinates will be:
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Lines and points are represented as vectors of 3 elements in P? so that comes the

"Duality principle”:

< To any theorem of 2-dimensional projective geometry there corresponds a dual

theorem, which may be derived by interchanging the roles of points and lines in the

original theorem.>>

2.1.2 The 3D space

Similarly to the 2D projective space, a point z in R? is represented in homogeneous

coordinates P2 as a 4-dimensional vector:
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2.2 The pinhole camera model

The pinhole camera model is a mathematical abstraction used to describe how cam-
eras capture images representing the relationship between the 3D world, the camera
reference system and the projective image plane.

The pinhole camera model assumes an ideal camera without lenses, mirrors, or other
optical components modeling it as a light-tight box with a single, tiny aperture (the
pinhole) through which light travels. The image plane inside the camera records
the projection of the scene, creating a two-dimensional representation of the three-
dimensional world.

This is necessary because a sensor without a pinhole will result in an image where

pixels will have, on average, the same value.

Object

Film/Sensor

Figure 2.1: Camera without pinhole

Figure 2.2: The pinhole model
model

Projection

When we capture a scene with a pinhole camera, we are mapping 3D points to 2D
points (onto the image plane) according to the function: E : R®> — R?. By using
homogeneous coordinates, we can express the projection with a linear mapping
E: R — R%

i
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Figure 2.3: Camera projection

The first 3x3 internal matrix is denoted as K and represents the camera intrinsic

parameters:
f 0 cx
K=|0 f cy
0 0 1

These parameters are given by the camera specification and are used to undistort

the image or apply transformations. So, the final projective camera is:
P =K(RT)

where the rotation matrix R and a translation vector T express the rigid motion

from a world reference system to the camera reference system (camera pose).

2.3 The RGB-D images

RGBD images are a type of digital image that consists of both color information

and depth information. An RGBD image typically consists of:

¢ RGB Channels: three channels containing color information for each pixel

(red, green, blue)

e Depth Channel: a single channel where each pixel represents the distance
from the camera to the corresponding point in the scene stored in units like

meters, millimeters

Together, these elements create a representation of the environment that combines

visual texture with spatial geometry.
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Figure 2.4: RGB image Figure 2.5: Colored depth image

Why RGB-Ds?

While standard RGB images only provide a 2D view of a scene, RGB-D images
provide a more comprehensive understanding of spatial relationships and object

positions, particularly advantageous for applications such as:

e Object recognition and segmentation: depth data allows us to distinguish

between overlapping objects based on their distance from the camera

¢ 3D Reconstruction: RGB-D images enable accurate reconstruction of 3D

environments by integrating depth information

Depth data acquisition

Depth data can be acquired using specialized sensors and cameras that capture the
distance of objects in a scene. The most common technologies for acquiring depth

data include:

1. Structured Light: a pattern of light (often infrared) is projected onto the
scene, and distortions in the pattern are analyzed to calculate depth.

Example: Kinect v1.

2. Time-of-Flight (ToF) Cameras: measure the time it takes for a light pulse
to travel to an object and back to the sensor.

Example: Kinect v2, Azure Kinect.

11



3. Stereo Vision: uses two or more cameras to calculate depth through parallax
differences.

Example: ZED stereo cameras.

4. LiDAR (Light Detection and Ranging): employs lasers to measure pre-
cise distances by analyzing reflected light.

Example: Apple LiDAR on iPhones and iPads, Velodyne sensors.

5. Monocular Depth Estimation (Software-Based): uses machine learning

to infer depth from standard RGB images.

2.4 The Kinect vl sensor

IR Emitter Color Sensor
IR Depth Sensor

Tilt Motor

Microphc;ne Array

Figure 2.6: The Kinect v1 sensor structure

The Kinect v1 sensor was developed by Microsoft and it uses structured light technol-
ogy, projecting an infrared dot pattern onto the scene and analyzing the distortions

to compute depth. Key features of Kinect v1 include:

¢ Resolution: RGB images are captured at a resolution of 640 x 480 pixels,

while depth images typically have the same resolution

e Depth Range: the sensor can capture depth information from approximately

0.8 meters to around 4.5 meters

Through an USB adapter and some libraries, data can be accessed by a variety of

different programming languages (especially C#) including Python (we will use it

12



in our project).
The camera intrinsics parameters of the sensor are given by Microsoft and we keep

them into a JSON file called camera_parameters.json:

{
//RGB camera
"fx": 525,
"fyl: 525,
"cx": 319.5,
"cy": 239.5,

//Depth sensor
"fxd": 594.21,
"fydt: 591.04,
"cxd": 339.5,
"cyd": 242.7,
//Image resolution
"w": 640,

"h": 480

2.5 Used methodologies

2.5.1 Freenect library

The Freenect library[l] is a Python wrapper around the libfreenect library, which
provides access to the Microsoft Kinect sensor allowing to interface with Kinect
hardware to access its camera data (RGB video and depth information) and manage
the device’s sensors.

Key Features:
e Depth Sensor Access: read depth data from the infrared sensor

e RGB Camera Access: capture color video data from the RGB camera

13



e Motion Sensing: It can be used for reading motion or skeletal data to create

interactive applications where the user’s movements are tracked

e LED Control: control the LED lights on the sensor

We are interested in two methods:

sync_get_video retrieves video data (color RGB images) from the Kinect’s RGB
camera blocking the code execution while the video frame is being captured. A

numpy array is returned with shape 480x640x3.

sync_get_depth used to retrieve depth data from the Kinect’s infrared sensor.
The depth data represents the distance of objects from the camera in millimeters.

A numpy array containing the depth values for each pixel is returned.

There are different types of depth formats that can be returned from the
sync_get_depth function, but we are interested in the DEPTH_REGISTERED one.
This format registers the depth data with the color image, ensuring that each
depth pixel corresponds to the exact pixel in the RGB video frame. Kinect’s depth
sensor and RGB camera are not perfectly aligned. When you capture depth data
and video data separately, they come from slightly different perspectives. The
DEPTH_REGISTERED format aligns the depth data with the RGB video frame
by projecting the depth information into the camera’s RGB frame of reference.
The resulting depth image will have the same dimensions as the RGB video image,
where each pixel in the depth map corresponds directly to a pixel in the video

frame.

2.5.2 SLAM (Simultaneous Localization and Mapping)

RGB-D SLAM (Simultaneous Localization and Mapping using RGB-D data) is a
process that enables a camera equipped with an RGB-D sensor to build a map
of its environment while simultaneously estimating its own location within that
map. This technique is particularly powerful because it combines visual information

(RGB) with depth data (D), enabling precise 3D perception of the environment.
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Localization is used to determine the pose (position and orientation) of the cam-

era or robot within a map.

Mapping is used to incrementally build a map of the environment as the system
moves through it.
There are some challenges to take in accounts, in particular:

e Odometry Drift: small errors in estimating motion accumulate over time, lead-

ing to inconsistencies in the map

e Loop closure: detecting when the camera returns to a previously visited loca-

tion and correcting the accumulated drift
General framework implementation:
1. Feature Extraction and Matching:

(a) Detect keypoints or features (e.g., SIFT, ORB) in RGB images
(b) Match features between consecutive frames to estimate relative motion

(c¢) Depth data helps triangulate the 3D positions of features
2. Odometry Estimation:

(a) Compute the camera’s motion between two frames using RGB-D Odom-

etry:
i. Visual Odometry: matches features in RGB images

ii. Depth Odometry: matches points in 3D space using depth data
3. Mapping:

(a) Create a map incrementally by transforming depth data into a point cloud

using estimated poses.

(b) Merge successive point clouds into a global map

4. Loop Closure:

15



(a) Detect when the camera revisits a known location by matching features

to previously mapped areas.

(b) Correct errors caused by odometry drift by optimizing the trajectory and

map
5. Pose Graph Optimization:

(a) Construct a graph where nodes represent camera poses and edges repre-

sent relative transformations.

(b) Optimize the graph to ensure consistency, particularly after detecting

loop closures

ICP (Iterative Closest Point)

ICP|2] is an algorithm used for aligning 3D models or point clouds. The goal is to

minimize the difference between two sets of points.

T

*

Figure 2.7: ICP line aligment
Figure 2.8: ICP 3D alignement

How ICP Works:

1. Initial setup: the algorithm starts with an initial guess of the alignment be-

tween the two point clouds (which could be far off)

2. Closest point matching: for each point in the moving point cloud, the algo-

rithm finds the closest point in the fixed (reference) point cloud

3. Transformation: based on the closest point matches, a rigid transformation
(rotation and translation) is computed to minimize the distance between cor-

responding points

16



4. Update: the moving point cloud is transformed using the calculated transfor-

mation, and the process repeats iteratively

5. Convergence: the algorithm stops when the change in error (the difference
between the two point clouds) is below a certain threshold, or after a set

number of iterations

Visual odometry

Visual odometry (VO)[3] is the process of estimating the motion of a camera through
an environment by analyzing a sequence of images. By comparing the differences
in the images, the system tracks how the camera has moved relative to its initial
state estimating its position and orientation. It calculates the relative motion by
integrating incremental changes in position and orientation from the RGBD data

previously acquired.

Open3D implementation. Since the project relies on Open3D library, a brief
description on how ICP works in this context is given.

The function compute_rgbd_odometry[4] uses the intensity (RGB) information and
depth (D) data to track camera movement. Two RGBD images are needed: one
representing the current frame and one representing the previous one. These images
should include both RGB color information and depth data.

The intrinsic parameters of the camera (such as focal length, principal point) must be
known since are essential for computing accurate camera poses from RGBD data.
Using the RGBD images, Open3D computes the camera motion (translation and
rotation) between the two frames.

The function compute_rgbd_odometry uses an iterative approach based on depth
data to track how much the camera has moved between the two frames, employing
a variant of the iterative closest point (ICP) algorithm to match depth points and
estimate the pose. The result is a transformation matrix that encodes the relative
pose between the two frames.

The Jacobian matrix plays a crucial role in describing how changes in the camera’s

pose (translation and rotation) affect the residual error between the observed and
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predicted points in the image combining both photometric (difference between the
intensity) and geometric (discrepancy between the 3D point) information.

There are three kind of Jacobian matrix:

1. Standard
2. From hybrid terms (I, — 1,)* + A\(D, — D;)*
3. From color terms

Our implementation uses RGBDOdometryJacobianFromHybridTerm|[5]| options to

perform odometry.

Pose graph

A pose graph|6] is a data structure to represent the relative positions (or poses) of
an object/camera over time. The main idea is to encode the relationship between
poses (usually in terms of position and orientation) based on sensor measurements.
A pose graph is typically used to optimize and estimate the trajectory or to map
environments while minimizing errors in the poses.

In a pose graph:

e Nodes represent poses (i.e., the positions and orientations of the camera at

various timestamps)

e Edges represent the relative constraints between poses, derived from sensor
readings or motion models. These edges might encode information such as
the relative displacement (position and rotation) between two poses or the

uncertainty in that displacement

In open3D we used global optimization[7] to better optimize the camera trajectory

with given parameters:

e max_correspondence_distance=0.05: defines the maximum allowable distance
between corresponding points or features when registering different poses. If
the distance between two corresponding features exceeds this threshold, they
will be considered invalid or excluded from the optimization. A smaller value

results in more strict constraints between poses
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e edge_prune_threshold=0.25: controls which edges in the pose graph will be
kept during the optimization. If the relative displacement between two poses
is larger than this threshold, that edge might be considered as an outlier and
pruned (removed) to improve the optimization process. This can help avoid

using erroneous constraints that might worsen the optimization

o reference_node=0: sets the node (pose) that serves as the reference for all the

other nodes in the graph

e preference_loop_closure=0.1: This parameter controls the preference for includ-
ing loop closure constraints in the optimization. Loop closure is important in
SLAM when a location is revisited, as it can help correct drift in the estimated
trajectory. A higher value might increase the weight of loop closure constraints

in the optimization
The process of improving the accuracy of the pose graph is called Pose Graph
Optimization (PGO), it adjusts the poses of nodes and it recognize a loop closure
(previously visited location) to minimize an error function:

2
Qij

Bz)= ) |z~ (zi®a;)

(,5)€edges

where:

e E(x): the total error to minimize across all edges in the graph
e (i,7) € edges: the set of edges (constraints) in the pose graph
e z;;: the relative pose measurement (constraint) between nodes ¢ and j

e 1;: the estimated pose of node 7, typically represented as a 4 x 4 transformation

matrix
° ZL‘]-_li the inverse of the estimated pose of node j
e @: the pose composition operator, used to combine poses or transformations

o ||-||3 : the weighted squared norm, where );; is the information matrix rep-
Qi j

resenting the confidence in the measurement z;;
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RANSAC

RANSAC(Random Sample Consensus) is an iterative, probabilistic, voting algo-
rithm designed to estimate a model’s parameters from a dataset that contains a
significant number of outliers, especially when data is noisy, and could disrupt tra-
ditional least-squares fitting methods. Instead of trying to fit the model to all data
points at once, RANSAC seeks a solution by repeatedly sampling small subsets of
the data and testing their validity. RANSAC’s success lies in its ability to distin-
guish between inliers (data points that fit the model) and outliers (data points that
do not fit the model). The final solution is the model that has the largest consensus

among the inliers.

Figure 2.9: RANSAC algorithm

Open3D implementation is based on the registra-
tion_ransac_based_on_feature_matching function to align two point clouds by
finding a transformation (e.g., rotation and translation) that minimizes the dis-
crepancy between them using feature-based matching. In particular, FPFH feature

extractor and Point-to-Plane optimizer with Levenberg Marquardt is used.

Levenberg-Marquardt optimization is an iterative optimization method used

to solve nonlinear least squares problems. It is particularly effective for problems

20



where the objective function involves minimizing the sum of squared differences be-
tween observed and predicted values. In this context is used to find the transforma-

tion that minimizes the point-to-plane distance between the given correspondences.

2.5.3 Feature extraction
SIFT

SIFT (Scale-Invariant Feature Transform) is an algorithm used to detect and de-
scribe keypoints in an image. It generates robust, invariant features that can be
matched across images with varying scales, rotations, illuminations, and viewpoints.

FPFH

Fast Point Feature Histogram (FPFH) is a local geometric descriptor designed to
describe the shape of a surface around a point in a point cloud. FPFH encodes
the local geometry of a point by analyzing the spatial relationships between its
neighbors, resulting in a 33-dimensional vector that represents the point’s geometric

signature. It is efficient, rotation-invariant, and robust to noisy data.

2.5.4 Useful functions
Ray casting

Ray casting is a computational technique used to determine the interactions between
rays and objects in a virtual environment. It involves tracing a ray, represented
mathematically as a line or vector, from an origin point through a direction in 3D

(or 2D) space to compute its intersections with objects in a scene.
R(t) =0 +1td

where:
e R(¢): Point along the ray at parameter ¢,
e 0: Origin point of the ray
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e d: Direction vector of the ray
e ¢: Non-negative scalar parameter (¢ > 0)

Open3D provides a method for ray casting in the trimesh library called inter-
sects_location|[8]. The intersects_location method computes the intersection points
of rays with the surface of a 3D mesh returning a NumPy array of the 3D coordi-
nates where the ray(s) intersect with the mesh. Each row corresponds to a single

intersection point.

Morphological operations

Erosion shrinks or erodes the foreground. Removes small noise and isolates
smaller features. This is done by replacing each pixel with the minimum value

in its neighborhood, as defined by a structuring element.

Dilation grows or dilates the foreground by restoring the size of the eroded objects
while smoothing boundaries. This is done by replacing each pixel with the maximum

value in its neighborhood.

Opening is the dilation of the erosion used to clean up or process binary images
by removing small objects, smoothing boundaries, and separating objects that are
close together. It consists of two steps.

Binary opening is implemented in scipy.ndimage module by the binary_opening[9)

function.

Dilation Erosion Opening

]

Figure 2.10: Morphological operations
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PCA

Because point clouds are often generated in an arbitrary coordinate system, we need
to realign them in a known X, Y, and Z axes orientation. This involves transforming
the point data so we can correctly understand its spatial distribution relative to a
standard world frame.

In Principal Component Analysis (PCA), the Principal Component Axis refers to
the directions in the data space along which the variance of the data is maximized.
Axes are determined by finding the eigenvectors of the covariance matrix of the
dataset where each of these eigenvectors represents a principal component, which
corresponds to a direction in which the data varies the most. Thus, the principal
component axes are essentially the directions in the original feature space where the
data exhibits the most variability, and they form the new basis in which the data is

projected during PCA.

Figure 2.11: Before PCA Figure 2.12: After PCA

As we can see from the image above, before applying PCA the house appears to
grow (in width) along the Z axis while it appears to grow (in height) along the Y
axis, which is not what we are expecting.

After applying PCA, the height of the house grows along the Z axis, meaning that
walls are parallel to Z and perpendicular to X.

In this way, we have standardize the point cloud model and we can work on it

23



knowing where the components are located in the space.

KDTree

A KD-tree (k-dimensional tree) is a data structure used for organizing points in a k-
dimensional space, it is essentially a binary search tree designed for multidimensional
data.

Structure
e Fach node in the tree represents a point in k-dimensional space

e Every level of the tree splits the data along one of the k& dimensions, cycling

through the dimensions as you go down the tree

At level d of the tree, data is split based on the value of the d % k dimension (with &
number of dimensions). A KD-tree is constructed to balance the data, so that each
split divides the dataset roughly in half improving search performance (especially
for neighbor searching). The Nearest Neighbor search works by finding the point in
the KD-tree that is closest to a given query point y traversing the tree to locate the

closest point, using backtracking to check other branches when necessary.

FLANN

FLANN (Fast Library for Approximate Nearest Neighbors) is an open-source library
designed for fast and efficient nearest-neighbor searches in high-dimensional spaces
by finding the closest points (or approximate closest points). FLANN is optimized
for approximate results rather than exact matches, prioritizing speed over perfect

accuracy.

FLANN + KDTree

Using FLANN with the KD-tree algorithm is convenient for feature matching due
to its speed, scalability, and efficiency. Since feature descriptors, such as SIFT or

SURF, are high-dimensional vectors and a KD-tree is specifically designed for spatial
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searches in low-to-medium dimensional data, this combo makes NN searches very

efficient.

Lowe’s Ratio Test

Lowe’s Ratio Test is a technique used to filter and retain only reliable matches
between feature descriptors after performing a k-nearest neighbors (k-NN) search,
by reducing false matches caused by ambiguous or noisy feature correspondences.

The idea behind Lowe’s ratio test is to measure the uniqueness of a match by

comparing:

e The distance to the best match (closest neighbor)

e The distance to the second-best match (second-closest neighbor)
Key Assumption:

e If the best match is much better (closer) than the second-best match, it is

likely a reliable match

e If the best and second-best matches have similar distances, the match is am-

biguous and likely false

For a query descriptor ¢ let d; and ds be the distance to the best match (nearest
neighbor) and the distance to the second-best match (second-nearest neighbor),
then:

d
Ratio = d_;

If the ratio is below a threshold (typically 0.7) the match is considered good.

2.5.5 Clustring

Clustering is a technique that involves organizing a set of objects into groups, called
clusters, based on their similarities. The goal is to ensure that objects in the same
cluster are more similar to each other than to those in other clusters. This similarity

is defined mathematically, using distance metrics or other measures of proximity in

25



a feature space.

Clustering is an unsupervised learning technique, meaning it does not require labeled
data, instead, it identifies the underlying structure of the data based on the input
features alone.

Clusters are groups or collections of data points in a dataset that share similar
characteristics and can be thought of as a region in the feature space where data
points are densely packed together, separated from other regions by areas of lower

density.

DBSCAN

DBSCAN (Density-Based Spatial Clustering of Applications with Noise) is a clus-
tering algorithm that groups data points based on their density in the feature space.
Unlike algorithms like k-means, it does not require the number of clusters to be
specified beforehand and it can identify clusters of arbitrary shape handling noise

and outliers effectively.// Key Concepts:

Core Points is defined as it if at least min_samples points (including itself) are

within a distance of eps (epsilon) from it.

Border Points is defined as it if it is not a core point but is within eps distance

of a core point.
Noise Points is defined as it if it is neither a core point nor a border point.

Direct Density Reachability. A point q is directly density-reachable from p if

p is a core point and q is within eps distance of p.

Density Connectivity. Two points p and q are density-connected if there
is a chain of points connecting them, where each point in the chain is directly

density-reachable from the previous one.

DBSCAN is available inside the sklearn library.
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Agglomerative

Agglomerative Clustering is a type of hierarchical clustering that builds nested clus-
ters in a bottom-up approach. It starts by treating each data point as its own cluster
and iteratively merges the closest clusters until all points are in a single cluster or a
desired number of clusters is reached.

This method produces a dendrogram, which is a tree-like structure representing how
clusters are merged at each step. The height of each merge reflects the distance (or
dissimilarity) between the clusters.

Key Concepts.

Linkage Criteria Determines how the distance between clusters is calculated

when merging.

Common linkage methods

Single Linkage: Distance between the closest points in two clusters.

Complete Linkage: Distance between the farthest points in two clusters.

Average Linkage: Average of all pairwise distances between points in two

clusters.

Ward’s Linkage: Minimizes the total variance within clusters after merging.

Distance Metric Defines the distance or dissimilarity between points (e.g., Eu-
clidean, Manhattan).

Dendrogram Visual representation of the hierarchical structure of clusters.

Cutting the dendrogram at a specific height can yield a desired number of clusters.

Agglomerative clustering is available inside the sklearn library.
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2.5.6 Machine learning

Machine Learning (ML) is a branch of artificial intelligence (AI) that focuses on
building algorithms and models that allow computers to learn from and make de-
cisions based on data. In contrast to traditional programming where rules are ex-
plicitly written by humans, in machine learning, systems improve their performance
automatically as they are exposed to more data through pattern recognition and
statistical techniques.

Object classification is a task where a system is trained to recognize and categorize
objects within images or video data into predefined classes or categories.

To let the system recognize the environment ML has been used to classify objects

in a room and give a guess on the room which the camera is in.

Torchvision is a popular open-source library that is part of the PyTorch ecosys-
tem and provides a set of tools, datasets, models, and image transformations that
simplify the process of building, training, and deploying computer vision models.
It offers a wide variety of pre-trained models such as ResNet, VGG, AlexNet, Mo-
bileNet, and Faster R-CNN, are trained on large datasets like ImageNet and COCO.

CNN (Convolutional Neural Network) uses a series of layers to automatically learn

spatial hierarchies of features.

RCNN (Region-based Convolutional Neural Network) works by first identifying
potential regions in an image that may contain objects (region proposals), then,
a CNN is applied to each of these regions to classify the objects and refine the

bounding boxes around them.

Faster-RCNN  (Region-based Convolutional Neural Networks) builds on the ba-
sic idea of region-based convolutional networks (R-CNN), but improves the speed
and accuracy of the object detection pipeline by introducing a Region Proposal
Network (RPN) for generating region proposals, eliminating the need for a sepa-
rate, slow proposal generation process.

Key components:
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e Backbone Network: responsible for feature extraction from the input image

(usually using CNNs)

e Region Proposal Network (RPN): generates candidate object by sliding a small
window over the feature map produced by the backbone. These proposals are

bounding boxes that might contain objects

e Rol(Region-of-Interest) Pooling: extracts fixed-size feature maps from the re-

gion proposals for subsequent classification and bounding box regression

e Fully Connected Layers (FC): perform classification and refine the bounding
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Figure 2.13: Faster RCNN

ResNet-50 (Residual Networks) is a deep CNN architecture designed to mitigate
the problem of vanishing gradients that occurs when training very deep networks
by using skip connections or residual connections, which allow the model to learn

residual mappings instead of the original ones.

FPN (Feature Pyramid Network) improves the feature extraction process by gen-
erating multi-scale feature maps, which helps detect objects of varying sizes. FPN
does this by building feature pyramids through top-down architecture and lateral

connections:
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e Top-down pathway: up-samples the higher-level feature maps to finer scales.

e Lateral connections: combine the up-sampled feature maps with features from

lower levels, maintaining rich spatial information from the earlier stages of the

network.

Res5, stride 2 ~H/32, W/32% 1x1 conv -~————— 3x3 conv > P5 |

T 2x up .
Res4, stride 2 -H_/1 6, W/16+ 1x1 conv ——b¢ - 3x3 conv > P4
ResNet-50 T E . “I"p p—
Res3, stride 2  —H/8, W/8— 1x1 conv -—P; - 3x3 conv > P3|

T . 2X up
Res2 —i-IM, wW/4—» 1x1 conv ——>»+ - 3x3 conv —P P2

PTR—— t Top-down

Figure 2.14: ResNet-50 with FPN

Our implementation uses the Faster-RCNN model with a ResNet-50 backbone and
a pre-trained model on COCO_V1.

COCO (Common Objects in Context) is a large-scale image dataset containing
more than 300,000 images, over 80 object categories, and annotations such as object

segmentation masks, bounding boxes, and image captions.

2.5.7 PnP

PnP (Perspective-n-Point) is used to estimate the pose (position and orientation) of
a camera relative to a known 3D object. In particular, given a set of 3D points in
the object’s coordinate space, their corresponding 2D projections in the image and
the camera’s intrinsic parameters, the task is to find the rotation R and translation
T that describe the transformation from the 3D object’s coordinate space to the

camera’s coordinate space. In simpler terms, PnP allows to compute the camera’s
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position and orientation in the world based on the known geometry of an object and
its appearance in the image.

Camera
coordinate
system

Figure 2.15: PnP

Points expressed in the world frame X, are projected into the image plane [u,

v] using the perspective projection model II and the camera intrinsic parameters
matrix K.
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The estimated pose is thus the rotation (rvec) and the translation (tvec) vectors

that allow transforming a 3D point expressed in the world frame into the camera
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Perspective-n-Point is implemented in OpenCV with solvePnP and solvePnPRansac

methods. For the purpose of this document we are going to describe the second one.

solvePnPRansac This version take advantages of RANSAC algorithm to reduce

noisy correspondences and outliers.

retval, rvec, tvec, inliers = cv2.solvePnPRansac(
objectPoints, # 3D points in the object space
imagePoints, # 2D points in the image space
cameraMatrix, # Camera intrinsic matriz
distCoeffs # Distortion coefficients
reprojectionError=8.0,
iterationsCount=100,

confidence=0.99

It takes in input:
e objectPoints: 3D coordinates of points
e magePoints: 2D pixel coordinates of the corresponding points
e cameraMatrix: camera intrinsic parameters

It returns:
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e rvec: rotation vector (can be converted to a rotation matrix)
e tvec: translation vector

e retval: success or not

2.5.8 Horn’s method

Horn’s alignment formula for absolute orientation is a method for finding the best
rigid transformation (rotation, translation, and optionally scaling) that aligns two
sets of corresponding points in 3D space. The algorithm minimizes the mean squared
error between the two point sets while preserving the geometric structure.

Given two sets of corresponding 3D points:
{p:}, {ai}, i=1,....n

where:

® D;: source points

e (,: target points
We seek:

e A rotation matrix R (3x3, orthonormal)

e A translation vector t (3x1)

e Optionally, a scaling factor s (scalar)

The objective is to minimize the sum of squared distances:

i=1
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Algorithm Steps

1. Compute Centroids:

Compute the centroids of the two point sets:

I I
P:E;Pi, q:ﬁ;%‘

Center the points by subtracting the centroids:

P,=pP;—P, q=q —q.

2. Compute Cross-Covariance Matrix:

Compute the cross-covariance matrix H:

H=> pjq)".
=1

3. Singular Value Decomposition (SVD):
Perform SVD on H:
H=UZV'.

4. Compute Rotation Matrix:

The optimal rotation matrix is:
R=VU".
If det(R) < 0, adjust V to ensure a proper rotation:

V < V with last column negated.

5. Compute Scaling (Optional):
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If scaling is allowed, compute the scaling factor:

_ trace(X)
i 1P

6. Compute Translation:

The translation vector is:

Final Transformation

The resulting transformation aligns the source points to the target points:

q; ~ sRp; + t.
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Chapter 3

Related work

3.1 Indoor point cloud segmentation

This paper, titled ” Point Cloud Room Segmentation Based on Indoor Spaces and 3D
Mathematical Morphology” presents an approach to analyzing and segmenting

indoor spaces using 3D point cloud data.

a) Input point cloud b) Voxelized point cloud ¢) Indoor concave hull delimitation d) Indoor spaces
i ¥
- . =
L .
G G
i
¢) 3D morphological erosion f) Spaces identification g) 3D morphological dilation h) Segmented point cloud

Figure 3.1: Point cloud segmentation workflow

A brief workflow of the algorithm is given below.

Voxelization. Given a point cloud, this process partitions the space into a regular
grid of volumetric elements, called voxels. Each voxel is classified as either ”occu-

pied” if it contains at least one point from the point cloud or "empty” otherwise.

37



Contour extraction. Since voxelization is applied over the entire point cloud,
the resulting dataset includes voxels located within the interior of the building, and
“empty” voxels situated outside the building, especially when the building’s shape
deviates from a rectangular form. To obtain only the "empty” voxels corresponding
to the building’s interior, the building’s contour is extracted by performing a concave
hull operation on the "occupied” voxels. The contour extraction is conducted in 2D,
necessitating the orientation of the point cloud. The output of this step is a set of

"empty” voxels that correspond exclusively to the building’s indoor space.

3D erosion. 3D morphological erosion is applied to empty voxels to break the
space continuity between rooms given by doors and walls and is based on the removal
of voxels whose neighborhood does not match the size and shape of the structuring

element.

Room individualization. Remaining voxels after erosion operation are clustered

to obtain rooms’ cores.
Dilatation. Since the space between rooms has been broken down, to restore

the complete empty space corresponding to each room, a morphological dilation is

applied.
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3.2 RGB-D Mapping

In 2012 Peter Henry, Michael Krainin, Evan Herbst, Xiaofeng Ren and Dieter Fox
proposed a model to map indoor environments through depth cameras. In the
"RGB-D Mapping: Using Depth Cameras for Dense 3D Modeling of Indoor En-
vironments” [11] they investigate how such cameras can be used in the context of
robotics, specifically for building dense 3D maps of indoor environments. They pre-
sented a full 3D mapping system that utilizes a novel joint optimization algorithm
combining visual features and shape-based alignment. Visual and depth information
are also combined for view-based loop closure detection, followed by pose optimiza-

tion to achieve globally consistent maps.

Main components:
1. spatial alignment of consecutive data frames
2. detection of loop closures

3. globally consistent alignment of the complete data sequence

1. Spatial alignment To align the current frame to the previous frame, the
alignment step uses RGBD- ICP that takes advantage of the combination of RGB
and depth information. A parallel loop closure detection thread uses the sparse
feature points to match the current frame against previous observations, taking
spatial constraints into account. If a loop closure is detected, a constraint is added

to the pose graph and a global alignment process is triggered.

2. Loop closure Alignment between successive frames is a good method for
tracking the camera position over moderate distances. However, errors in alignment
between a particular pair of frames, noise and quantization in depth values, cause
the estimation of camera position to drift over time, leading to inaccuracies in the
map. This is known as the loop closure problem, and their solution to it has two

parts. First, loop closure detection is needed to recognize when the camera has
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returned to a previously visited location. Second, the map must be corrected to

merge duplicate regions.

3. Global alignment In order to minimize the conflict between sequential
constraints and loop closure constraints they employ TORO, a system for effi-
ciently minimizing the error in such graphs where vertices are parameterized by
translation and rotation components and edges represent constraints between the
parameters with associated covariance matrices. TORO uses stochastic gradient de-

scent to maximize the likelihood of the vertex parameters subject to the constraints.

Figure 3.3: 3D representation of the in-
door building

Figure 3.2: Map of a building
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3.3 RGB-D Cameras for 3-D Modeling

Further on the 2013, Xiaofeng Ren, Dieter Fox, and Kurt Konolige better described
what was already done int the RGB-D Mapping: Using Depth Cameras for Dense 3D
Modeling of Indoor Environments. In their article ” Change Their Perception: RGB-
D Cameras for 3-D Modeling and Recognition ” they summarize and discuss the
promising uses of RGB-D in three-dimensional (3-D) mapping and 3-D recognition
combining the strengths of optical cameras and laser rangefinders; the joint use
of color and depth in RGB-D sensing to make visual perception more robust and
efficient, leading to practical systems that build detailed 3-D models of large indoor
spaces.

They started describing how a stereo sensor works by projecting a pattern, effectively

painting the scene with a texture that is largely independent of the ambient lighting.

IR Projection
Pattern
(Fine-Grained Texture)

(Left)
Projector

(Right) Camera :
Figure 3.4: Active structured light principle with IR projector and camera.
The figure shows the basics of the structured light setup. One of the two cameras

is replaced by an IR projector. The IR pattern is generated by an IR laser dispersed
by a proprietary dual-stage diffraction grating. The IR camera knows the locally
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unique projection pattern and how the pattern shifts with distance, so a local search
can determine the shift (disparity), and depth can be computed through triangu-
lation. The advantage of the structured light approach is that it tends to generate
fewer false positives since the pattern is known. On the other hand, projected tex-
ture stereo can potentially work outdoors, taking advantage of natural as well as
projected texture.

Then they proceeded by describing the goal of RGB-D mapping, which is to robustly
and efficiently create models of large-scale indoor environments that are accurate
in both geometry (shape) and appearance (color). An overview of the workflow is

described in the following image:

RGB-D CAMERA RGB-D FEATURES ALIGNMENT Loop Closure

| Sparse Features | RANSAC

Point-Cloud
Maps

| Surfel Maps |

| Dense Point Cloud | ICP

Figure 3.5: Overview of RGB-D Mapping

The main part of 3D modeling is the odometry problem: how to align two con-
secutive frames. Frame-to-frame alignment is well studied for both the image-based
case and the shape-based case. Image-based alignment is typically based on sparse
feature matching (such SIFT) and epipolar geometry, and shape-based alignment
typically uses a version of the iterative closest point (ICP) algorithm on the dense
point clouds. In the RGB-D case, color and depth information are jointly available,
aligned and synchronized at every pixel meaning that there is no scale ambiguity,
and the full six-dimensional relative transform can be computed from a pair of RGB-
D frames.

The final step is to optimize the map through loop closure detection and global pose
estimation. Frame-to-frame alignment using RGB-D ICP is robust and accurate
nonetheless, a large environment could take thousands of frames to cover, and align-
ment errors accumulate. To detect loop closure, it follows a standard image-based
approach and runs RE-RANSAC to find geometrically consistent feature matches

between a subset of keyframes, prefiltering potential closures using vocabulary trees.
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To find globally consistent camera poses, it uses two strategies, one using the fast
pose optimizer tree-based network optimizer (TORO) and one solving stereo-based

sparse bundle adjustment (SBA).
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3.4 Real-Time Visual Odometry from Dense
RGB-D Images

Back in 2011, some students of the Technical University of Munich in Germany pre-
sented an energy-based approach to visual odometry from RGB-D images of a
Microsoft Kinect camera trough an energy function which aims at finding the best
rigid body motion to map one RGB-D image into another one, assuming a static
scene filmed by a moving camera.

The propsed technique has been used later by Open3D in the odometry function.
The key idea is to tackle the underlying inverse problem by minimizing the back-
projection error finding a rigid body transformation from the special Euclidean
group representing the camera motion such that the registered second image ex-
actly matches the first, then they approximate the minimizer of this non-convex

energy by sequential convex optimization.

(a) First input image (b) Second input image

(c) Warped second image (d) Difference image

Figure 3.6: Visualization of energy minimization approach
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In the image we can see the energy minimization approach to estimate the cam-
era motion between RGB-D images (a)+(b). The idea is to compute the rigid body
motion which optimally transforms the second image (c) into the first, i.e. the dif-

ference image (d), computed for locations of reliable depth, should be zero (=gray).
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3.5 An Evaluation of the RGB-D SLAM

To understand the effectiveness of the proposed methods, some evaluation ap-
proaches has been presented. In particular a paper called ” An FEvaluation of the
RGB-D SLAM System” |14] presented an approach to simultaneous localization and
mapping (SLAM) for RGB-D cameras like the Microsoft Kinect evaluating its per-
formance thoroughly a dataset, including a large set of sequences of different scenes
with varying camera speeds and illumination conditions. In particular, they eval-
uated the accuracy, robustness, and processing time for three different feature de-
scriptors (SIFT, SURF, and ORB).

The schematic overview of their system is the following

?

RGB-D Camera

Depth Images UJ ‘ RGB Images m
1 |
v v
Pairwise 6D Pairwise Feature
Transformation Estimation e Matching
(RANSAC, GICP) (SURF, SIFT, ORB)

Global Pose Graph

o S o Registered
Optimization P ;
(g?0) 3D Point Clouds
Voxelization
(OctoMap)

3D Occupancy
Grid Map

Figure 3.7: Schematic overview of RGBD SLAM
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Generally, the error function has the form:

F(X) = Z E(Xi,Xj,Zij)TQijE(Xi,Xj,Zij) (31)
(i,5)€C
x* = arg min F(x). (3.2)
Here, x = (x{,...,x})" is a vector of pose representations x;. z; and €2

represent respectively the mean and the information matrix of a constraint relat-
ing the poses x;,x;, i.e., the pairwise transformation computed by the front-end.
e(x;,X;,2;;) is a vector error function that measures how well the poses x; and x;
satisfy the constraint z;;. It is 0 when x; and x; perfectly match the constraint, i.e.,
the difference of the poses exactly matches the estimated transformation.

To evaluate the system, they used the RGB-D benchmark which provides a dataset
of Kinect sequences with synchronized ground truth and an evaluation tool that

computes the root mean square error (RSME) given an estimated trajectory.

Results of the Trajectory Estimation They evaluated the accuracy of the sys-
tem on all sequences using SIFTGPU feature extraction and approximate matching
using FLANN. In general, this evaluation shows that the approach performs well in
most of the sequences. In contrast, ORB features turn out to be less accurate and

also less reliable.

Method | Success | Transl. RMSE Rot. RMSE
(Avg. £ Std. Dev.) (Avg. £ Std. Dev.)
SIFTGPU 9/9 0.097 m £ 0.063 m 3.95° £ 2.47°
SURF 9/9 0.098 m £ 0.078 m 3.39° £ 1.55°
ORB 7/9 0.215m £ 0.189 m 7.75° £ 5.55°

Table 3.1: Error Metrics for Translational and Rotational RMSE

Results of the runtime evaluation On average, the system required 0.35 s per
frame. The overall runtime performance strongly depends on the configurations.
The system has to detect features and extract their descriptors in each incoming

image frame, so, the following table shows a comparison of the computation time
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required for the different feature types previously described. They found that ORB
is faster than SURF and SIFTGPU by one order of magnitude.
system produced high errors in two of the nine sequences. SIFTGPU is still about

3.5 times as fast as the non-parallelized SURF implementation.

Feature matching and motion estimation needs to be computed at least once per
frame. They found that matching the current features to those of 20 previous frames
a good compromise. The table shows the average runtime for matching and motion

estimation showing that FLANN reduces the time required for frame-to-frame

registration by a factor of two.

However, the

Type Count Runtime Detection + Extraction
(Avg. £ Std. Dev.) (Avg. £ Std. Dev.)

SURF 1733 £ 153 0.34s £0.34 s

ORB 1117 4+ 558 0.018 s £ 0.0086 s

SIFTGPU | 1918 £ 599 0.19 s

Table 3.2: Runtime Detection and Extraction Metrics
Results Here, some result on a large dataset.
Sequence Length | Duration | Frames | Total g*o Transl. | Rot.
Name
(m) (s) Runtime Runtime RMSE | RMSE
(s) (s) (m) )

FR1 360 5.82 28.69 745 145 0.66 0.103 3.41
FR1 desk2 10.16 24.86 614 176 0.68 0.102 3.81
FR1 desk 9.26 23.40 575 199 1.31 0.049 2.43
FR1 floor 12.57 49.87 1214 488 3.93 0.055 2.35
FR1 plant 14.80 41.53 1112 424 1.28 0.142 6.34
FR1 room 15.99 48.90 1332 423 1.56 0.219 9.39
FR1 rpy 1.66 27.67 687 243 10.26 0.042 2.50
FR1 teddy 15.71 50.82 1395 556 1.72 0.138 4.75
FR1 xyz 7.11 30.09 788 365 40.09 0.021 0.90

Table 3.3: Table summarizing sequence metrics including length, duration, average

velocities, runtimes, and RMSE values for translation and rotation.
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3.6 Benchmarking SLAM in mirror environments

With the diffusion of these techniques, especially in indoor environments, some
problems have emerged. The most significant is the presence of mirror inside our
houses that can introduce noisy data since RGB images are reflected inside them.
To this scope, in 2024 Peter Herbert, Jing Wu, Ze Ji and Yu-Kun Lai benchmarked
SLAM in mirror environments.

An example of the effect of a mirror is given in the following image:
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Figure 3.8: Mirror problem with LiDAR sensor

One of the reasons that planar mirrors cause difficulties in computer vision is
that reflections are typically indistinguishable from their real counterparts without
context. Mirrors provide alternative viewpoints for an environment, allowing light
to be redirected around corners or behind occlusions. Reflections are ubiquitous in

many domestic and industrial settings, and are often utilized by the human visual
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system to help people understand their surroundings. On the other hand, computer
vision systems have struggled to recognize reflective surfaces and correctly under-
stand the environment’s geometry.

Filtering out reflections means discarding information that has the potential to ex-
tend a camera’s coverage of an environment or object. Ideally, this information
should be extracted and utilized to improve the reconstruction output of SLAM
methods.

So, they proposed a reflection aware vSLAM (RA-vSLAM) algorithm (state-of-art)
that is aware of mirrors in environments, and can even make use of the reflections,
would thus be of interest for both domestic and industrial applications.

The study suggests that a reflection-aware vSLAM (RA-vSLAM) should:

e Identify mirror surfaces in the environment
e Utilize reflections to enhance mapping instead of discarding them
e Prevent confusion between real and reflected objects during feature matching

The paper does not yet implement RA-vSLAM but benchmarks existing methods
to highlight areas needing improvement by introducing a new dataset, MirrEnv,

containing RGBD image sequences captured in environments with mirrors.
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Chapter 4
The proposed model

The developed system is divided into four main parts:
1. 3D image acquisition
2. Point-cloud creation
3. Segmentation and classification

4. Localization

4.1 3D Image acquisition

As we mentioned before, the Microsoft Kinect sensor has been used to acquire RGB
images and the corresponding depth data. A class called RGBDManager handles
the acquisition and reading of the data. RGB images and depth data are acquired
simultaneously and are automatically aligned by the Freenect library, which returns
a 640x480 grid. The images are saved as a video, while the depth grid is stored
using a numpy array, where each index corresponds to the i-th frame. When these
values are read, they are converted into an Open3D RGBDImage, combining both

color and depth files.
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4.2 Point-cloud creation

The main subject of this project is the House object that hold all the functions and

data structures needed:
e The global point-cloud
e A pose-graph
e List of rooms
Each room is extracted from the point-cloud and has some properties like:
e The point-cloud of the room
e The RGBDImages that have contributed to create the point-cloud
e A list of object found inside the room
e A label that classify the type of room

This phase deals with the processing and merging of RGB-D images. It begins by
reading and loading all the individual RGB-D images. Next, an alignment algorithm
is applied to these images, combining them into a single, unified 3D point cloud.
Finally, to minimize any accumulated errors introduced during the merging process,

a pose-graph optimization technique is employed.

4.3 Segmentation and classification

To determine the type of room we are in, a machine learning model has been used.
The RoomClassifier class encapsulates all the necessary methods. The algorithm
used for classification is Faster R-CNN with ResNet-50 and labels from the pre-
trained COCO_V1 weights. A JSON file called room_labels has been created, where
each type of room (e.g., bathroom, bedroom, living room, etc.) is associated with a
list of common objects typically found in it.

An example of a bathroom:
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"bathroom": [

"bottle",
"toilet",
"sink",
"book",
"clock",

"hair drier",
"toothbrush"
1,
}

Finally, a voting algorithm is used to identify the room with the highest hit rate.

4.4 Localization

Now that we have all the necessary information about the house and its rooms, we
can reverse the process to determine the camera’s position and point of view given
a new RGBD image. To achieve this, a feature-matching algorithm is employed
by analyzing the RGBD image (query one) and extracts the most distinctive and
reliable features present. These features are then compared against the features
previously extracted and stored from our pre-built 3D model of the house. Once
a set of matching features is identified, we use either the solvePnP (Perspective-n-
Point) algorithm or Horn’s method to map the coordinates of the query image to

the coordinates of the pre-built house reference system.
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Chapter 5
Implementation

In this chapter, we are going to explain in detail what each component do.

5.1 3D image acquisition

The freenect library provides two methods to get data from the kinect sensor

rgb, _ = freenect.sync_get_video ()
depth, _ = freenect.sync_get_depth(format=DEPTH_REGISTERED)

The RGB value is composed of three channels, each corresponding to the Red, Green,
and Blue colors of an image. Fach pixel in each channel contains a value ranging
from 0 to 255, where 0 indicates no intensity and 255 represents maximum intensity.
Depth values are represented by a matrix where each cell corresponds to the pixels
of the RGB image, with a value ranging from 0 to approximately 8000, representing
the distance from the object in millimeters. A value of 0 indicates either missing or
corrupted data, as the minimum distance the sensor can register is around 50 cm.
The images are saved as a 30 fps .avi video in FFV1 format to preserve the original
resolution, while the depth grid is stored as a numpy array where each index corre-
sponds to the i-th frame of the RGB video.

When these values are read, they are converted into an RGBDImage, a custom ob-
ject that encapsulates the Open3D RGBDImage and provides direct access to the

already converted arrays of color and depth, along with methods to extract features.
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5.2 Point-cloud creation

The creation of the point cloud is managed by the House object through its build
method, which uses the odometry algorithm.

For each image acquired, the process involves:
e Feature detection: identify key features (corners, edges, etc)
e Feature matching of the previously detected features

e Pose estimation: use geometric constraints to compute the relative transfor-

mation between the two images

The project includes a function called compute_odometry_pcd that performs the point

cloud creation and it works as follow.

Initialization

The process begins with the creation of a pose-graph, configuration of odometry
settings, and establishment of an initial pose.

Our configuration defines the depth_diff max parameter (the maximum depth dif-
ference to be considered as correspondence between two aligned pixels) as the
vozel_length * 0.3 (with vozel_legth default set to 0.04).

The initial_pose is set as a 4x4 identity matrix (1s on the main diagonal).

Odometry

The system proceeds by taking pairs of images from an RGB-D lists naming them
as source_rghd (previous image) and target_rgbd (current image).
Then the open3D compute_rgbd_odometry function is invoked with the following

inputs:
e the RGBD image pair
e camera intrinsic parameters

e optional initial transformation
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e Jacobian method

Then it proceeds by using depth information to project 2D points into a 3D space.
Then it computes and tracks features using both RGB and depth data to estimate

the transformation. Our odometry configuration consists of:

e source_rgbd and target_rgbd images

the Kinect camera intrinsics parameters

the previous calculated pose

Jacobian from hybrid therm

The odometry options previously defined
The information returned by this method are:
e 4x4 motion matrix that represents the estimated relative pose

e 6x6 information matrix that indicates the confidence of the estimated trans-

formation

The resulting pose from odometry calculation is then evaluated by invoking the
1s_translation_too_large function. It examines the resulting pose determining whether
the change in translation is within acceptable bounds, otherwise, it indicates a po-
tential error in the odometry calculation.

It works by calculating the magnitude and the rotation angle of the given transfor-
mation and if those values are above a given threshold it returns True (meaning a
large transition), False otherwise.

The function parameters are set as:
e threshold_magnitude: 0.5 by default but we used 0.25 on our configuration
e threshold_angle: 10 by default

If an outlier is detected, an alternative method is applied to estimate the pose

between the two frames.
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RANSAC with ICP

We use RANSAC to handle a potential large misalignment due to noisy or corrupted
frames.

To achieve so, noisy data are filtered out by converting source_rgbd and target_rgbd
images into point-clouds and the remove_statistical_outlier|16] function is applied.
This process identifies and removes points that are considered outliers due to their
relatively large distances from their nearest neighbors based on an average distance

within the overall point cloud. It takes two input parameters:

e nb_neighbors: how many neighbors are taken into account in order to calculate

the average distance for a given point (set to 100)

e std_ratio: the threshold level based on the standard deviation of the average

distances across the point cloud (set to 1.8)

Note that for computational reason the point-clouds are down-sampled and normals

are computed.

Figure 5.1: Before noise reduction Figure 5.2: After noise reduction

If a large transformation 1is detected, the system proceed with
ransac_icp_with_information_matriz function to perform RANSAC + ICP for
a new pose estimation.

As we already discussed, we compute the FPFH features from both point-clouds to
perform the registration_ransac_based_on_feature_matching.

Since RANSAC result is an overall estimation of the pose, we use ICP to refine it.
Then, the two transformations are compared and the best one is taken.

Now, the resulting pose is globally aligned by multiplying it with the initial_pose.
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The new global pose is then inserted in a new pose-graph node with a new edge

containing the information_matriz extracted from the previous pose estimation.

5.3 Pose-graph optimization

Once the odometry phase is completed, a pose-graph optimization is performed to
better estimate the global position, since we have all the data computed for the
entire house.

The configuration of the pose-graph optimization is the following:
e mazx_correspondence_distance = 0.5
e cdge_prune_threshold = 0.25
e reference_node = ()
o preference_loop_closure = 0.5

At the end of the process all the pose-graph nodes are iterated to create a global
point-cloud by multiplying each single point-cloud pose (derived from the RGB-D

images) by the corresponding optimal one found in the pose-graph node.

Figure 5.3: Point cloud of a kitchen

During this phase, an array called point_indices is computed to keep track of
contributing images to 3D point for clustering purpose. This array represents a

mapping of each point in the combined point cloud to the index of the RGB-D
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image it originated from. The function extends the point_indices list with the index
of the current RGB-D image repeated n times (as much points as in the local point
cloud). This ensures that every point in the transformed point-cloud is associated

with its source image.

5.3.1 Segmentation

The segmentation phase is based on ” Point cloud room segmentation based on in-
door spaces and 3D mathematical morphology” algorithm with some slightly

differences.

Voxel grid creation

First, the global point-cloud is converted into a voxel grid using Open3D’s cre-
ate_from_point_cloud function (with voxel size set to 0.1). Following voxelization,
the bounding box of the original point cloud is determined. This bounding box
represents the smallest box that completely encloses all points in the input point

cloud.

Figure 5.4: Bounding box of a point cloud

From this box the min_bound and max_bound are extracted and, in this context,

are considered to represent the floor and ceiling of the house, defining the vertical
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boundaries of the point cloud. To better improve clustering, the points that lie
on these floor and ceiling planes are removed. By excluding the bottom and top
surfaces of the interior space, the clustering algorithm is focused specifically to the
remaining, internal volume of the house.

After this optimization, the voxels’ centers are computed and a new grid without

the top and bottom part is finally created.

5.3.2 Contour extraction

The contour extraction is not straightforward so a slightly different workflow has
been considered by creating a function find_room_coordinates that works as follow.
The process begins by extracting 3D point data from the input point-cloud and
converting them into a NumPy array. These 3D points are then projected onto a
2D plane using a projection matrix, effectively flattening the representation by dis-
carding the Z-coordinate. This results in a 2D top-down view of the room.

Once the points have been projected into 2D, they are normalized to fit within the
dimensions of a 2D canvas by shifting the points so that the minimum values of the
coordinates start at zero and scaling them proportionally to ensure they fit within
the specified canvas size.

The normalized 2D points are then drawn onto the canvas as white circles, which
represent the locations of the original 3D points in this 2D projection. The canvas
is then converted to gray scale, and a binary thresholding operation is applied to
create a clear distinction between the drawn points and the background. Morpho-
logical operations, such as closing, are performed on the thresholded image to fill in
small gaps and refine the shapes, ensuring that the contours of the points are well
defined.

With OpenCV help, the contours are extracted and the looped to find the largest
one that is not excessively large (e.g., the border of the canvas). The most suitable
contour is selected for further processing.

The returned contour is approximated to a simpler polygon using OpenCV’s ap-
prozPolyDP function, which reduces the number of points in the contour while

maintaining its overall shape. The bounding rectangle of this simplified contour is
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calculated and its coordinates are scaled back to the original 3D space.

Figure 5.5: 2D flat pcd and green contour

Figure 5.6: Projected 3D contour

Figure 5.7: Final 3D contour of an house

5.4 Erosion

With the 2D and 3D contour coordinates established, we could now accurately define

the interior space of the house within the voxel grid, removing any voxels that fell
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outside these boundaries due to the initial point cloud to grid conversion.
To achieve so, ray casting is performed. The first step is to create a FLANN KDTree
filled with the point cloud’s points, then for each voxel in the grid:

1. Retrieve the voxel center coordinates

2. Search for the three nearest neighbors using KNN on the KDTree

3. Check if the distances to all neighbors is below a certain threshold (0.04)
4. Perform ray casting on the z and y axes of the voxel

5. If the voxel intersect at least 4 points it means that is inside four walls, so it’s

an inlier

In the last step, some padding is added by taking the voxel if and only if has a

distance of 1.2 from the contour to reduce noisy data and outliers.

Figure 5.8: Ray casting: green point inlier, red point outlier demonstration

At this point the original point-cloud is succesfully converted to a padded voxel
grid.

With the correct representation, the system can proceed with erosion by creating
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a structuring element of 3x1x3 and using it in the binary_opening function. As we
have seen, this function performs binary erosion resulting in a voxel grid with only

room’s cores and without walls (eroded).

Figure 5.10: Eroded voxel grid
Figure 5.9: Voxel grid

5.5 Clustering

Now that room’s cores have been isolated, clustering algorithms can be applied to

identify room’s spaces. Two different approaches have been tested.

DBSCAN

DBScan clustering (Density-Based Spatial Clustering of Applications with Noise)
identifies clusters based on areas of high point density, automatically handling noise.
This method is particularly efficient due to the structure of the data. The best

configuration tested is the following:
o eps = 0.4
e min_samples = 65
e algorithm = kd_trees

To avoid small clusters due to noisy data, clusters having less than 80 points were
filtered out.

64



Agglomerative clustering

Agglomerative clustering recursively merges pair of clusters of sample data using
linkage distance (in this project). This method is less efficient respect to DBClus-
tering but it also useful due to the data structure of the voxel grid, thanks to the

well divided spaces in room’s core. The optimal configuration is:

o distance_threshold = 2.7

e [inkage = average

In our context, the first approach (DBSCAN) provided better results.

After this process, small clusters of points corresponding to each room are
obtained. However, these clusters need to be expanded to cover the full original
room space. To achieve this, a function called assign_points_to_clusters assigns
each point from the original point-cloud to the closest cluster centroid through a
KDTree. Once clustering is complete, a distinct cluster for each room is obtained.
Before room classification, the system needs to reverse the clusters in order to find
out the RGBD images that contributed to creating each room.

During the optimization phase an array called point_indices has been saved int the
structure to represents a mapping of each point in the combined point-cloud to the
index of the RGB-D image it originated from. This array is now used to the reverse
operation: mapping points in a combined point-cloud back to their source RGB-D
images. In this way we can use the corresponding RGB-D images for classification

purpose.
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Bedroom

Figure 5.12: Clustered point cloud
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5.6 Classification

In order to let the system know where is located, machine learning algorithms are
used to classify rooms.

The idea is to use image classification on RGB images inside each room to find
what kind of objects are present in the environment and then infer the room type
based on their appliances. To do so, a class called RoomClassifier managed all the
resources necessary to correctly classify each room. As already mentioned before,
the algorithm used for classification is FasterRCNN with ResNet50 FPN and labels
from pre-trained weights COCO V1.

The algorithm works as follow.

Object detection

For each RGB image in a room the following transformations are applied:
1. ToTensor: converts image o a pytorch format

2. Normalization: normalizes the pixel values of an image tensor channel-wise

(separately for R, G, and B channels).
Then the transformed image is passed to the model that returns an object made of:
e scores: confidence scores for each detected object
e labels: predicted category indices for the detected objects
e boxes: bounding box coordinates for the detected objects

From this result only scores above a certain threshold of confidence are kept. This
is necessary to avoid uncertain detections. The labels are then saved in a list repre-
senting the objects found in that room.

Since images are extracted from a video, consecutive frames often contain very sim-

ilar content, so the system loops every 10 frames. This improves performance.
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Classification

Given the labels previously found, the system starts by loading the room_labels.json

containing the mapping between room and common objects that can be found on

them.

To classify correctly a room, a voting algorithm is used. This is necessary because

some objects are in common with multiple rooms; for example a sink can be found

either on a kitchen or bathroom.

The algorithm works by initially creating an empty dictionary, hits, to store scores
for each room type (default 0). Then, for each room label in the JSON file, it finds
the intersection of the detected labels with the object labels defined for that room

type in room_labels.json. The size of this intersection is used as the score for the

room type.

Example:

Detected labels: ["bed", "lamp", "television"]

Room room_labels.json Intersection Score
kitchen ["fridge", "oven", "microwave"] - 0
bedroom ["bed", "lamp", "closet"] ["bed", "lamp"] 2
living room | ["sofa", "television", "table"] ["television"] 1

Table 5.1: Example of classification scoring algorithm

The final room will be bedroom.
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Figure 5.13: Bedroom classification Figure 5.14: Bathroom classification

5.7 Localization

Finally, the full map of the house with segmented and classified rooms is available
so, now, the algorithm is capable of determining where the camera is placed by a
new RGB-D image.

There are two main components:
1. Features matching

2. Location finding

Feature matching

The purpose is to process each room to identify the RGB-D image that best matches

a given query image.
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To this end, a function called process_room handles the processing of a room:

1 def process_room(self, room, d, k, flann):

nimnn

3 Process a single room to find the best matching image

4 for a given query.

nmnn

7 return {

8 "img": found,

9 "image_idx": best_image_idx,
10 "matches": best_matches,

11 "global_i": global_i,

12 }

The function takes in input:

e room: an object containing a Isit of RGB-D images

e d: descriptors of the query image

e k: keypoints of the query image

e flann: a FLANN-based matcher object used for descriptor matching
And returns:

e img: the found image in the room

e image_idx: the index of the found image in the room

e matches: the best matches between the found image and the query one

e global i: the index of the found image in the global list of RGB images of the

house

The function starts by extracting features using SIFT algorithm resulting in a list
of keypoints and descriptors. These are used to match against the descriptors of the

query image using a FLANN-based matcher with KNN, in particular:
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FLANN_INDEX_KDTREE = 1
index_params = dict(algorithm=FLANN_INDEX_KDTREE, trees=12)
search_params = dict(checks=100)

flann = cv2.FlannBasedMatcher(index_params, search_params)

matches = flann.knnMatch(query_descrs, descrs, k=2)

where:
e FLANN_INDEX_KDTREE: indicates the use of the KD-tree algorithm
e index_params: dictionary that configures the FLANN algorithm.

— algorithm: FLANN_INDEX _KDTREE specifies the use of KD-tree

— trees: number of trees to be used in the KD-tree index structure (larger

value increase accuracy but slow down the search)

e search_params: dictionary that specifies parameters for the search phase.

— checks: how many leaf nodes in the KD-tree should be checked during the

search (higher value increases accuracy but slows down performances)

After defining the parameters, the algorithm can start the search with knnMatch
that, for each descriptor in d (the query descriptors), searches for the k nearest

descriptors in the descriptors set.

e query_descrs: descriptors of the query image

e descr: descriptors of the training set

e k: number of nearest neighbors to find for each query descriptor
knnMatch returns:

e queryldx: index of the query descriptor

e trainldx: index of the matched descriptor
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e distance: distance between the query and training descriptors (lower values

mean better matches)
Since k=2, for every query descriptor in query_descrs, FLANN returns:
e The closest (best) match
e The second-closest (second-best) match

allowing us to perform Lowe’s ratio test. To improve reliability, matches are filtered
out by their distance and only the ones that are above a certain threshold are kept.
A match is valid if the distance to the nearest descriptor is significantly smaller than
the distance to the second nearest descriptor. In particular, all matches’ distance
below a threshold of 0.7 multiply by neighbor distance, are removed and the other
ones are saved in a global room list.

After all images have been processed, the algorithm proceeds to find the best matches
between all, since we can have different point of view of the room.

Lowe’s Ratio Test is applied to retain only high-quality matches, scoring them to
find the best one. The score is the sum of the inverse distances of all good matches
(better matches have lower distances).

The best-matching image, its index, global index, and the associated matches if

sufficient matches exist are returned, None otherwise.

Location finding

Now that we have identified the room and the corresponding RGB image that best
match our query one, we can proceed to map its points to the point of the global

point cloud.
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To this end, a function called find_location has been used to determine the loca-

tion (position and orientation) of the camera based on a given query RGB-D image.

def find_location(self, rgbd_image: RGBDImage, n_features=4000):

nmnn

Find the location (position and orientation) of the camera

10

11

12

13

14

based on a given RGB-D image.

nmnn

return (
"room",
"img",
"image_idx",
"global_i",
t,
r,

)

The function takes in input:

e rghd_image: the query RGB-D image for which the camera’s pose is to be

estimated

e n_features: The maximum number of SIFT features to detect in the query
image (default=4000)

And returns:

e room: the matched room

img: the best-matching RGB-D image

e image_idx: index of the matched image in room

global_ i: index of the matched image in the house

r: rotation matrix
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e t: translation vector

The function starts by extracting the features from the gray version of the query
image. Then a FLANN-based KDTree matcher is created. Using parallel process-
ing (ThreadPoolExecutor) to accelerate matching across multiple rooms data are
submitted to process_room function that as a task for each room that collect results
from each ones.

At this point, we have a list of potential rooms in which the query image can be
found, so need to be extracted the one that most represent it by filtering the room
with the lowest average matching distance among all rooms.

Now we can map the points of the query image to the global ones. Two methods

have been tested:
1. Using PnP (Perspective-n-Point)
2. Using Hron’s method

Before using them, the corresponding 3D points of the matches previously found
must be calculated, iterating through all matches to convert the 2D pixel coordinates
to 3D world coordinates using the given (Kinect) camera parameters and the depth

information from the image.

PnP

Uses the 3D-2D correspondences between the matched points and their depth values
to compute the rotation (r) and translation (t) matrices for the camera. solvePn-
PRansac is used to obtain the rotation matrix and translation vector. Finally, the
resulting values are multiplied by the corresponding pose in the pose-graph to align
it to the global house pose. A rotation and translation matrix is returned and used
to transform the query image coordinates into the house reference system obtaining

a precise estimation on where the camera is located and where is looking at.

Horn

This function computes the pose transformation (rotation matrix R and translation

vector t) between two sets of 3D points derived from a pair of images, using Horn’s
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method combined with RANSAC for robustness. Horn’s method is a mathematical
algorithm used to compute the rigid body transformation (rotation and translation)
that aligns two sets of corresponding 3D points.

The function is defined as follow.

def hornPnP_with_ransac(matches, k1, k2, depthl, depth2, K,
< pose_graph,gi, max_iterations=20000, inlier_threshold=0.005):

nmnn

Computes the pose transformation (R, t) between two sets of
3D points using Horn's method with RANSAC.

nmnn

return R, t
It takes in input:
e matches: list of cv2.DMatch objects, matching descriptors between two images
e k1, k2: keypoints from image 1 and image 2
e depthl, depth2: depth corresponding to RGB images
e K: camera intrinsic matrix
e max_iterations: maximum number of RANSAC iterations (default 20000)

e inlier_threshold: maximum allowed error (distance) for a point to be considered
an inlier (default 0.005)

Given P as 3D points from the first image and ¢ 3D points from the second image,
the algorithm iteratively refines the transformation model using RANSAC to find
the best inliers by randomly sample 3 corresponding 3D points from P and Q.
Computes then the transformation (rotation and translation) using Horn’s alignment
formula applying it to all points in P. It compute the error (distance) between the
transformed points and the corresponding points in () and identify inliers as points

where the error is below a threshold. Update the best model if this one has more
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inliers.
After finding the best model, if any, uses the inliers from that model to recompute

the transformation by:

1. Computing the centroids (mean position) of P and @
1 1
P_centroid = N ZZI P, Q_centroid = N ZZI Qi

2. Centering the points

P_centered = P — P_centroid, Q_centered = () — Q_centroid

3. Computes the Cross-Covariance matrix

H = P_centered ' - Q_centered

4. Perform SVD
H=U-©-V'

The final result is the required rotation matrix (R) and translation vector (t).
R=V'.U'

t = Q_centroid — R - P_centroid
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Chapter 6
Experimental results

In this section we are going to describe some results obtained from the project.

The hardware that has been used is:

Type CPU Core GPU RAM
Desktop Intel Core 4 cores GeForce GTX | 16 GB
15-6400 4 threads 1070 Ti
2.7GHz -3.3GHz
Laptop Intel Core 4 cores GeForce GTX | 16 GB
i7-6700HQ 8 threads 960M
2.6GHz - 3.5GHz

Table 6.1: Hardware characteristics

RGB-D load

The first step is to load the RGB-D images from the .avi video.
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Type Time Description

Desktop 00:00:12s Loaded 1838 images
without features exraction

Desktop 00:02:28s Loaded 1838 images with
features exraction

Laptop 00:00:17s Loaded 2172 images
without features exraction

Laptop 00:03:00s Loaded 2172 images with
features exraction

Table 6.2: RGB-Ds load time

The result is a list of RGB-D images composed by RGB + Depth data:

—_—y

il

Figure 6.1: RGB-D colored image Figure 6.2: RGB-D depth image

The two computers have been tested with two different videos from two differ-
ent buildings. From now on, the results of desktop and laptop are based on their

environment with their fixed video.

Visual odometry

Once all the images have been loaded, the next step is to perform SLAM visual
odometry. The next table will show the result of the odometry process without the

pose-graph optimization.
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Type Time Description

Desktop 00:10:58s Visual odometry without
pose-graph optimization
Laptop 00:18:18s Visual odometry without

pose-graph optimization

Table 6.3: Visual odometry without pose-graph optimization

After odometry the result is the following:

Figure 6.3: Two point-clouds Figure 6.4: Aligned frames after
without V-Odometry V-Odometry

The time taken from pose-graph optimization is shown in the next table.

Type Time
Desktop 00:00:36s
Laptop 00:00:39s

Table 6.4: Pose-graph optimization
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Figure 6.6: V-Odometry after optimiza-

Figure 6.5: Global V-Odometry tion

without optimization

As shown, before applying odometry algorithm the two images were not perfectly
aligned since they came from different frames of the video (distant frames for this
purpose) and the blue one is somehow prevailing on the yellow one. After visual

odometry and optimization, the two images are now merged together.

6.0.1 House voxelization

As described before, the system must extract the rooms’ cores to correctly classify

them. The time taken by this process is the following.

Type Time
Desktop 00:02:50s
Laptop 00:04:28s

Table 6.5: House voxelization
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Fi 6.7: Point-cloud of an h
igure oint-cloud of an house Figure 6.8: Voxel grid of empty spaces of

an house

Clustering and room segmentation

In both environments clustering process was very fast and took some milliseconds

to complete. The time table is omitted but some visual results are shown.

Figure 6.10: Clusters of an house

Figure 6.9: Point-cloud of an house

Let’s discuss the computational time required for each room to construct its data
structure. This includes the time spent on generating the point-cloud, identifying
and associating the contributing RGB-D images, and other internal processing steps.

The time taken for these operations on a per-room basis is the following.
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Room Time Description
Room1 00:06:43s 607 images found
Room?2 00:08:12s 828 images found
Room3 00:00:36s 36 images found
Room4 00:01:38s 52 images found
Roomb 00:04:07s 529 images found

Table 6.6: Desktop rooms segmentation

Room Time Description

Room1 00:09:44s 674 images found
Room?2 00:05:27s 419 images found
Room3 00:02:14s 302 images found
Room4 00:07:56s 539 images found

Table 6.7: Laptop rooms segmentation

Classification

The final step is the classification.
This process involves the machine learning phase with object detection in each RGB
image of a room and the final voting algorithm to find the best label that suits the

furniture found in it.

Room Time

Rooml 00:01:38s
Room?2 00:02:06s
Room3 00:00:09s
Room4 00:00:24s
Roomb 00:01:05s

Table 6.8: Desktop rooms classification
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Room Time
Rooml1 00:02:34s
Room2 00:01:08s
Room3 00:0:38s
Room4 00:01:43s

Table 6.9: Laptop rooms classification

Figure 6.11: Chairs classification Figure 6.12: Sink classification

Localization

After the house model has been fully loaded with its internal data structure, the
localization can be performed. To better understand this task, some query RGB-
D images have been provided to the model and the results are shown in the next

pictures.

Figure 6.13: RGB image of a bathroom Figure 6.14: Depth image of a bathroom
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Using SIFT features previously extracted from the images in the House model
and features from the query image, the system returns the rotation matrix and
translation vector to be applied to the query image in order to convert its coordinates
in the house model ones. As showed the camera is well positioned and it is looking

at the same direction as the query image.

Figure 6.15: Point cloud with camera position of a bathroom
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Here we have another example in another house model.

Figure 6.16: RGB image of a table Figure 6.17: Depth image of a table

The final result is:

Figure 6.18: Point cloud with camera position of a table

Now solvePnP method is compared against hornPnP with the ground truth level

in yellow:
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Figure 6.19: Localized with solvePnP  Figure 6.20: Localized with hornPnP
vs yellow ground truth vs yellow ground truth

In this case, both results are very good but sometimes horn’s method fails:

Figure 6.21: Poor localization with hornPnP against yellow ground truth

Time taken from the localization algorithm is on average about 2 seconds.
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Chapter 7
Conclusion and future work

This project is a state-of-art and presents some difficulties in some environments.

7.0.1 Known issues
Mirrors

As already mentioned, SLAM with visual odometry may fail because the presence
of mirrors. The final result is a double room that is aligned on the image that the

mirror reflects.

Figure 7.1: Point cloud with mirror
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Figure 7.2: Wrong point cloud reconstruction due to reflection

In this image, we can see how the system has reconstructed a portion of the

point cloud behind the mirror.

7.0.2 Future development
Autonomous indoor driving

Currently, the camera sensor was manually moved across all rooms, but the ultimate
goal is to build an autonomous robot capable of navigating a house automatically to
construct a map. A more advanced application would involve attaching the sensors
to a wheelchair. This development would provide a significant improvement for
individuals with mobility disabilities. For instance, if the sensor is mounted on a
wheelchair and the wheels are controlled by the algorithm, users could navigate their
homes using voice commands.

For example, a simple command like ”Bring me to the kitchen” could guide the
wheelchair autonomously.

Additionally, a copy of the map could be shared with parents or caregivers, allowing

them to remotely guide the wheelchair when necessary.

Room recognition

Another potential implementation could be a device designed for individuals with

visual impairments. The sensor could be mounted in a wearable device to guide
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users through audio instructions. The device could announce what objects the user
is facing, identify the room they are in, and provide clear directions for moving to
another room. It could also offer warnings about obstacles, enhancing safety and

independence.

FLANN optimization

During the localization stage, feature matching between query and model images
is performed using the FLANN KDTree algorithm. The current strategy involves
constructing an individual KD-tree for each model image and then used to search for
nearest neighbors to the features extracted from the query image. This per-image
KDTree approach was adopted after an initial, alternative method proved less effec-
tive. The initial approach attempted to speed up the matching process by creating
a single, unified KDTree for each room populated with the most distinctive features
extracted from all images associated with that room. While this approach did indeed
accelerate the search, it unfortunately led to a degradation in localization accuracy.
With further investigation into how feature uniqueness is defined and utilized could
potentially lead to improvements in the room-specific KDTree approach, potentially

yielding both speed and accuracy benefits.
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