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Introduction

Industrial devices, such as those used in amusement parks, generate an enor-
mous amount of data that needs to be effectively managed, processed and
visualized. These data streams, often produced by advanced monitoring sys-
tems integrated into machinery, present significant challenges in terms of
organization and accessibility.

Antonio Zamperla S.p.A. is an Italian company based in Altavilla Vi-
centina. The company specializes in the design and production of attractions
for amusement parks. Zamperla incorporates advanced monitoring systems
and analysis of raw data generated by the machine into its machinery.

These rides, installed in amusement parks worldwide, are equipped with
sensors that collect operational data throughout each session—essentially, a
full day of activity. Each ride is unique in terms of the type and number of
sensors it uses, as well as the kind of data it gathers. To put things into per-
spective, some attractions can have up to 422 sensors, each capturing data
every 50 milliseconds during an operational cycle. Since a single cycle can
last several minutes, just one sensor alone can generate over 12,000 measure-
ments per cycle.

With this vast and ever-growing amount of data, and an increasing num-
ber of operators requesting reports, having an efficient data management
system has become essential. This thesis focuses on face this challenge by
developing an software infrastructure designed to simplify data processing
and management, making it easier to generate and manage reports.

At the core of this solution is the creation of software interfaces that en-
able both users and applications to interact with the data seamlessly and
efficiently. Complementing this infrastructure is a web application designed
to serve as a workflow manager. This web app allows users to retrieve re-
ports, manipulate data, and perform other tasks related to data management
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through an intuitive graphical interface.

This thesis explores the technical details and implementation phases of
this software solution, highlighting the challenges faced and the methodolo-
gies adopted to overcome them.



Chapter 1

General Architecture

First, we will take a look at the general context of this project.

In this introductory chapter, we will go through the current architecture
and its main components within Antonio Zamperla’s system. This includes
an overview of the existing technology that supports the company’s opera-
tions, as well as the key systems used to collect, store, and manage data.

We focus also on the company database, which is essential for generating
reports and managing sensor data. The database acts as the backbone for
organizing, retrieving and analyzing the large volume of data produced by
the rides.

From the present system and database structures, we will try to get a
grip on what challenges this project is looking at and the kind of innovations
it is trying to provide. This chapter sets the stage for the more technical
details that follow.

1.1 General context

For simplicity we will refer to Antonio Zamperla S.p.A. with the name Zam-
perla.

Each ride is equipped with a set of sensors on the order of a few hundred
per ride. Since each ride is different, the types of sensors, the number and the
measurements collected can vary significantly. This heterogeneity not only
results in a huge volume of data but also adds increasing complexity in the
management of data, which is expected to increase over time as more rides
are monitored.

The data collected by the sensors is initially processed locally by PLCs
(Programmable Logic Controllers), which aggregate the information and then
send it to an external node for storage. The entire data flow, therefore, begins

7



8 CHAPTER 1. GENERAL ARCHITECTURE

with acquisition and local processing before being centralized on this external
node.

When an operator needs to download data from a specific ride, they con-
nect to the external node and run a script to transfer the processed data into
the company database. The amount of data can quickly grow depending
on how frequently these downloads are performed (daily, weekly or longer
intervals). In some cases the volume can reach several gigabytes making the
upload process noticeably slow, especially in locations with limited or unsta-
ble internet connectivity.

The previous architecture utilized by Zamperla faced a number of chal-
lenges due to its limited efficient and scalable functionality when dealing with
vast data. Manual management of the transfer of data has become a grievous
limitation as both complexity and volume of data load keep increasing, es-
pecially for real-time monitoring and analysis.

To solve the problems and enhance the overall efficiency, a new architec-
ture was designed and implemented. The specific goal behind this was to
build a richer, scalable and more automated system to handle efficient and
rapid data acquisition, transfer and processing.

Figure 1.1: Old architecture of Zamperla

The new architecture aims to replace the operator’s manual intervention
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with an automated and scalable system, introducing mechanisms to stream-
line and optimize the workflow.

Without going to deep into the specifics of the new architecture, we can
highlight its three main phases: the download of raw data from the edge
node, the post-processing of the data, and the generation of reports. These
phases are now organized into separate priority queues and enhanced with
an autoscaling system implemented using KEDA (Kubernetes-based Event
Driven Autoscaler).

This method not only makes it easier to handle large workloads, but
also allows the system to dynamically adjust resources based on demand
improving scalability.

Figure 1.2: New architecture of Zamperla

1.2 Main Architecture

In this document, we will refer to the previously described architecture as
the Main Architecture. For the purposes of this project, the implementation
details of the Main Architecture are not particularly relevant; therefore, we
will treat it as a black box. What matters is having a general understanding
of its functionality, as described earlier, which allows us to integrate into the
wider context of the project.

The Main Architecture serves as the core structure, while the project
discussed in this document can be considered an external extension. This
extension is a natural addition that allows for the creation and management
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of reports, providing additional functionality without altering the underlying
system.

1.3 Zamperla Database

The company database at Zamperla is a relational database developed using
PostgreSQL.

The database structure, while not overly complex, isn’t particularly intu-
itive. Since a clear understanding of it is crucial for the project, it’s important
to first explain the meaning of its key tables and fields in detail before mov-
ing forward. This is especially relevant because one of the software interfaces
developed for this project will need to interact with the database directly.

For the purpose of reporting and, consequently, for the objectives of this
project, the most relevant tables in Zamperla’s database are the following:

1. session: Represents a ”session” of a ride’s operation, which can cor-
respond to a single day of activity or a shorter/longer period. Each
session is linked to a specific ride through the rideid field.

2. park: Contains information about amusement parks, including infor-
mation like the park time zone (timezone).

3. ride: Stores details about the rides.

4. packet: For each session (session), there are several associated packet
entries. Each packet represents the measurements of a specific sensor
(tag) for a given cycle (cycle). A cycle can be understood as a single
operational run of the ride. Since each ride is equipped with multiple
sensors, the table will contain multiple records with the same cycle

value, each corresponding to a different sensor.

All packet entries associated with the same cycle share two key fields:
starttime and steparray.

• starttime: Indicates the starting time of the measurements for
that cycle.

• steparray: An array that holds the measurements collected by
the sensors during the cycle. This array has a fixed length, record-
ing one measurement approximately every 50 ms.

Essentially, starttime and steparray create a detailed timeline of the
data collection process during a cycle, ensuring a one-to-one correspon-
dence between time intervals and sensor readings.
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Column Type
id integer

filename var char(128)

starttime timestamptz

type sessiontype

numcycles smallint

dateadded timestamptz

rideid var char(64)

tz var char(64)

tzdelta var char(5)

addedby integer

Table 1.1: Session Table

Column Type
name var char(64)

email var char(128)

timezone var char(64)

timedelta var char(5)

Table 1.2: Park Table

Column Type
id var char(64)

name var char(64)

description text

parkid var char(64)

modelid var char(64)

Table 1.3: Ride Table

Column Type
id integer

dataarray double precision[]

steparray smallint[]

starttime timestamptz

endtime timestamptz

cycle smallint

sessionid integer

tagid var char(64)

deviceid var char(64)

Table 1.4: Packet Table
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The most complex tables, which require particular attention, are session
and packet.

For example, we know that session 961 is associated with the rideid

j2sk_19117. The packets related to the session 961 includes several cycle,
one of these is cycle 122. This cycle, related to a the session 961, has 422
rows in the packet table, these 422 rows corresponds to the measurements
made by 422 sensors during the cycle.

The cycle 122 has a duration of 10 minutes. This can be determined
from the fact that steparray and dataarray contain the same number of
elements, which is 12,029. Each step corresponds to a measurement taken
every 50 ms, which makes the calculation pretty simple: 12,029 times 50 ms
which gives you about 10 minutes.

Let’s look at a practical example of what was just described by directly
querying the database to retrieve the necessary information. This example
is intended to show the database structure.

In the tables, we chose to omit the columns that are not relevant for the
purposes of this example.

SELECT *

FROM "session"

WHERE id = 961

id ... starttime ... rideid ...
961 ... 2022-09-18 14:57:14.427279+00 ... j2sk_19117 ...

We can observe that the session 961 is associated with the ride identified
by rideid j2sk_19117.

Now, let’s examine the packets associated with session 961 and cycle

122. Since the result of this query would be quite large, we will focus only
on the packets for cycle 122. Each row in the result corresponds to a series
of measurements for a specific tagid, which refers to a sensor.

SELECT *

FROM "packet"

WHERE sessionid = 961 AND cycle=122

This result will contain 421 rows, corresponding to 421 sensors (tagid).
It is also important to note that the steparray is the same for every row, as
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dataarry steparray cycle sessionid tagid
{20,30,50,20,...} {0,73,28,60,...} 122 961 occ_mode

{15,1,45,23,...} {0,73,28,60,...} 122 961 occ_dispatch

{14,10,36,24,...} {0,73,28,60,...} 122 961 occ_stop

... ... ... ... ...

the measurements from each sensor start at the same time.
We can indeed observe that each cycle for this sessionid is associated

with 421 sensors (tags).

SELECT cycle, COUNT (*) AS tags_number

FROM "packet"

WHERE sessionid = 961

GROUP BY cycle

ORDER BY cycle

cycle tags number
0 421

1 421

2 421

3 421

... ...

122 421
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Chapter 2

Report Architecture

In this chapter, we will take a detailed look at the core structure of this
project: the architectural design of the Report Management System.

This chapter introduces a set of connected concepts that will be explained
in more detail in the following chapters, particularly those about reports and
templates. Before going into the technical details of these, it is necessary
to define them conceptually.

A report is a collection of data and processed according to a specific cri-
teria. A template, on the other hand, acts as a label attached to a report. It
helps identify the content of the report and makes it easy to find via searches.

But a template is more than a label. It defines the criteria for the final
report. Thus, all reports are made against a template. A template serves
not only to format a report but also to direct the manner in which data is
presented/arranged logically.

In this way, templates and reports are closely connected and equally im-
portant for the Report Management System to work correctly. Together, they
ensure that data can be generated, organized, and retrieved easily.

Having established these concepts, let’s now look at how this project is
structured.

As mentioned earlier, the project is divided into two main components:

• Data Gateway: a set of software interfaces, each with its own scope
and functionality. This low-code solution not only facilitates commu-
nication with the databases but also enables the implementation of
more complex logic to retrieve existing reports. The Data Gateway is
therefore composed of:

15



16 CHAPTER 2. REPORT ARCHITECTURE

– Query API: Responsible for querying Zamperla database to re-
trieve data related to rides such as sessions, packets, parks and
other information.

– Report API: Manages report storage and retrieval. This API is
accessible from both the web app and the Main Architecture.

– Template API: Manages template storage and retrieval in the
database. Uses the same database as the Report API, which helps
prevent data duplication.

• Web App: An application designed for the retrieval and management
of reports, developed as a workflow manager, which we will analyze in
detail in a dedicated chapter.

Figure 2.1: Report Management System Architecture

2.1 Key Concepts

2.1.1 Template

As mentioned earlier, a template is used to classify reports into distinct types,
making it easier to search and manage them. Templates enable each report
to be identified and organized based on its type and the associated metadata.
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The template plays an important role in the report generation process
by defining the content and parameters of the report. So a report cannot be
created without an existing template. Every time a report is generated it
will follow the specifications set by the chosen template.

Thus, the template is an essential element of the Report Management
System. It offers a standardized structure that guarantees consistency and
uniformity in data generation. Templates define not just input and output
parameters, but also set guidelines for classifying and organizing reports,
which simplifies their retrieval and management within the system.

The creation of templates is the responsibility of the Main Architecture,
which leverages the TemplateAPI to define and register new templates in the
system. Once created, a template can be used to generate multiple reports
of the same type, further emphasizing its crucial role in the overall system
architecture.

A template is defined by the following components:

• Template ID: The unique identifier of the template.

• Ride ID: Identify the ride the template will refer to.

• Input Metadata: Metadata related to the template type, which are
needed to search on templates and identifying the content of the report.

• Output Metadata: Metadata describing the outcome that the report
will present.

• Template type: The name we will assign to the type of template
described.

It is important to emphasize that templates do not contain specific
information about a single report, but rather a general description of
the metadata that a report associated with the template will contain.

For example, when we create a template, in the metadata input section,
we will specify the parameters and the types that are specific to the type of
template. This allows us to have a standardized structure that describes the
data required for each type of report.

Let’s consider an example: suppose we want to create a template that
describes the monthly reports for a specific carousel. To define a generic
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description of a monthly report, we aim to abstract the elements that such
a report might contain: the month, the year, a start date, and an end date
for data recording. These metadata will not hold actual values but instead
provide a generic model that defines a monthly report.

{

template_id: "...",

template_type: "monthly",

ride_id: "j2sk_19117",

metadata_input: [

{name: "month", type: "int"},

{name: "year", type: "int"},

{name: "start_date", type: "date"},

{name: "end_date", type: "date"}

]

}

2.1.2 Report

The concept of report is inherited from the Main Architecture, as it is the
Main Architecture itself that generates the reports. Essentially, a report
is a collection of data related to one or more rides, which is analyzed and
processed according to predefined logic to produce a specific result.

The data used to generate the report is extracted from the Zamperla
database, forming the basis of the analysis.

The logic and methods by which this data is processed to create the
report fall entirely within the scope of the Main Architecture, which defines
its operation and governing rules.

Therefore, we can view a report as an entity to be classified and managed.

2.2 Report Database

As the database for the reports, we are using PostgreSQL due to our famil-
iarity with it and its established qualities as a robust DBMS. Additionally,
it offers seamless integration with SQLAlchemy1 as an ORM.

1SQLAlchemy is a Python library that provides both an SQL toolkit (called
’SQLAlchemy Core’) and an Object Relational Mapper (ORM). This allows interaction
with an SQL database using Python code instead of writing raw SQL queries.[6]
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The report database is structured in two table: one representing the re-
ports and one representing the templates. These two tables are connected
by a one-to-many relationship, which means that each template can be as-
sociated with multiple reports.

So, the template acts as a definition of the report and what it will con-
tain. The reports are the concrete instances created based on the template.
This relationship ensures a clear separation between the definition and the
implementation of reports.

Figure 2.2: Report database ER diagram

2.3 APIs

2.3.1 FastAPI

We chose to use FastAPI for developing the interfaces described earlier.

FastAPI is a Web framework for building APIs in Python. It is designed
to offer high performance, ease of use and tight integration with Python’s
type system. By leveraging asynchronous programming and the latest fea-
tures of Python, FastAPI allows us to create scalable and efficient Web ap-
plications.

The key features are: [1]
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• High performance: FastAPI is built on Starlette and uses Pydantic
for data validation management.

• Automatic data validation: Uses Python type annotations to auto-
matically validate inputs.

• Ease of use and fast development: Thanks to its declarative ap-
proach based on types, we can quickly create APIs without sacrificing
robustness.

• Asynchronous support: It fully takes advantage of Python’s asyn-
chronous capabilities through support for async and await.

FastAPI is suitable for projects that require scalability, performance and
a rapid development. It is used in various contexts such as backend for web
applications, microservices and much more.

FastAPI is built on top of powerful frameworks:

• Starlette is a minimalistic web framework designed for building web
applications and APIs. It is lightweight, highly performant, and easily
extendable. It serves as the main library on which FastAPI is built,
and acts as the ”ASGI framework” for handling asynchronous commu-
nication in Python applications.[8]

Starlette is built for the ASGI (Asynchronous Server Gateway Inter-
face) protocol, which is the evolution of WSGI used by frameworks
like Flask and Django. ASGI enables asynchronous request handling,
meaning Starlette can efficiently handle I/O-bound operations (e.g.,
database queries, external service calls) much better than WSGI frame-
works.

• Pydantic is a data validation library for Python, used for parsing
data and validation in modern Python applications. It is built around
Python type annotations and exploits them for automatic data val-
idation. Pydantic is commonly used in frameworks like FastAPI to
validate request and response data.[7]

Creating an API using FastAPI is extremely straightforward, allowing us
to focus more on development rather than spending time learning a more
complex framework.

Let’s look at a simple example of creating an API with two endpoints.
After installing FastAPI with the pip install "fastapi[standard]"

command, we create a main.py file with the following code:
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from typing import Union

from fastapi import FastAPI

app = FastAPI()

@app.get("/")

def read_root():

return {"Hello": "World"}

@app.get("/items/{item_id}")

def read_item(item_id: int, q: Union[str, None] = None):

return {"item_id": item_id, "q": q}

Let’s analyze the meaning of this code in detail.
First of all, we notice the Union import, a component of Python’s typing

library, which allows us to specify that a value can belong to multiple types.
In this case, it is used to indicate that a parameter can either be a string
(str) or None. It’s important to distinguish Union from the Optional type,
which is a specific case of Union. Specifically, Optional indicates that a
value can either be of a certain type or None.

For example:

• Optional[int] is equivalent to Union[int, None].

• Optional: In simpler cases, it is often preferable to use Optional for
the sake of simplicity and clarity.

Next, with app = FastAPI() we create an instance of a web application
that serves as the central point for the routes.

Following that, we define the routes, or endpoints, through which the
application responds to HTTP requests.

• @app.get("/"): When a GET request is made to this route, the as-
sociated function is executed. The read_root() function returns a
dictionary, which FastAPI automatically converts into a JSON.

• @app.get("/items/{item_id}"): Defines a dynamic route. The {

item_id} represents a dynamic parameter extracted from the URL.

– From the function signature, we see that item_id is a required
parameter of type integer (int), while q is an optional parameter
that can either be a string or None (thanks to Union[str, None

]).
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Both endpoints return a dictionary, which FastAPI automatically con-
verts to JSON format for the client.

2.3.2 QueryAPI

QueryAPI is the API responsible for querying the Zamperla database. Its
use is exclusive to the Main Architecture, which is the only component in the
system that can interface with it. This API is designed to allow the Main
Architecture to gather the data required for report generation. In fact, while
the Main Architecture handles the creation of reports, the Report Manage-
ment System is responsible for storing, retrieving the generated reports, and
managing the created templates.

In other words, QueryAPI provides the data requested by the Main Ar-
chitecture, while the Report Management System handles the storage and
retrieval of both the reports and associated templates when needed.

The QueryAPI, follows an architecture similar to the one used in Spring
Boot 2.

Specifically, it is organized into three main components:

• Controller: Manages incoming HTTP requests and routes them to the
appropriate service functions. Each API endpoint is mapped to a spe-
cific function responsible for performing data operations or interacting
with the repository.

• Repository: Interacts with the database. The repository is responsi-
ble for retrieving and storing data.

• Service: Contains the business logic, separating data processing from
database operations. The service coordinates the operations between
the controller and the repository.

This structure allows for a more modular and scalable code management,
maintaining a clear separation of responsibilities among the various compo-
nents of the application.

Endpoints

The main endpoints are four and correspond to the four tables in the Zam-
perla database that are essential for generating reports: park, ride, session,

2Spring Boot is an open-source Java framework for building standalone, Spring based
applications.
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and packet. These endpoints are specifically designed to query and retrieve
data from these tables.

• park

– GET /api/v1/park: Returns all parks.

– GET /api/v1/park?name={name}: Returns a specific park by its
name (primary key).

• ride

– GET /api/v1/ride: Returns all rides.

– GET /api/v1/ride/{id}: Returns a specific ride by its id, in-
cluding information about the park it belongs to.

– GET /api/v1/ride?name={name}: Returns a specific ride by its
name.

– GET /api/v1/ride?modelid={modelid}: Returns all rides with
the specified modelid.

– GET /api/v1/ride?parkid={parkid}: Returns all rides associ-
ated with the specified parkid.

• session

– GET /api/v1/session/{id}: Returns the session with the spec-
ified id.

– GET /api/v1/session?rideid={rideid}&date={date}: Returns
the session for the specified rideid and date.

• packet

– GET /api/v1/packet?sessionid={sessionid}: Returns all pack-
ets associated with a specific session.

– POST /api/v1/packet/tags/: Returns the packets associated with
the specified tags (provided in the request body) for a specific ses-
sion. Example:

{

"sessionid": 961,

"tags": ["occ_Dispatch","start_trigger"]
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}

Let’s look at some pieces from the code that handle the HTTP GET request
to retrieve the packets related to a specific session.

# controllers/packet_controller.py

@router.get("/packet")

async def get_packet_by_sessionid(

sessionid: int,

db: Session=Depends(get_db)

) -> JSONResponse:

packet_service = PacketService(db)

packets = await

packet_service.get_packet_by_sessionid(sessionid)↪→

if not packets:

return JSONResponse(

content={

"message": f"Packets not found for sessionid:

{sessionid}",↪→

},

status_code=404

)

return JSONResponse(

content={

"message": f"Packets found successfully for

sessionid: {sessionid}",↪→

"data": jsonable_encoder(packets)

},

status_code=404

)

What is shown above is a part of the controller that handles requests
related to packets. Specifically, we observe two arguments in the
get_packet_by_sessionid function:

• sessionid: This argument is mandatory because it is not specified
otherwise (e.g., using the Union type). It must be an integer, and
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FastAPI automatically validates that the provided value is indeed an
integer.

• db: the database context, is an instance of a database connection ses-
sion. Depends(get_db) function is used to implement dependency in-
jection in FastAPI. The get_db function, that is defined in a separate
file, returns a database session. FastAPI handles the database connec-
tion automatically, ensuring that each request has its own session and
properly created and closed.

# database/database.py

engine = create_engine(os.environ.get("DATABASE_URL"))

SessionLocal =

sessionmaker(autocommit=False,autoflush=False,

bind=engine)

↪→

↪→

Base = declarative_base()

def get_db():

db = SessionLocal()

try :

yield db

finally:

db.close()

In line 8 of the controller, we create an instance of the PacketService

class, passing the database session db as a parameter to its constructor. The
PacketService class defines the service layer for packets, which serves as
the intermediary layer responsible for handling application logic. It bridges
the controller and the database, enabling a clear separation of concerns,
making the code more modular and maintainable.

Next, we invoke the get_packet_by_sessionid() method, passing the
sessionid as argument to retrieve the data related to that session.

# services/packet_service.py

class PacketService:

def __init__(self, db: Session):
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self.db = db

self.packet_repo = PacketRepository(db)

async def get_packet_by_sessionid(self, sessionid: int):

return await self.packet_repo.get_packet_by_sessionid(

sessionid

)

async def get_packet_by_sessionid_tags(self, sessionid:

int, tags: list[str]):↪→

return await

self.packet_repo.get_packet_by_sessionid_tags(↪→

sessionid, tags

)

The class is initialized with a database session, represented by the Session
object from SQLAlchemy. Within the constructor, this session is used to
create an instance of the PacketRepository class, which is responsible for
handling database queries related to packets.

The first method of the class, get_packet_by_sessionid, is asynchronous
and allows retrieving the data of packets associated with a specific session
id (sessionid). This method uses the repository to execute the database
query.

Similarly, the second method, get_packet_by_sessionid_tags, accepts
a session id and a list of tags, applying an additional filter during the
search for packets. This method is also asynchronous and relies on the repos-
itory to perform the operation.

# repositories/packet_repository.py

class PacketRepository:

def __init__(self, db: Session):

self.db = db

async def get_packet_by_sessionid(self, sessionid: int):

query = self.db.query(Packet)

.filter(Packet.sessionid == sessionid)

packets = query.all()
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return packets

async def get_packet_by_sessionid_tags(self, sessionid:

int, tags: list[str]):↪→

query = self.db.query(Packet)

.filter(Packet.sessionid == sessionid)

.filter(Packet.tagid.in_(tags))

packets = query.all()

return packets

In this final snippet, we demonstrate the lowest layer, which involves com-
munication with the database through an ORM.

The PacketRepository class use SQLAlchemy to executes SQL queries
using a single provided database session.

This session is utilized to run queries against the database. This class
has two asynchronous functions to fetch information from the Packet table.

The get_packet_by_sessionid method retrieves all ”packet” records
that match a specific sessionid. To achieve this, it constructs a query us-
ing SQLAlchemy query method, applies a filter to compare the sessionid
attribute of the table with the provided value, and finally executes the all()
method to retrieve all results.

The second method, get_packet_by_sessionid_tags, is a variation of
the first, with an added filter based on a list of tags. After filtering the records
by sessionid, it applies a second filter using the in_ method, which checks
if the value of the tagid field in each record matches any of the tags in the
provided list. As with the first method, the results are fetched using the
all() method.

Authorization

We decided to implement an authorization system for the API without di-
rectly managing authentication. To do this, we use a JWT token, which
is generated using a SECRET_KEY shared between the API and the external
platform. The platform generates the token using the shared SECRET_KEY to
communicate with the API, and the API, using the same key, is responsible
for validating and authorizing the requests.
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The three main aspects of this process are as follows:

• Receiving the token in the request: The user sends the token via
HTTP headers, using the Authorization: Bearer token field.

• Verifying and decoding: The token is a JWT token, so we can
decode it and verify its signature using the shared key.

• Authorization based on token information: After confirming that
the token is valid, the information contained in the token’s payload
(such as user ID, roles, permissions) can be used to determine if the
user is authorized to access the requested resources.

To implement this logic, we use python-jose[cryptography], a Python
package that provides support for managing and manipulating JSON Web
Tokens (JWTs), including signing, verifying, and decoding JWTs. The [

cryptography] part of the package includes support for advanced crypto-
graphic algorithms, allowing for secure signing and verification of JWTs. [5]

JSON Web Token (JWT)

JSON Web Token (JWT) is an open standard (RFC 7519) that defines a
compact and self-contained way for securely transmitting information be-
tween parties as a JSON object. In its compact form, JSON Web Tokens
consist of three parts separated by dots (.), which are: [2]

• Header: The header typically consists of two parts: the type of the
token, which is JWT, and the signing algorithm being used, such as
HMAC SHA256 or RSA.

• Payload: The second part of the token is the payload, which contains
the claims. Claims are statements about an entity (typically, the user)
and additional data.

• Signature: To create the signature part we have to take the encoded
header, the encoded payload, a secret, the algorithm specified in the
header, and sign that.

The output is three Base64-URL strings separated by dots that can be
easily passed in HTML and HTTP environments.

Here’s an example of what was said above:
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HEADER

{

"alg": "HS256",

"typ": "JWT"

}

PAYLOAD

{

"sub": "1234567890",

"name": "John Doe",

"iat": 1516239022

}

TOKEN

HMACSHA256(

base64UrlEncode(header) + "." +

base64UrlEncode(payload),

256-bit-secret

)

2.3.3 ReportAPI

The ReportAPI is the centerpiece of the Report Management System, han-
dling both the storage and retrieval of reports from the report database. This
API is accessible by two primary components: theWeb App, used for display-
ing and retrieving reports, and the Main Architecture, which is responsible
for creating and storing reports.

A report is stored in a Parquet file3. The Parquet file, representing the
actual report, is generated by the Main Architecture and saved within the
file system. In addition to creating the file, the Main Architecture registers
it in the report database, associating it with its file system name and a series
of additional fields.

This approach ensures that reports in the management system are easily
”searchable” via database queries, eliminating the need to open the Parquet
file itself to analyze its contents.

3A Parquet file is an open-source, column-oriented data file format designed for efficient
data storage and retrieval [3].
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Endpoints

In this case, we will have a single main endpoint, specifically for the report
entity, with various possible operations.

• GET /api/v1/report/{id}: Retrieve a report given its ID.

• GET /api/v1/report

– ?ride_id={ride_id}: Retrieve the reports related to a ride given
its id.

– ?template_type={template_type}: Retrieve all reports of a spe-
cific template type.

– ?ride_id={ride_id}&template_type={template_type}&metadata

={metadata}: This endpoint retrieves the reports associated with
a specific ride_id and a particular template_type. The provided
metadata are used to filter the corresponding reports.

metadata must be passed as a JSON string, for example, using
JSON.stringify, and included as a query parameter in the re-
quest.

Example of request:

GET /api/v1/report?ride_id=ride_1&

template_type=daily&

metadata={date: "2024/12/25"}

• POST /api/v1/report: Create a report.

Request example:

{

template_id: "...",

metadata_info: {

month: 2,

year: 2024,

start_date: "2024/02/01",

end_date: "2024/02/28"

},

file_parquet: "file_parquet_1"

}
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Before creating a report in the database, this endpoint verifies that the
fields template_type and metadata_info match the ones defined for
template_id, which are specified in metadata_input. To perform this
check, it retrieves the template from the database using template_id

and compares it with the provided data.

Thus, it will be verified that the template "489d5ea2-a238-4507-8

ed9-dcc0b7e092f1" exists and that the provided metadata conform
to those defined for the template.

ReportAPI also adopts an architecture similar to the one used in Spring
Boot, with the code divided into three main components: controller, ser-
vice, and repository.

The coding style is the same as that used for QueryAPI. Therefore, we
will have a ReportRepository class and a ReportService class. The differ-
ence in the controller lies in the fact that, since this is a POST request, the
parameters will be passed through the body instead of via the URL.

We can achieve this by creating a class that represents the body of the
request and cast the type of the body in the function signature that handles
the request.

# controllers/report_controller.py

class CreateReportRequest(BaseModel):

template_id: str

metadata_info: Dict[str, Any] | Any

file_parquet: str

@router.post("/")

async def create_report(

req: CreateReportRequest,

db: Session=Depends(get_db)

) -> JSONResponse:

# rest of code

Now, let’s look at the method for creating a report in ReportService.
This method performs a validation step before saving the report.

First, we retrieve the template using the template_id provided in the
request.

This step is necessary to verify that the type of the template, referenced
by the id, has metadata that conforms to the specifications defined in the
template.
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If this condition is met, we then proceed to check that the types of the
parameters within the metadata provided in the request match the types
specified in the template.

If any parameter has an incorrect type or is improperly formatted, the
request will be rejected.

# services/report_service.py

async def create_report(

self,

template_id: str,

metadata_info: Dict[str, Any] | Any,

file_parquet: str

):

template_service = TemplateService(self.db)

template = await

template_service.get_template_by_id(template_id)↪→

if not template:

raise Exception(

f"Template with template_id '{template_id}' does not

exist.")↪→

try:

# Extract names from template metadata_input in db

# returns a set, essential for comparison with

metadata_info dict_keys↪→

template_metadata_params = {entry["name"] for entry in

template.metadata_input}↪→

# Extract names from metadata_info sent in the

request↪→

metadata_info_params = metadata_info.keys()

if template_metadata_params != metadata_info_params:

raise UnprocessableContent(

f"Metadata provided are not valid for template

{template.template_type}")↪→
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for t in template.metadata_input:

param = t["name"]

expected_type = t["type"]

if expected_type == "date":

try:

parser.parse(metadata_info[param])

except ValueError:

raise UnprocessableContent(

f"Parameters '{param}' it is not compatible:

it should be a date.")↪→

elif expected_type == "int":

if not isinstance(metadata_info[param], int):

raise UnprocessableContent(

f"Parameters '{param}' it is not compatible:

it should be an integer.")↪→

elif expected_type == "string[]":

if not (isinstance(metadata_info[param], list) and

all(isinstance(item, str) for item in

metadata_info[param])):

↪→

↪→

raise UnprocessableContent(

f"Parameters '{param}' it is not compatible:

it should be a list of strings.")↪→

else:

raise UnprocessableContent(

f"Type '{expected_type}' for '{param}' not

recognized.")↪→

return await

self.report_repo.create_report(template_id,

metadata_info, file_parquet)

↪→

↪→

except UnprocessableContent as uc:

raise uc

except Exception as e:

raise e
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2.3.4 TemplateAPI

TemplateAPI is responsible for managing templates, allowing both the cre-
ation and retrieval of templates defined by the Main Architecture and stored
in the report database. This API is designed to ensure efficient and secure
interaction with the database, providing other system components with cen-
tralized and standardized access to templates.

TemplateAPI will be accessed by the Main Architecture for template cre-
ation and by the Web App for template retrieval.

The association between template_type and ride_id is unique. This
means that multiple templates of the same type cannot exist for a single ride.
This constraint is checked during the creation process of the template .

Furthermore, as previously mentioned, a template does not contain spe-
cific information about a single report, but rather a general description of
the metadata that a report associated with the template will contain.

Endpoints

• GET /api/v1/template/{id}: Retrieve a template by its ID.

• GET /api/v1/template

– ?ride_id={ride_id}: Retrieve the templates associated with a
ride given its id.

– ?template_type={template_type}: Retrieve all templates of a
specific type.

– ?ride_id={ride_id}&template_type={template_type}: Retrieve
templates of a specified type and with a specific ride.

• POST /api/v1/template: Create a new template.

The body of the request for creating a new template could look some-
thing like this in JSON format:

{

ride_id: "j2sk_19117",

template_type: "daily",

metadata_input: [

{name: "date", type: "date"}
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],

metadata_output: [

{name: "piston_temperature", type: "float"}

],

}

This API, like the others, follows an architecture similar to that of Spring
Boot.

Let’s take the endpoint responsible for retrieving a template as an exam-
ple.

# controllers/template_controller.py

@router.get("/")

async def get_template(

ride_id: Optional[str] = None,

template_type: Optional[str] = None,

db: Session = Depends(get_db)

) -> JSONResponse:

template_service = TemplateService(db)

templates = await template_service.get_templates(

ride_id, template_type

)

if not templates:

return JSONResponse(

content={

"message": "Templates not found",

},

status_code=404

)

return JSONResponse(

content={

"message": "Templates found successfully",

"data": jsonable_encoder(templates)

},

status_code=200

)
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After creating an instance of TemplateService, the get_template_by_id
method is executed, passing the ride_id and template_type received in
the request via the URL.

We note that both arguments are defined as Optional[str], meaning
they are not mandatory and can either have actual values or be set to None.

The get_template_by_id method of TemplateService simply forwards
the request and its parameters to TemplateRepository.

minted options
minted options//

# repositories/template_repository.py

async def get_templates(

self,

ride_id: Optional[str],

template_type: Optional[str]

):

query = self.db.query(Template)

if ride_id:

query = query.filter(Template.ride_id == ride_id)

if template_type:

query = query.filter(Template.template_type ==

template_type)↪→

template = query.all()

return template

What happens in get_templates of TemplateRepository is the cre-
ation of filters to be applied to the query. It checks whether ride_id and
template_type are defined, and if so, adds the corresponding filter to the
query.
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Web App

As previously mentioned, the Web App has been developed as a workflow
manager, designed to facilitate seamless and efficient interaction with the
Report Management System.

The Web App allows retrieving reports from the database through a user
interface. The retrieval is developed through specific queries that filter final
results on the basis of metadata. It allows users to easily pick out the reports
they need without having to open and search through them.

Here we discuss the actual implementation of the workflow manager, pay-
ing special attention to certain concepts that facilitate its power as a report
manager and retriever.

3.1 Next.js

Next.js is an open-source React framework that enables the creation of mod-
ern, high-performance and scalable web applications. Developed by Vercel,
it is designed to provide a complete solution for front-end and back-end de-
velopment, supporting features like server-side rendering (SSR), static site
generation (SSG), advanced routing and integrated APIs.

One of the main reasons to choose Next.js is its ability to combine sim-
plicity and power, allowing developers to focus on building features without
worrying about complex application configurations.

37
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3.1.1 Key Features

1. Server-Side Rendering (SSR) and Static Site Generation (SSG):
Next.js supports different rendering modes to improve performance and
optimize SEO:

• SSR: Content is dynamically generated on the server for each
request.

• SSG: Pages are statically generated at build time, and therefore
reducing server load and improving response time.

2. app directory: The app directory in Next.js 13 brings a new way
to organize and manage applications. It includes features like React
Server Components, nested layouts and streaming, making the code
structure cleaner and improving rendering performance.

3. Automatic Routing: The routing system is based on the folder struc-
ture within the app directory. Manual route configuration is unnec-
essary, as Next.js automatically maps files to URLs, now supporting
nested layouts and loading states.

4. API Routes: Next.js allows to create APIs directly in the directory
app/api, having back-end functionality without additional configura-
tions.

3.1.2 Basic Configuration

To create and start a Next.js app, we simply run the following commands:

npx create-next-app@latest project-name

cd project-name

npm run dev

This will create a basic project structure and start a local development
server.

Example of a page with Server Side Rendering

Server Side Rendering (SSR) generates the HTML for a page dynamically
on the server at the time of the request. This approach is useful when data
changes frequently or when we need personalized content for each user.
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export default async function SSRExample() {

const res = await fetch('https://api.example.com/data',

{ cache: 'no-store' }); // Avoid caching to ensure

fresh data

↪→

↪→

const data = await res.json();

return (

<div>

<h1>Data from Server</h1>

<pre>{JSON.stringify(data, null, 2)}</pre>

</div>

);

}

In this example, the data is fetched every time the user visits the page.
The cache: 'no-store' option ensures that no data is reused between re-
quests. The rendering happens entirely on the server, and a fresh HTML
page is sent to the client for every request.

Example of a page with Static Site Generation

Static Site Generation (SSG) pre-renders the HTML for a page at build time.
This means the content is fetched once during the build process and remains
static until the next build or revalidation. Unlike SSR, SSG does not involve
server-side processing on each request.

export default async function SSGExample() {

const res = await fetch('https://api.example.com/data',

{ next: { revalidate: 60 } }); // Revalidate every

60 seconds

↪→

↪→

const data = await res.json();

return (

<div>

<h1>Data from Build Time</h1>

<pre>{JSON.stringify(data, null, 2)}</pre>

</div>

);

}
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In this example, the data is fetched during the build process. The next

: { revalidate: 60 } option ensures that the data is refreshed every 60
seconds without requiring a full rebuild. Unlike SSR, SSG serves the same
pre-generated HTML to all users until the revalidation period triggers a new
static generation.

Example of an API Route

Creating an API is straightforward. This example shows an endpoint that
returns a JSON message:

// app/api/hello/route.js

export async function GET() {

return new Response(JSON.stringify({ message: 'Hello

from the server!' }), {↪→

headers: { 'Content-Type': 'application/json' },

});

}

Accessing the URL /api/hello, the server will return:

{

"message": "Hello from the server!"

}

3.2 Workflow manager

Alongside Next.js, we use TypeScript instead of JavaScript, as it is recom-
mended by developers and offers the advantage of static typing. This allows
us to define data types explicitly, helping to avoid common runtime errors
and ensuring better code quality and maintainability.

The web application is conceptually divided into two main components:
one part handles requests to the database, such as the creation and modifica-
tion of workflows, and the other is responsible for executing those workflows.
These two components are referred to as the API and the ENGINE.

The API allowing users to create, update or retrieve workflows. The
ENGINE, on the other hand, is responsible for executing the workflows.
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3.2.1 Workflow and Tasks

Let’s clarify what we mean by Workflow and Tasks.

Workflows are well-defined task sequences that must be performed to
successfully complete a specific process. Each step of a workflow must logi-
cally follow from the preceding steps.

Tasks are individual actions performed in a workflow until the tasks are
completed. Each task can represent a single goal or an intended result that
needs to be accomplished.

A Workflow is stored as a YAML1 file. In the Web App, we currently
have three types of tasks.

Report Fetch Task

The Report Fetch Task is responsible for retrieve a report based on a
rideId and a set of parameters (params) specific to the selected template
type.

The type field must contain the name of a valid template. The system
will validate the name, and if it is correct, the Report Fetch Task will be
created.

The params provided must correspond to the specifications of the tem-
plate type selected, for instance annual, daily, weekly and so on. If one or
more parameters required by the selected template are missing, the system
will report the error.

• type: the type of template to use (e.g., annual, daily, weekly, etc.).

• name: a descriptive name for the task, preferably short, as it will be
used to identify its outputs.

• rideId: the ID of the ride for which the report is to be generated.

• params: a set of metadata specific to the selected template.

Example:

tasks:

- type: annual

1YAML is a human-readable data serialization language.
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name: AnnualReport

rideId: ride_1

params:

year: 2024

tasks:

- type: weekly

name: WeeklyReport

rideId: ride_1

params:

start_date: 2024/10/01

end_date: 2024/10/08

num_days: 7

Download Parquet Task

The Download Parquet Task is responsible for retrieving the Parquet file
corresponding to the specified fileName.

In the fileName field, it can either: specify the file name directly, or
reference the output of previous tasks using the syntax "{{output.TaskName

.prop}}".

• type: download_parquet

• name: a descriptive name for the task, preferably short, as it will be
used to identify its outputs.

• fileName: the name of the file to be retrieved.

Example:

tasks:

- type: download_parquet

name: downloadParquet

fileName: file_parquet_123

tasks:

- type: daily

name: DailyReport
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rideId: ride_1

params:

date: 2024/12/25

- type: download_parquet

name: downloadParquet

fileName: "{{output.DailyReport.data.0.parquet_file}}"

Python Task

The Python Task allows to execute Python scripts. The outputs of other
tasks can be used as input by adding the depends_on property and specifying
the name of the desired task.

The outputs of the specified tasks will be included in a temporary JSON
file, with each task’s name as the key. This file will be passed as an argument
to the Python script, making it directly accessible.

• type: python

• name: a descriptive name for the task, preferably short, as it will be
used to identify its outputs.

• script: the name of the file to be retrieved.

• depends_on: the Python script preceded by |.

Example:

tasks:

- type: daily

name: DailyReport

rideId: ride_1

params:

date: 2024/12/25

- type: python

name: TaskPython

depends_on:

- DailyReport

script: |

import json

import sys

# Read the JSON file passed as an argument
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input_file = sys.argv[1]

with open(input_file, 'r') as f:

inputs = json.load(f)

# Use inputs as needed

print(json.dumps( { 'result': 'success', 'inputs':

inputs['Task 1']['data']{ ))↪→

3.2.2 Database

Before moving forward, let us first explore how the underlying database is
organized. The database consists of four main tables:

• Workflow: This is the central table that contains the core definition of
a workflow. The workflow is stored as YAML-formatted text, alongside
key information such as its name, description, and the date of its last
modification. Each workflow in this table can be referenced by multiple
executions, serving as the foundation for its operational history.

• Execution:This table contains the execution details of an entire work-
flow, including its status (e.g., running, failed, completed), offering a
high-level overview of the workflow’s lifecycle. It also tracks the execu-
tion details of each task that is part of the workflow.

• Task Execution: Is similar to the Execution table but is for indi-
vidual tasks.

• Task Output: This table store the outputs generated by tasks. Out-
puts are saved in JSON format, with a field called type specifying the
output. For instance, if the type is parquet, the JSON will contain the
name or the path of the corresponding Parquet file.

We chose PostgreSQL as the database for our project for several rea-
sons. PostgreSQL is an open-source relational database management system
that offers reliability, scalability, and flexibility.

To interact with PostgreSQL, we used Prisma as the ORM (Object-
Relational Mapping). Prisma allows us to work with the database using a
modern and type-safe approach, fully leveraging TypeScript’s capabilities.
Prisma also provides an intuitive interface to write queries, simplifying com-
plex operations without the need to manually write SQL.[4]
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The integration of PostgreSQL with Prisma allows us to get the best of
both worlds: the power and flexibility of a relational database and the sim-
plicity of a modern, highly productive ORM tool. This combination makes
it easier to maintain and scale the system, both from the development and
data management perspectives.

With the Prisma schema, we can define the database model. The
Prisma schema describes the database structure, the relationships between
tables and the data types used.

generator client {

provider = "prisma-client-js"

}

datasource db {

provider = "postgresql"

url = env("DATABASE_URL")

}

model Workflow {

id String @id @default(uuid())

name String

description String?

createdAt DateTime @default(now())

updatedAt DateTime @updatedAt

yaml String?

executions Execution[]

}

model Execution {

id String @id @default(uuid())

workflowId String

status String // Running, completed,

failed↪→

startedAt DateTime @default(now())

endedAt DateTime?

workflow Workflow @relation(fields:

[workflowId], references: [id], onDelete: Cascade)↪→

taskExecutions TaskExecution[]



46 CHAPTER 3. WEB APP

}

model TaskExecution {

id String @id @default(uuid())

name String

type String

executionId String

status String // Running, Completed, Failed

startedAt DateTime @default(now())

endedAt DateTime?

log String?

execution Execution @relation(fields:

[executionId], references: [id], onDelete: Cascade)↪→

taskOutput TaskOutput[]

}

model TaskOutput {

id String @id @default(uuid())

taskExecutionId String

data Json

type String

taskExecution TaskExecution @relation(fields:

[taskExecutionId], references: [id], onDelete:

Cascade)

↪→

↪→

}

The schema above is translated into the ER diagram shown in Figure 3.1.
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Figure 3.1: Database ER diagram

3.2.3 Main modules

The Figure 3.2 represents the architecture of the Web App’s backend. As
mentioned earlier, it is mainly composed of two key components: API and
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ENGINE.
For demonstration purposes, we going into the details of the execute

endpoint, as it is the most noteworthy element. The other endpoints, work-
flows and executions, are described at a high level since they are simple
CRUD operations that do not directly interact with the ENGINE.

Figure 3.2: Web App

Let us now describe the functionality of the various modules during a
workflow execution request.

3.2.4 API

Controller

A particularly important endpoint is the one responsible for executing
workflows. This endpoint serves as the entry point for the engine, which
takes care of executing the workflows and the associated tasks that comprise
them.

• POST /execute: This endpoint requires a request body containing a
workflowId field.

export async function POST(

req: Request

) {

const data = await req.json()



3.2. WORKFLOW MANAGER 49

if (!data.workflowId) {

return NextResponse.json(

{

message: "Provide a workflowID",

},

{ status: 400 }

)

}

const workflow_db = await

getWorkflowById(data.workflowId)↪→

if (!workflow_db) {

return NextResponse.json(

{

message: `No workflows found for id

${data.workflowId}`,↪→

},

{ status: 404 }

)

}

try {

const validator = new YamlValidator(workflow_db.yaml)

await validator.validate()

} catch (error) {

if (error instanceof YamlParsingError) {

return NextResponse.json(

{

message: `${error.message}`,

},

{ status: 400 }

)

} else if (error instanceof TemplateNotFound) {

return NextResponse.json(

{

message: `${error.message}`,

},
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{ status: 400 }

)

}

}

startWorkflow(workflow_db)

return NextResponse.json(

{

message: "Workflow is running",

},

{ status: 200 }

)

}

The endpoint accepts a body that includes the workflow id to be executed
as a mandatory parameter.

As shown in the code, the system first verifies the existence of the re-
quested workflow; if the workflow exists, it is retrieved from the database.
Then, the YAML associated with the workflow undergoes a validation phase.
To perform this operation, an instance of the YamlValidator class is created,
and the validate method is invoked.

Once the YAML is successfully validated the startWorkflow function is
called which execute the workflow and all its associated tasks.

YamlValidator

The YamlValidator module is responsible for verifying the syntactical cor-
rectness of a YAML file and ensuring it contains a set of tasks. Subsequently,
each task is analyzed to check that its parameters comply with the template
defined for that task.

YamlValidator is implemented as a class with two methods: getTemplate
and validate.

getTemplate takes rideId and templateType as input, and sends an
HTTP GET request to the TemplateAPI to retrieve the template associ-
ated with the given rideId and templateType. If the template exists, it is
returned to the calling function.
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private async getTemplate(rideId: string, templateType:

string): Promise < Template > {↪→

const res = await fetch(

`${process.env.TEMPLATE_API}?

ride_id=${rideId}&

template_type=${templateType}`

)

const data = await res.json()

if(!res.ok) {

if (res.status === 404) {

throw new TemplateNotFound(`No template found for

rideId '${rideId}' and templateType

'${templateType}'`)

↪→

↪→

} else {

throw new Error(`${res.statusText}:

${data.message}`)↪→

}

} else {

return data.data[0] as Template

}

}

validate is responsible for verifying the correctness of the YAML file,
ensuring it is syntactically correct and that each task conforms to its defini-
tion.

For syntactical verification, we use the parse function from the yaml
package, which converts a YAML string into a JavaScript object.

Once the JSON is obtained validate checks that the tasks keyword is
present and that it is an array.

For each task in the array, validate ensures that the generic keywords,
common to all tasks, type and name, are present and that they are of type
string.

Next, based on the type (python, download_parquet, Report Fetch

), validate checks that the parameters match those defined for the task
type. For example, for a python task, validate checks that the script and
depends_on parameters are present and of the correct type.
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async validate() {

if (!this.yaml) {

throw new YamlParsingError("Empty workflow")

}

const yamlParsed = parse(this.yaml) as YamlWorkflow

// Check that the yaml contains the key 'tasks' and

that it is an array↪→

if (!yamlParsed.tasks ||

!Array.isArray(yamlParsed.tasks)) {↪→

throw new YamlParsingError("The 'tasks' key is

required and must be an array")↪→

}

const tasks = yamlParsed.tasks

for (const task of tasks) {

// For each task I check that the 'type' key exists

and that it is a string↪→

if (!task.type || typeof task.type !== "string") {

throw new YamlParsingError("The 'type' key is

required for a task and must be a string")↪→

}

// For each task I check that the key 'name' exists

and that it is a string↪→

if (!task.name || typeof task.name !== "string") {

throw new YamlParsingError("The 'name' key is

required for a task and must be a string")↪→

}

if (task.type === "python") {

// For the python task I check that the 'script'

key exists and is a string↪→

if (!task.script || typeof task.script !== "string")

{↪→
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throw new YamlParsingError(`The 'script' key is

required for a template '${task.type}' and

must be a string`)

↪→

↪→

}

// For the python task I check that the key

'depends_on' exists and is a string↪→

if (task.depends_on) {

if (!Array.isArray(task.depends_on)) {

throw new YamlParsingError(`The 'depends_on' key

is required for a template '${task.type}'

and must be an array`)

↪→

↪→

}

}

} else if (task.type === "download_parquet") {

// For the download_parquet task I check that the

key 'fileName' exists and is a string↪→

if (!task.fileName || typeof task.fileName !==

"string") {↪→

throw new YamlParsingError(`The 'fileName' key is

required for a template '${task.type}' and

must be a string`)

↪→

↪→

}

} else {

// Task from template

try {

// For the reportFetch task I check that the key

'rideId' exists and is a string↪→

if (!task.rideId || typeof task.rideId !==

"string") {↪→

throw new YamlParsingError(`The 'rideId' key is

required for a template '${task.type}' and

must be a string`)

↪→

↪→

}
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// For the reportFetch task I check that the

'params' key exists and is a string↪→

if (!task.params || typeof task.params !==

"object") {↪→

throw new YamlParsingError(`The 'params' key is

required for a template '${task.type}' and

must be an object`)

↪→

↪→

}

// Take the template corresponding to the rideId

and type, if it does not exist it raises an

exception

↪→

↪→

const template = await

this.getTemplate(task.rideId, task.type)↪→

// Check that each template parameter is present

and has the correct type↪→

for (const metadata of template.metadata_input) {

const { name, type } = metadata

if (!(name in task.params)) {

throw new YamlParsingError(`'${name}'

parameter is required for template

'${task.type}'`)

↪→

↪→

}

const paramValue = task.params[name]

if (type === "date") {

const date = new Date(paramValue)

if (isNaN(date.getTime())) {

throw new YamlParsingError(`'${name}'

parameter is not a valid date:

'${paramValue}'`)

↪→

↪→

}

} else if (type === "int") {

if (!Number.isInteger(paramValue)) {
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throw new YamlParsingError(`The value of

'${name}' is not a valid integer:

'${paramValue}'`)

↪→

↪→

}

} else if (type === "string") {

if (typeof paramValue !== "string") {

throw new YamlParsingError(`The value of

'${name}' is not a valid string:

${paramValue}`);

↪→

↪→

}

} else {

throw new YamlParsingError(`Unsupported type:

'${type}' for ${name}`)↪→

}

}

} catch (e) {

throw e

}

}

}

}

3.2.5 Engine

The engine, responsible for managing and executing Workflows and their
associated Tasks, relies on dedicated classes: the Workflow class and the
Task interface, which can be implemented to describe tasks of various types.

After validating the YAML-formatted string, still within the controller,
the startWorkflow function is invoked, taking as an argument the workflow
retrieved from the database.

This function creates an instance of the Workflow class passing to the
constructor the workflow Id and the YAML string. It then call the getTask
function from the TaskLoader module to extract the tasks from the YAML
string. For each task it creates an instance of the Task class based on the
corresponding task type. Finally, the function returns an array of tasks,
which is added to the Workflow object using the addTask method.

Lastly, the createWorkflow function returns the Workflow instance and,
by invoking the run method, starts the execution of the workflow.

Let’s now delve into the implementation details of the various components
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mentioned above.

Workflow

The Workflow class is essential for representing a workflow and enabling its
execution.

A workflow consists of:

• an array of Task objects,

• a context, which stores the outputs of various tasks to allow subse-
quent tasks to use them. The context is represented as a Map<string

,object()>,

• the workflow’s id in the database,

• and a YAML-formatted string.

Simple methods are provided to retrieve information from the context.
An entry in the context uses the name field of the task in the YAML string
as the key, and the task’s output as the value. Therefore, to retrieve a value
from the context, we just need to search for the task’s assigned name.

The addTask method allows to add a task to the workflow’s list of tasks.
Finally, the run method executes the tasks. Since each task in the list has

its own type, executing them is as simple as invoking the execute method,
which is implemented for every task.

Other methods, such as startExecution,
startTaskExecution, endTaskExecution, and endExecution, handle up-
dating the execution state in the database.

export class Workflow {

private tasks: Task[] = [];

private context = new Map<string, object>()

public workflowId: string

public yaml: string | null

constructor(workflowId: string, yaml: string | null) {

this.workflowId = workflowId

this.yaml = yaml

}

getAllFromContext(): [string, object][] {
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return Array.from(this.context.entries());

}

addToContext(key: string, value: object): void {

this.context.set(key, value)

}

getFromContext(key: string): object {

if (this.context.has(key)) {

return this.context.get(key) as object

}

throw new Error(`No entry found in the context for key

${key}`)↪→

}

addTask(task: Task): void {

this.tasks.push(task);

}

// ...

async run(): Promise<void> {

const executionId = await this.startExecution();

let errorFlag = false

for (const task of this.tasks) {

const taskExecutionId = await

task.startTaskExecution(executionId);↪→

try {

const res = await task.execute(taskExecutionId,

this);↪→

await task.endTaskExecution(taskExecutionId,

"Completed", res);↪→

} catch (error) {

errorFlag = true
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if (error instanceof FailedResolveInput) {

await task.endTaskExecution(

taskExecutionId, "Failed", error.message

);

} else if (error instanceof Error) {

await task.endTaskExecution(

taskExecutionId, "Failed", error.message

);

}

}

}

if (errorFlag) {

await this.endExecution(executionId, "Failed");

} else {

await this.endExecution(executionId, "Completed");

}

}

}

Task Interface

The Task interface provides a general definition of a task and the operations
that can be performed on it. In particular, the execute method encapsulates
the logic required to run the task.

export interface Task {

workflowId: string;

type: string;

name: string;

execute(taskExecutionId: string, workflow: Workflow):

Promise<string>;↪→

startTaskExecution(executionId: string):

Promise<string>;↪→

endTaskExecution(taskExecutionId: string, status:

string, log: string): Promise<void>;↪→

}

By implementing the interface, we can create specific tasks, such as
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PythonTask, a task responsible for executing a Python script.

export class PythonTask implements Task {

public workflowId: string

public type: string

public name: string

public script: string

public depends_on?: string[]

constructor(workflowId: string, type: string, name:

string, script: string, depends_on: string[]) {↪→

// ...

}

async execute(taskExecutionId: string, workflow:

Workflow): Promise<string> {↪→

const inputs: Record<string, object> = {};

for (const dependency of this.depends_on || []) {

inputs[dependency] =

workflow.getFromContext(dependency)↪→

}

const inputFilePath = path.join(os.tmpdir(),

`${this.name}-inputs.json`);↪→

fs.writeFileSync(inputFilePath,

JSON.stringify(inputs));↪→

const result = await

this.runPythonScriptWithFile(this.script,

inputFilePath);

↪→

↪→

workflow.addToContext(this.name, result)

fs.unlinkSync(inputFilePath);

await prisma.taskOutput.create({

data: {

taskExecutionId: taskExecutionId,

data: result,
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type: "json",

}

})

return "Script executed successfully"

}

private async runPythonScriptWithFile(script: string,

inputFilePath: string): Promise<object> {↪→

try {

const results = await PythonShell.runString(

script,

{ args: [inputFilePath] }

);

return results && results.length > 0 ?

JSON.parse(results[0]) : null;↪→

} catch (error) {

throw new Error(`Error executing Python

script: ${error}`);↪→

}

}

// ...

}

In a workflow system, each task can have dependencies, meaning other
tasks that must provide data before it can be executed. PythonTask, like the
other tasks, handles this by collecting the outputs of preceding tasks, passing
them as input to a Python script, and saving the result in the system.

The execute method works as follows:

1. Gets all the outputs from the dependent tasks and writes them into a
temporary file.

2. Invokes the Python script with the temporary file as input.

3. Writes the output to the workflow context for use by other tasks and
to the database through Prisma.

4. Removes the temporary file after the work is done.
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for (const dependency of this.depends_on || []) {

inputs[dependency] =

workflow.getFromContext(dependency)↪→

}

const inputFilePath = path.join(os.tmpdir(),

`${this.name}-inputs.json`);↪→

fs.writeFileSync(inputFilePath, JSON.stringify(inputs));

const result = await

this.runPythonScriptWithFile(this.script,

inputFilePath);

↪→

↪→

workflow.addToContext(this.name, result)

fs.unlinkSync(inputFilePath);

WorkflowLoader

The WorkflowLoader is a very simple module. It contains the createWorkflow
function, which is invoked by startWorkflow.

As the name suggests, the createWorkflow function is responsible for
first create an instance of the Workflow class, then to collect the tasks that
make up the workflow, and finally returning the fully prepared workflow to
the caller for execution.

export async function createWorkflow(

workflow_db: WorkflowDB

): Promise<Workflow> {

const workflow = new Workflow(workflow_db.id,

workflow_db.yaml);↪→

const tasks = await getTasks(workflow);

tasks.forEach((task) => workflow.addTask(task));

return workflow;

}

TaskLoader

The TaskLoader module contains the getTasks function, which, given a
workflow, parses the YAML string to extract the tasks and, based on the
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task type, creates an instance of the corresponding class.

export async function getTasks(workflow: Workflow):

Promise<Task[]> {↪→

const yaml = parse(workflow.yaml) as YamlWorkflow

const tasks = yaml.tasks

return tasks.map((task) => {

const templateNames = templates.map(t => t.name)

// Task from template

if (templateNames.includes(task.type)) {

return new ReportFetch(

workflow.workflowId,

task.type,

task.name,

task.rideId,

task.params,

)

// task python

} else if(task.type === "python") {

return new PythonTask(workflow.workflowId,

task.type, task.name, task.script,

task.depends_on as string[])

↪→

↪→

// task download_parquet

} else if(task.type === "download_parquet") {

return new

DownloadParquet(workflow.workflowId,

task.type, task.name, task.fileName)

↪→

↪→

} else {

throw new Error(`Unknown task type:

${task.type}`);↪→

}

});

}
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3.2.6 Screenshots

In this section, we present some screenshots of the Web App. On the Work-
flows page, there is a list of existing workflows in the system, with options
to delete, modify, and open them in a new section. For each workflow, you
can view the name, description, creation and modification date, as well as
the status of the last execution.

Figure 3.3: Workflow page

When selecting a workflow, it opens in a dedicated page where the YAML
code defining it is displayed on the left, while an interactive graphical repre-
sentation appears on the right. In this view, we can add, delete, and modify
the tasks that make up the workflow. Additionally, we can start it using
the Execute button in the upper right corner. You can also change the right
panel’s view to display task documentation.



64 CHAPTER 3. WEB APP

Figure 3.4: Workflow page

Figure 3.5: Workflow page: on the right, the Task documentation.

Finally, on the Executions page, you can see a list of executed tasks. For
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each execution, you can expand the accordion to view the type and status of
each executed task.

Figure 3.6: Execution page
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Chapter 4

Deploy with docker

In this chapter, we will explore how to launch the Report Management System
using Docker.

Each component we have seen will be containerized with docker, creating
a dedicated container for each API, each database and the web application.
Finally, all these elements will be orchestrated within a Docker Compose,
simplifying their management and startup.

4.1 QueryAPI, ReportAPI and TemplateAPI

Since the Docker images for the APIs are identical, we present them here
only once.

The Docker images for the APIs are a complete working FastAPI applica-
tion within minimalized environments. The configuration deploys a standard
python:3.10-slim image, a minimalist environment for running the appli-
cation based on Python 3.10.

Then some system dependencies are installed, like gcc and libpq-dev.
The gcc compiler is required for managing Python libraries with C exten-
sions, while libpq-dev provides support for PostgreSQL.

Next, the working directory /app is set up as the reference point within
the container for the application. At this stage, the requirements.txt file,
which contains the list of required Python dependencies, is copied into the
working directory and used to install the necessary packages via pip.

Finally, the startup command CMD directly executes Uvicorn, specifying
the application’s main module, app.main:app. The server is configured to

67
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listen on all interfaces (0.0.0.0:8000), making it accessible from outside
the container. Additionally, four workers are started, allowing the system to
handle multiple requests simultaneously.

FROM python:3.10-slim

RUN apt-get update && apt-get install -y \

gcc \

libpq-dev \

&& apt-get clean \

&& rm -rf /var/lib/apt/lists/*

WORKDIR /app

COPY requirements.txt .

RUN pip install --no-cache-dir -r requirements.txt

COPY . .

EXPOSE 8000

CMD ["uvicorn", "app.main:app", "--host", "0.0.0.0",

"--port", "8000", "--workers", "4", "--log-level",

"info"]

↪→

↪→

4.2 Web App

The Docker image is designed to run a Node.js application. The configura-
tion is based on the node:18-alpine image, a minimal version of Node.js
built on Alpine Linux, reducing the overall container size and resource con-
sumption.

Then a few required dependencies are installed. Most importantly, Python
3, and pip, as they are necessary for compiling native extensions of Node.js
packages. In addition, OpenSSL is installed to manage cryptography.

Next, the working directory /src is defined as the main directory for
the application inside the container. The package.json file and its re-
lated package-lock.json, which contain the list of project dependencies,
are copied into the working directory and used to install the required pack-
ages via npm install.

After installing the dependencies, the entire application code is copied
into the container. At this point, the npx prisma generate command is ex-
ecuted to generate the necessary artifacts for database management with
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Prisma ORM. Subsequently, the application is built using npm run build,
optimizing the code for production.

To allow access to the service, port 3000 is exposed. Finally, the startup
command CMD executes npm run start, launching the application in pro-
duction mode.

FROM node:18-alpine

RUN apk add --no-cache python3 py3-pip

RUN apk add --no-cache openssl

WORKDIR /src

COPY package.json package-lock.json ./

RUN npm install

COPY . .

RUN npx prisma generate

RUN npm run build

EXPOSE 3000

CMD ["npm", "run", "start"]

4.3 Docker Compose

All the containers defined in the docker-compose file are connected through
Docker’s internal network. They can communicate with each other using the
service names defined in the file as hostnames.

Therefore, for report_api to connect to the database, it will use the
hostname and port db_reportapi:5432.

Each API has its own locally exposed port:

• report_api and template_api are mapped to port 8000.

• query_api is mapped to port 8001.

• The Web App is mapped to port 3000.

services:

db_reportapi:

image: postgres

container_name: postgres_reportapi

restart: always



70 CHAPTER 4. DEPLOY WITH DOCKER

ports:

- "5435:5432"

environment:

POSTGRES_USER: postgres

POSTGRES_PASSWORD: admin

POSTGRES_DB: postgres

volumes:

- reportapi-pgdata:/var/lib/postgresql/data

db_webapp:

image: postgres

container_name: postgres_webapp

restart: always

ports:

- "5436:5432"

environment:

POSTGRES_USER: postgres

POSTGRES_PASSWORD: admin

POSTGRES_DB: postgres

volumes:

- webapp-pgdata:/var/lib/postgresql/data

report_api:

container_name: report_api

build: ./report_api

ports:

- "8000:8000"

command: uvicorn app.main:app --host 0.0.0.0 --port

8000 --workers 4 --log-level info↪→

depends_on:

- db_reportapi

query_api:

container_name: query_api

build: ./query_api

ports:

- "8001:8000"

command: uvicorn app.main:app --host 0.0.0.0 --port

8000 --workers 4 --log-level info↪→
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workflow_app:

container_name: workflow_app

build: ./workflow_manager

ports:

- "3001:3000"

command: npm run start

depends_on:

- db_webapp

volumes:

reportapi-pgdata:

webapp-pgdata:

The db_reportapi service is a PostgreSQL container dedicated to man-
aging the database for the report_api. It uses the official PostgreSQL image
and is configured with environment variables that specify the username, pass-
word, and database name. The database’s internal port (5432) is mapped
to port 5435 on the host machine, enabling external access. To ensure data
persistence, a named volume called reportapi-pgdata is mounted to store
database files. This service will always restart if it stops, ensuring high avail-
ability.

Similarly, the db_webapp service runs another PostgreSQL container, this
time for the workflow_app. Just like the previous service, it is set up with
the necessary environment variables for PostgreSQL configuration. It also
exposes the internal port 5432, but maps it to port 5436 on the host. Data
is persisted using a different volume, webapp-pgdata, to keep the database’s
state between container restarts. This service also has the same restart policy
to guarantee continuous operation.

While for the other services, which we have seen previously:

• The report_api service is built from the Dockerfile located in the ./

report_api directory.

• The query_api service is similar to the report_api service, also built
from a Dockerfile located in the ./query_api directory.

• The workflow_app service is built from the Dockerfile located in the
./workflow_manager directory.

We start the Report Management System by running the command:
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docker-compose up -d --build

This command builds the images and starts the containers in detached
mode (in the background).

4.3.1 Tables and relationships in the ReportAPI DB

docker exec -i postgres_reportapi psql -U postgres -d

postgres < ./init.sql↪→

This command is used to execute an SQL script inside the postgres_reportapi
container, which initializes the report_api database by creating tables and
defining relationships.

The content of the ./init.sql file are as follow:

CREATE TABLE template (

id UUID PRIMARY KEY DEFAULT gen_random_uuid(),

ride_id VARCHAR NOT NULL,

metadata_input JSON NOT NULL,

metadata_output JSON NOT NULL,

template_type VARCHAR NOT NULL,

created_at TIMESTAMP DEFAULT NOW()

);

CREATE TABLE report (

id UUID PRIMARY KEY DEFAULT gen_random_uuid(),

template_id UUID NOT NULL REFERENCES template (id),

metadata_info JSON NOT NULL,

file_parquet VARCHAR NOT NULL,

created_at TIMESTAMP DEFAULT NOW()

);
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4.3.2 Tables and relations in the Web App DB

docker exec -i postgres_webapp psql -U postgres -d

postgres < ./init_webapp.sql↪→

In the same way, we execute an SQL script inside the postgres_webapp
container, which initializes the Web App database by creating tables and
defining relationships.

The content of the ./init_webapp.sql file are as follow:

CREATE TABLE "Workflow" (

"id" UUID PRIMARY KEY DEFAULT gen_random_uuid(),

"name" TEXT NOT NULL,

"description" TEXT,

"createdAt" TIMESTAMP DEFAULT NOW() NOT NULL,

"updatedAt" TIMESTAMP DEFAULT NOW() NOT NULL,

"yaml" TEXT

);

CREATE TABLE "Execution" (

"id" UUID PRIMARY KEY DEFAULT gen_random_uuid(),

"workflowId" UUID NOT NULL,

"status" TEXT NOT NULL,

"startedAt" TIMESTAMP DEFAULT NOW() NOT NULL,

"endedAt" TIMESTAMP,

CONSTRAINT "Execution_workflowId_fkey" FOREIGN KEY

("workflowId") REFERENCES "Workflow"("id") ON

DELETE CASCADE

↪→

↪→

);

CREATE TABLE "TaskExecution" (

"id" UUID PRIMARY KEY DEFAULT gen_random_uuid(),

"name" TEXT NOT NULL,

"type" TEXT NOT NULL,

"executionId" UUID NOT NULL,

"status" TEXT NOT NULL,

"startedAt" TIMESTAMP DEFAULT NOW() NOT NULL,

"endedAt" TIMESTAMP,

"log" TEXT,
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CONSTRAINT "TaskExecution_executionId_fkey" FOREIGN

KEY ("executionId") REFERENCES "Execution"("id")

ON DELETE CASCADE

↪→

↪→

);

CREATE TABLE "TaskOutput" (

"id" UUID PRIMARY KEY DEFAULT gen_random_uuid(),

"taskExecutionId" UUID NOT NULL,

"data" JSONB NOT NULL,

"type" TEXT NOT NULL,

CONSTRAINT "TaskOutput_taskExecutionId_fkey" FOREIGN

KEY ("taskExecutionId") REFERENCES

"TaskExecution"("id") ON DELETE CASCADE

↪→

↪→

);



Chapter 5

Conclusions and Future work

In this thesis, we presented the architecture and development of a Report
Management System and a Web App for workflow management. We ana-
lyzed the technologies used, including FastAPI for the Report Management
System’s APIs, SQLAlchemy for handling queries to Zamperla’s database,
Next.js for the Web App, and PostgreSQL with Prisma for report database
management. Additionally, we described the key role of templates in report
classification and organization, as well as the functionality of the workflow
execution engine.

The proposed system provides an intuitive interface for creating, manag-
ing, and executing workflows, enabling quick and structured access to gener-
ated reports. Thanks to the separation between the APIs and the engine of
the Web App, the project is modular and easily extensible.

There are, however, several areas for improvement and expansion:

• Advanced error handling: Currently, the system implements basic
error handling. An improvement could include a more detailed logging
system and the introduction of notifications in case of failures.

• Scalability: The system is currently designed for a local or private
environment but could be optimized for distributed environments, sup-
porting multiple instances in parallel.

• Automation and scheduling: A scheduling system would allow
workflows to be automatically executed at regular intervals or at a
given moment, without manual intervention.

• Engine expansion: The execution engine could be extended to sup-
port more complex tasks, including dependency management between
workflow steps.
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Implementing these improvements would make the system even more ver-
satile, enhancing its efficiency and usability on a large scale.
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