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Abstract

Attention is usually treated as an internal computation of a neural network: the

matrix of pairwise weights it produces is used to mix information and then dis-

carded. In this thesis we argue that the similarity structure attention computes

over the data can instead be turned into a kernel. We compute attention be-

tween samples on top of a frozen convolutional backbone, so that any success

is attributable to attention alone, and build a kernel from the output of this

inter-sample attention layer, a Gram matrix that is a valid kernel by construc-

tion, which we feed to a Support Vector Machine. With a single, uni�ed method

we evaluate this attention-induced kernel in three settings: multi-task, transfer

(which plays the role of zero-shot), and few-shot, on the genuinely multi-attribute

datasets CelebA and AwA2. We �nd that the kernel matches, and sometimes

beats, the network it is derived from, and that the geometry it captures carries

over to tasks the encoder never saw, evidence that attention encodes a transfer-

able latent structure over the data.
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Chapter 1

Introduction

Over the past decade, computer vision has been reshaped by deep neural networks

that learn their own representations of the visual world directly from data. A

representation learned this way is useful not only for the task it was trained on:

the features it produces often carry information that helps on other problems too.

This reusability, which we call transfer, is one of the reasons deep representations

have become the foundation of modern vision systems. In a growing number of

these systems, the part that relates and combines information is the attention

mechanism [1].

Attention works by computing, for each element of its input, a weighted com-

bination of the others, where the weights say how relevant each pair of elements

is. Those pairwise weights form a matrix, and that matrix is really a similar-

ity structure: it records, for every pair, how strongly the model treats them as

related. When attention is applied across a collection of samples rather than

within a single input, the matrix describes a geometry over the dataset itself, one

in which samples the model �nds similar are pulled together and dissimilar ones

are pushed apart. Normally this matrix stays hidden inside the network. It is

produced, used to mix information, and then thrown away, and the geometry it

encodes is never looked at on its own.

Kernel methods are built on exactly this kind of object. A kernel is a matrix

of pairwise similarities that implicitly de�nes a geometry over the data, and

classi�ers such as the Support Vector Machine (SVM) [2] work directly on top of

that geometry, without ever needing an explicit feature representation. Put next

to each other, an attention matrix and a kernel matrix have a lot in common:

both are square, and both express a notion of similarity between samples. That

resemblance is where this thesis starts. If attention already induces a similarity

structure over samples, can that structure be turned into a kernel and used to
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drive a kernel classi�er?

Our answer is yes. We build the kernel of an SVM from an attention layer

that operates between samples. To be sure that any success we see comes from

attention and not from the strength of a pretrained feature extractor, we keep

a convolutional backbone frozen throughout: each image is mapped to a �xed

feature vector by a ResNet [3] that receives no further training, and the only

component that is actually learned is a sample-level attention layer on top of

those features. The kernel we classify with is a Gram matrix built from the

output of that attention layer, so the attention computation sits at the heart of

the similarity we use rather than at its edge. We call this construction attention

as a kernel.

Our experiments show that the kernel attention induces is much more than

a by-product of training. On datasets whose samples carry several independent

labels, that is, genuinely multi-task datasets, the attention kernel fed to an SVM

matches, and sometimes beats, the accuracy of the very network it was taken

from. That is already worth pausing on: a similarity matrix, read out from

inside a model and handed to a classical classi�er, holds its own against the

model itself. The more important result, though, is about latent geometry. The

structure attention captures is not tied to the task it was trained on. If we train

the attention encoder without ever showing it a target task and then apply its

kernel to that unseen task, classi�cation still works; because the encoder never

saw the target task, this setting acts as a form of zero-shot transfer. The same

kernel also stays useful when only a handful of labelled examples per class are

available, a few-shot setting. So a single, uni�ed method, an attention-induced

kernel followed by an SVM, covers three di�erent evaluation settings without any

change.

The main contributions of this thesis are the following:

� We formulate attention as a kernel : a construction that turns the output

of a sample-level attention layer into a valid kernel for an SVM. Freezing

the backbone isolates the contribution of the attention layer, so that the

performance we measure re�ects the geometry attention induces rather than

the representational power of the feature extractor.

� We evaluate this one method across three settings, multi-task, transfer

(which we argue plays the role of zero-shot), and few-shot classi�cation,

on two datasets, CelebA [4] and AwA2 [5], whose samples are annotated

with several genuinely independent attributes.
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� We show that the attention-induced kernel matches or surpasses the trained

network on its own tasks, and, more importantly, that the geometry it

encodes carries over to tasks the encoder never saw, evidence that attention

captures a transferable latent structure over the data.

The rest of the thesis is organised as follows. Chapter 2 covers the back-

ground needed to follow the method, reviewing neural networks, the attention

mechanism, kernels, and the Support Vector Machine from �rst principles, and

places the approach among related work on attention, neural kernels, and zero-

shot transfer. Chapter 3 presents the method itself, describing the four-stage

pipeline (frozen feature extraction, sample-level attention, kernel construction,

and SVM classi�cation) and illustrating the overall architecture. Chapter 4 re-

ports the experiments across the three settings, along with the datasets, the

training procedure, and a comparison against the network baseline. Chapter 5

concludes and outlines directions for future work.
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Chapter 2

Background and Related Work

This chapter gathers the tools the method rests on. The whole approach is

really a short sentence in four words: frozen features, attention, kernel, classi�er.

Each of them matches one section below. Section 2.1 reviews neural networks,

and in particular the use of a pretrained network as a �xed feature extractor,

which is what lets us isolate the contribution of attention. Section 2.2 introduces

the attention mechanism, �rst in the standard Transformer form and then in

the sample-level form we adopt, which is the object we later turn into a kernel.

Section 2.3 de�nes kernels and explains why a matrix of pairwise similarities can

act as one. Section 2.4 describes the Support Vector Machine, the classi�er that

consumes our kernel, and shows that it touches the data only through the kernel

matrix, which is the property our method relies on. Section 2.5 places the work

among related research.

2.1 Neural Networks and Feature Extraction

A feed-forward neural network is a parametric function built by composing simple

layers. A single fully connected layer maps an input vector x ∈ R
d to

h = σ(Wx+ b) , (2.1)

where W and b are a learnable weight matrix and bias vector, and σ(·) is a non-
linear activation applied element-wise, such as the recti�ed linear unit ReLU(z) =

max(0, z). Stacking L such layers gives a network fθ = f (L) ◦ · · · ◦ f (1) with

parameters θ = {W(l),b(l)}Ll=1. Composing non-linear layers is what lets the

network approximate complicated mappings from inputs to outputs [6].

The parameters are �t by minimising an empirical risk. Given a labelled
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dataset {(xi, yi)}Ni=1 and a loss ℓ, training solves

min
θ

1

N

N
∑

i=1

ℓ(fθ(xi), yi) , (2.2)

usually by stochastic gradient descent: the gradient of the loss with respect to θ is

computed by back-propagation, and the parameters are moved along its negative

direction.

Convolutional networks. For images, fully connected layers ignore spatial

structure and scale badly with resolution. Convolutional neural networks (CNNs)

replace the dense multiplication in (2.1) with a convolution by a small, shared

kernel, so the same local �lter is applied across the whole image. A convolu-

tional layer produces feature maps by sliding learnable �lters over its input, and

interleaving convolutions, non-linearities and spatial down-sampling builds a hi-

erarchy of representations: edges and textures in the early layers, object parts

and semantic concepts in the deep ones [7].

Residual networks. Simply adding depth tends to hurt accuracy, because

gradients become hard to push through many layers. Residual networks (ResNets)

�x this with shortcut connections that let a block learn a residual relative to its

input:

y = F(x, {Wi}) + x, (2.3)

where F is a few stacked convolutional layers. If the best mapping is close to the

identity, driving F towards zero is easier than �tting an identity with a stack of

non-linear layers. This one change makes it possible to train networks tens or

hundreds of layers deep, and it has made the ResNet family a standard backbone

in computer vision [3].

Pretrained backbones and feature extraction. A network trained on a

large dataset such as ImageNet learns representations that are useful well beyond

its original task, because the deep features it produces tend to capture generic

visual structure. This is the idea behind transfer learning. In its simplest form,

one takes a pretrained network, removes its classi�cation head, and uses the

remaining layers as a �xed map

ϕ : X −→ R
d, x 7→ ϕ(x), (2.4)
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that turns each image into a feature vector. When the backbone is frozen, its

weights get no gradient updates, so ϕ is identical before and after any downstream

training. This has a consequence that matters throughout the thesis: with the

feature extractor held �xed, any change in performance from a component placed

on top of ϕ can be credited to that component, not to the backbone adapting to

the task. We use exactly this to keep our results attributable to the attention

layer rather than to the representational power of the backbone.

2.2 The Attention Mechanism

Attention relates the elements of a collection by letting each element gather in-

formation from the others in proportion to how relevant they are [1]. We �rst

give the standard form and then the speci�c form we use.

2.2.1 Scaled dot-product attention

The standard formulation works on three matrices: a set of queries Q ∈ R
n×dk ,

a set of keys K ∈ R
m×dk , and a set of values V ∈ R

m×dv , where each row is the

query, key or value of one element. The output is

Attention(Q,K,V) = softmax

(

QK⊤

√
dk

)

V, (2.5)

with the softmax applied independently to each row. Reading (2.5) from the

inside out makes it concrete. The product QK⊤ ∈ R
n×m holds, in entry (i, j),

the dot product between query i and key j, a raw measure of how compatible

the two elements are. Dividing by
√
dk stops these scores from growing with

the dimension and keeps the softmax from saturating. The row-wise softmax

then turns each row of scores into a probability distribution, giving the attention

matrix

A = softmax

(

QK⊤

√
dk

)

∈ R
n×m, Aij ≥ 0,

∑

j

Aij = 1. (2.6)

Entry Aij is the weight element i places on element j, and AV replaces each

element by a convex combination of the values, weighted by attention.

In self-attention, the queries, keys and values are all linear projections of a

single input matrix X:

Q = XWQ, K = XWK , V = XWV , (2.7)
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with learnable projection matrices WQ,WK ,WV . In practice several attention

functions are run in parallel and concatenated, which is called multi-head atten-

tion and lets the model attend to di�erent kinds of relationships at once; for our

purposes the single-head form in (2.5) is enough.

The point this thesis builds on is already visible in (2.6): before anything

else, the attention matrix A is a matrix of pairwise scores between elements. It

records how strongly the model relates every pair, which is exactly the information

a similarity measure carries. Usually A is just an intermediate quantity, used to

form AV and then discarded; we instead take the similarity structure it expresses

seriously in its own right.

2.2.2 Sample-level attention with tied queries and keys

Two departures from the standard setting matter for our method. First, we apply

attention across samples rather than across the patches or tokens of a single input:

the rows of X are the feature vectors ϕ(xi) of di�erent images, produced by the

frozen backbone of (2.4), so the attention matrix describes relationships within a

collection of samples. Second, we tie the query and key projections, WQ = WK ,

so that Q = K. Writing K = XWK and V = XWV , the attention becomes

A = softmax

(

KK⊤

√
d

)

, Z = AV, (2.8)

where d is the head dimension. Tying queries and keys makes the pre-softmax

score matrixKK⊤ symmetric, so the raw compatibility between two samples does

not depend on which one is treated as the query, and it also halves the number

of projection parameters. The row-wise softmax in (2.8) does not preserve this

symmetry, since each row is normalised by its own sum, so the attention weight

matrix A is in general not symmetric. That is �ne for what follows, because the

object we eventually hand to the classi�er is not A: as Section 2.3 shows, our

kernel is a Gram matrix built from the attention output, and it is symmetric and

positive semide�nite by construction whether or not A is symmetric. The value

projection V plays its usual role, carrying the content that attention mixes, and

it takes part in learning. The output Z of (2.8) is the quantity our kernel is built

from; Chapter 3 develops the full construction.
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2.3 Kernel Methods

Kernel methods apply linear algorithms in a possibly very high-dimensional fea-

ture space without ever computing coordinates in that space [8, 9]. Suppose a

feature map

φ : X −→ H (2.9)

sends inputs into an inner-product space H. A kernel is the function that returns

inner products in that space,

k(x,x′) = ⟨φ(x), φ(x′)⟩H. (2.10)

Their value comes from the kernel trick : any algorithm that touches the data only

through inner products ⟨φ(x), φ(x′)⟩ can be run entirely in terms of k, so φ never

has to be evaluated explicitly. This makes implicit, even in�nite-dimensional,

feature spaces tractable.

Given a �nite sample {xi}Ni=1, a kernel is represented by the Gram matrix (or

kernel matrix)

K ∈ R
N×N , Kij = k(xi,xj). (2.11)

For k to be a valid kernel, that is, to correspond to an inner product in some

space via (2.10), the Gram matrix must be symmetric and positive semide�nite

(PSD): for every �nite sample and every vector c ∈ R
N ,

Kij = Kji and c⊤Kc =
∑

i,j

cicj k(xi,xj) ≥ 0. (2.12)

The condition is also su�cient: by Mercer's theorem, any symmetric PSD kernel

can be written as an inner product of feature maps in a suitable reproducing-

kernel Hilbert space [8]. Familiar examples are the linear kernel k(x,x′) = x⊤x′,

the polynomial kernel (x⊤x′ + c)p, and the Gaussian (RBF) kernel exp(−γ∥x −
x′∥2).

Two things follow from (2.12) that we lean on later. First, a kernel method

never needs an explicit feature representation: it is enough to supply a valid

N ×N matrix of pairwise similarities. Any symmetric PSD matrix can therefore

be handed to the classi�er as a precomputed kernel, no matter how it was obtained,

in our case from attention rather than from a closed-form kernel function. Second,

symmetry and positive semide�niteness are easy to get by construction. If we
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form a matrix as a Gram matrix of some rows Z ∈ R
N×d,

K = ZZ⊤, c⊤Kc = ∥Z⊤c∥2 ≥ 0, (2.13)

the result is symmetric and PSD automatically. This is the construction we apply

to the attention output Z of (2.8), and it is what makes the attention-induced

matrix a legitimate kernel.

2.4 Support Vector Machines

The Support Vector Machine (SVM) is the classi�er we pair with our kernel. It

is a natural choice because, as we show below, it touches the data only through

the kernel matrix [2, 10].

2.4.1 The maximum-margin hyperplane

Consider binary classi�cation with labels yi ∈ {−1,+1}. A linear classi�er sepa-

rates the classes with a hyperplane w⊤x+b = 0 and predicts the sign of w⊤x+b.

When the data are linearly separable many such hyperplanes exist, and the SVM

picks the one that maximises the margin, the distance to the nearest points of

either class. Since the margin equals 2/∥w∥, maximising it is equivalent to

min
w,b

1
2
∥w∥2 subject to yi(w

⊤xi + b) ≥ 1, i = 1, . . . , N. (2.14)

2.4.2 Soft margin

Real data are rarely perfectly separable, so slack variables ξi ≥ 0 allow margin

violations, penalised by a constant C > 0 that trades margin width against

training errors:

min
w,b,ξ

1
2
∥w∥2 + C

N
∑

i=1

ξi s.t. yi(w
⊤xi + b) ≥ 1− ξi, ξi ≥ 0. (2.15)

2.4.3 The dual problem and the kernel

Introducing Lagrange multipliers αi ≥ 0 for the margin constraints and µi ≥ 0

for the non-negativity of the slacks gives the Lagrangian

L = 1
2
∥w∥2 + C

∑

i

ξi −
∑

i

αi

[

yi(w
⊤xi + b)− 1 + ξi

]

−
∑

i

µiξi. (2.16)
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Setting the derivatives with respect to w, b and ξi to zero gives the stationarity

conditions

w =
∑

i

αiyixi,
∑

i

αiyi = 0, αi + µi = C. (2.17)

Substituting these back removes the primal variables and, together with µi ≥ 0,

gives the dual problem

max
α

N
∑

i=1

αi − 1
2

N
∑

i=1

N
∑

j=1

αiαjyiyj x
⊤

i xj s.t.
∑

i

αiyi = 0, 0 ≤ αi ≤ C. (2.18)

The solution satis�es the Karush�Kuhn�Tucker (KKT) conditions; in particular

the complementary-slackness conditions

αi

[

yi(w
⊤xi + b)− 1 + ξi

]

= 0, µiξi = 0, (2.19)

mean that αi > 0 only for the points on or inside the margin. These are the

support vectors, and the solution depends on them alone.

The key feature of (2.18) is that the training data enter only through the

inner products x⊤
i xj. Replacing each such inner product with a kernel evaluation

k(xi,xj) = Kij gives the kernelised SVM,

max
α

∑

i

αi − 1
2

∑

i,j

αiαjyiyj Kij s.t.
∑

i

αiyi = 0, 0 ≤ αi ≤ C, (2.20)

with decision function

f(x) = sign

(

∑

i

αiyi k(xi,x) + b

)

. (2.21)

Both the training problem (2.20) and the prediction rule (2.21) reach the data

only through kernel values. So the SVM never needs explicit feature vectors:

a precomputed kernel matrix K is all it requires. This is the exact property

our method relies on, since it lets us replace K with the similarity matrix that

attention induces.

Multiclass classi�cation. The formulation above is binary, whereas our tasks

have several classes. Multiclass predictions come from combining binary SVMs,

most commonly in a one-versus-one scheme where a classi�er is trained for each

pair of classes and the �nal label is decided by majority vote. Each binary problem

is solved through the same kernel matrix, so the multiclass extension keeps the
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kernel-only property unchanged.

2.5 Related Work

Our method sits where three lines of research meet: the study of what attention

represents, the long-standing link between kernels and neural networks, and the

literature on zero-shot and transfer learning. We take each in turn and mark

where our approach departs from it.

2.5.1 Attention and what it represents

Attention was introduced as a way of weighing the elements of an input against

one another, and it has since become the central component of the Transformer [1]

and, in vision, of the Vision Transformer [11]. In these architectures the atten-

tion matrix is an internal quantity, computed among the tokens or patches of a

single input, used to mix their representations, and then passed on. A separate

line of work asks what the attention weights actually encode, debating whether

they can be read as explanations of a model's behaviour; the exchange between

�Attention is not Explanation� [12] and �Attention is not not Explanation� [13]

is representative, and it establishes that the information in attention weights is

worth studying in its own right. We share that starting point but di�er in two

concrete ways. First, we compute attention between samples rather than within

a single input, so the matrix describes the geometry of a dataset instead of the

internal structure of one example. Second, rather than interpreting the weights,

we use them: the output of the attention layer becomes a kernel that is handed

to a classi�er.

2.5.2 Kernels and neural networks

The link between kernels and neural networks has been explored from several

directions. The neural tangent kernel [14] shows that, in a certain in�nite-width

limit, training a network by gradient descent behaves like a kernel method with

a �xed kernel set by the architecture. Deep kernel learning [15] goes the other

way, placing a Gaussian-process kernel on top of a neural feature extractor and

training the two together, while convolutional kernel networks [16] build kernels

whose feature maps mirror the structure of a convolutional network. What these

share is that the kernel is either derived from the training dynamics or learned

as a dedicated object. Our construction is di�erent, and in a sense more direct:
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a trained inter-sample attention layer produces representations, and we build a

Gram kernel from them, with a frozen backbone making sure the similarity we

exploit comes from attention rather than from feature learning. The grounding

for treating the resulting matrix as a kernel is the classical framework of kernel

methods [8, 9] reviewed in Section 2.3.

2.5.3 Zero-shot and transfer learning

Attribute-based zero-shot learning classi�es unseen categories by describing them

through a shared vocabulary of semantic attributes [17], and the AwA2 bench-

mark we use was introduced precisely to evaluate such methods [5]. A related

family maps images and class names into a common semantic space, as in the

deep visual�semantic embedding of DeViSE [18], so that an unseen class can be

recognised from the embedding of its name. These approaches share a reliance

on external side-information, attribute vectors or language embeddings, to bridge

seen and unseen classes; an early version of our own work followed this route with

a sentence-transformer projection before we discarded it for making the method

inconsistent (Section 3.2). The transfer setting we adopt instead reaches zero-shot

without any external semantics: the encoder is trained with the target task left

out, so the task is genuinely unseen, and a shared attention geometry carries the

knowledge across. Using a frozen pretrained network as a general-purpose feature

extractor is itself a standard transfer-learning strategy [19]. Finally, our few-shot

evaluation is related to metric-based few-shot learning such as prototypical net-

works [20], which classify by proximity in a learned embedding space; where those

methods pair a learned metric with a nearest-prototype rule, we pair a learned

similarity with a maximum-margin SVM, keeping one kernel mechanism across

all three settings.

2.6 Summary

We now have every piece the method needs. A frozen backbone (Section 2.1) turns

images into �xed feature vectors, so that later performance re�ects the layers we

add. Sample-level attention with tied queries and keys (Section 2.2) produces a

similarity structure over those samples. Kernel theory (Section 2.3) tells us that

a symmetric PSD matrix is a valid kernel, and that the Gram construction ZZ⊤

gives one automatically, symmetric and PSD regardless of the attention weights

it is built from. Finally, the SVM (Section 2.4) consumes such a matrix directly,

12



without explicit features. The next chapter puts these pieces together into the

four-stage pipeline that de�nes attention as a kernel.
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Chapter 3

Proposed Method

This chapter presents the method, which we call attention as a kernel. We start

with an overview of the pipeline (Section 3.1) and then explain the reasoning

behind it by retracing the path that produced it (Section 3.2); each alternative

we discarded pins down a requirement the �nal design meets, so the path is part

of the justi�cation rather than a detour. We then describe the four stages in

detail (Sections 3.3�3.6), give the full procedure as an algorithm (Section 3.7),

and �nally explain how the transfer setting realises zero-shot and why a kernel

on its own cannot go further (Section 3.8).

3.1 Overview

The method is a four-stage pipeline that turns a collection of images into a kernel

and classi�es with it. Let N be the number of samples under consideration. The

stages are:

1. a frozen backbone maps each image to a �xed feature vector;

2. a full attention layer with tied queries and keys computes an attention

matrix between samples and produces an attention output Z;

3. a kernel is formed from the row-normalised output as K = ẐẐ⊤;

4. the precomputed kernel is handed to a multi-class SVM.

Figure 3.1 shows the pipeline. Two properties, built in on purpose, do the real

work. First, the backbone never trains, so the only learned component is the

attention layer, and any performance the kernel reaches can be credited to at-

tention rather than to feature adaptation. Second, the kernel is built from the

14
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⊤

Stage 4

Multi-class

SVM

labels
X Z K

Figure 3.1: The four-stage pipeline. The backbone (blue) is frozen; only the
attention layer (orange) is trained. The kernel is built from the attention output
Z, whose inter-sample content comes from the attention matrix A, so attention
lies at the core of the similarity the SVM uses.

attention output, whose only inter-sample content is produced by the attention

matrix A; take attention away and nothing is left for the kernel to relate. The

similarity the SVM consumes is exactly the geometry attention has induced over

the samples.

3.2 Design rationale: the path to the �nal method

The �nal design came out of several iterations, each of which dropped an ap-

proach for a concrete reason. We record them because each failure pins down a

requirement the �nal method has to meet.

3.2.1 Kernel from embedding inner products

The �rst version built the kernel from the inner product of the network's output

embeddings, S = ZZ⊤, where Z was an embedding produced independently of

attention. We rejected it: such a kernel is just a linear similarity on the network's

output and does not draw on attention at all. The lesson, and the constraint that

shaped everything after, is that the kernel has to originate from the attention

computation rather than from an independent embedding. As Section 3.5 shows,

the �nal method satis�es this because the Z it uses is itself the attention output.

3.2.2 Novelty-based zero-shot

For zero-shot we �rst used a novelty score: any sample not con�dently claimed

by a seen task was assumed to belong to the unseen task. This works on single-

label datasets, where each sample belongs to exactly one class, and it did so

on Cora. It failed on genuinely multi-task datasets, where each sample carries

several independent labels at once. When the tasks are independent, removing

one gives no signal about it through the others, so a novelty detector has nothing
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to detect. This failure is exactly why the datasets were changed to CelebA and

AwA2, which are genuinely multi-task (Chapter 4).

3.2.3 Semantic projection for zero-shot

To recover zero-shot on multi-task data, we added a semantic component: the

name of each attribute was embedded with a sentence transformer [21], and a

small projection was learned from image space into this semantic space. It pro-

duced non-trivial results, but it introduced an external language model and made

the method inconsistent, since the attention kernel was used for multi-task and

few-shot while a di�erent mechanism was used for zero-shot. That inconsistency

is why the semantic projection was ultimately removed.

3.2.4 Resolution: transfer as zero-shot

The transfer (leave-one-task-out) setting resolves the tension. Because the en-

coder is trained without the target task and is frozen with respect to it, the

target task is genuinely unseen, so transfer plays the role of zero-shot while using

the very same mechanism, the attention kernel, as the other settings. With this

change the method becomes uniform across all three evaluation settings, which

is the property the �rst three attempts could not provide.

3.3 Stage 1: Frozen backbone

Each image Ii passes through a backbone f pretrained on ImageNet, whose

weights are frozen so no gradient �ows through it. The backbone maps the

image to a �xed feature vector

xi = f(Ii) ∈ R
din , X = [x1, . . . ,xN ]

⊤ ∈ R
N×din . (3.1)

Freezing is a deliberate choice, not a convenience. With f �xed, the feature rep-

resentation is identical before and after any downstream training, so any perfor-

mance we later see can be credited to the attention layer and not to the backbone

adapting to the task. This keeps the experiment clean and the central claim de-

fensible. In our experiments a ResNet-18 backbone is used for CelebA, while for

AwA2 we use the o�cial pre-extracted ResNet-101 features.
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3.4 Stage 2: Full inter-sample attention

The second stage is a complete attention operation, with one essential di�erence

from the usual setting: attention is computed between samples rather than within

a single input. Where ordinary self-attention relates the patches or tokens of one

image, here the rows of X in (3.1) are the feature vectors of di�erent images, so

the attention matrix expresses relationships across a collection of samples.

Before attention is applied, each feature vector passes through an input pro-

jection to the working dimension d of the attention layer,

hi = Dropout
(

GELU(LayerNorm(Winxi))
)

, (3.2)

and the projected rows are collected into H ∈ R
N×d. Keys and values are linear

projections of H, and the query is tied to the key:

K = HWK , V = HWV , Q = K. (3.3)

Attention uses h heads. Splitting the keys into per-head blocks K(t) ∈ R
N×dhead

with dhead = d/h, the per-head weights are averaged into a single attention matrix,

A =
1

h

h
∑

t=1

softmax

(

K(t)K(t)⊤

√
dhead

)

∈ R
N×N . (3.4)

The stage outputs a residual attention sublayer with an output projection WO

and layer normalisation:

Z = LayerNorm
(

H+WO(AV)
)

. (3.5)

Two choices here decide what follows. Tying the query to the key makes each

per-head score matrix K(t)K(t)⊤ symmetric, and averaging over heads keeps it so,

so the raw compatibility between two samples does not depend on which one is

read as the query. The row-wise softmax in (3.4) then normalises each row by

its own sum and does not preserve this symmetry, so A is in general not sym-

metric. This does not a�ect the kernel: what Stage 3 builds is a Gram matrix

from the attention output, symmetric and positive semide�nite by construction

whatever A looks like, so the tying is a modelling choice rather than a require-

ment for a valid kernel. Scaling by
√
dhead stops the dot products from growing

with the dimension and saturating the softmax. The one part of (3.5) in which

the attention matrix appears is the term WO(AV); remove it and Z collapses
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to LayerNorm(H), a per-sample transformation with no relationships between

samples at all. That term is what carries information across the collection, and

it is why the attention output is the object we build the kernel from.

The attention layer is trained together with one linear classi�cation head

per task, under a cross-entropy loss summed over the tasks; this is where the

projections Win,WK ,WV ,WO are learned. The heads only drive this training

and are dropped at evaluation, where classi�cation is left entirely to the kernel

and the SVM.

3.5 Stage 3: Kernel construction

The kernel is built from the attention output Z, which is �rst ℓ2-normalised row-

wise and then multiplied by its own transpose:

ẑi =
zi

∥zi∥2
, K = ẐẐ⊤, Kij = ẑ⊤i ẑj. (3.6)

Row normalisation turns each entry into a cosine similarity, so the diagonal is one

and every entry lies in [−1, 1]; this puts all samples on a common scale and stops

a few large-norm rows from dominating the kernel. By the Gram construction of

(2.13), K = ẐẐ⊤ is symmetric and positive semide�nite by construction, and so

is a valid kernel in the sense of Section 2.3.

This construction meets the constraint identi�ed in Section 3.2. Since the

attention output carries the inter-sample term WO(AV) of (3.5), the kernel de-

pends on the attention matrix directly: strip the attention away and Z reduces to

a per-sample map of the features, leaving the kernel with no cross-sample struc-

ture to separate. This is what distinguishes (3.6) from the rejected embedding

kernel ZZ⊤ of Section 3.2: there Z was an embedding formed independently of

attention, whereas here it is the attention output itself.

3.6 Stage 4: Classi�cation with an SVM

The kernel K is passed to a multi-class SVM that accepts a precomputed kernel,

so the classi�er touches the data only throughK, exactly as in Section 2.4. Multi-

class predictions use a one-versus-one scheme over the classes of each task.

The kernel is computed jointly over the union of the training and test samples

and then sliced into blocks: the training�training block Ktr,tr �ts the SVM, and

the test�training block Kte,tr is used to predict. Only the test features enter the
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Algorithm 1 Attention-kernel pipeline

Require: images {Ii}Ni=1, frozen backbone f , task labels for the seen tasks
1: xi ← f(Ii) for all i ▷ Stage 1: �xed features, no gradient
2: H← input-projection(X); K← HWK , V← HWV , Q← K

3: A← mean-heads softmax
(

KK⊤/
√
dhead

)

; Z← LayerNorm
(

H+WO(AV)
)

▷ Stage 2
4: train the attention layer and multi-class heads on the seen tasks (cross-

entropy)
5: Ẑ← row-normalise(Z); K← ẐẐ⊤ ▷ Stage 3
6: �t a multi-class SVM on K (precomputed) ▷ Stage 4

kernel; the test labels are never used for training. Building the similarity struc-

ture over all available samples while withholding all test labels is a transductive

evaluation, not a data leak: the SVM sees how test samples relate to training

samples geometrically, but is never told their classes.

3.7 The complete algorithm

Algorithm 1 summarises the full procedure, from frozen features to a trained

kernel classi�er.

3.8 Transfer as zero-shot, and a structural limit

The same pipeline supports all three evaluation settings without modi�cation;

only the supervision changes. In the multi-task setting the encoder is trained

on all tasks and one kernel classi�es each of them. In the few-shot setting the

encoder is frozen and the SVM is trained with only a handful of labels per class. In

the transfer setting the encoder is trained with the target task left out; because

the encoder never sees that task, the transfer setting doubles as our zero-shot

evaluation.

Why is zero-shot realised through transfer rather than through a label-free

procedure? The reason is structural, not a matter of tuning. A kernel is a

similarity matrix: it says which samples resemble each other, but not which group

of similar samples corresponds to which named class. Turning the geometry into

a labelled prediction therefore needs at least one anchor, either a few labels or

external information such as the meaning of a class name. True label-free zero-

shot, where no target label of any kind is available, supplies neither, so the kernel

on its own cannot assign its clusters to named classes. The transfer setting

supplies exactly the minimal anchor needed: the encoder is trained without the
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target task, keeping it genuinely unseen, while a small number of target labels

let the SVM attach the geometry to the correct classes. This is why zero-shot is

obtained through transfer, and Chapter 4 reports the empirical evidence that the

limitation is structural.

20



Chapter 4

Experiments and Results

This chapter evaluates the method of Chapter 3. We describe the datasets and

how their labels become multi-class tasks (Section 4.1), state the evaluation pro-

tocol shared by all three settings (Section 4.2), list the implementation details

(Section 4.3), and report the results (Section 4.4). We then look, in principle

and empirically, at why the attention kernel cannot do label-free zero-shot (Sec-

tion 4.5), note the limitations (Section 4.6), and summarise (Section 4.7).

4.1 Datasets and Tasks

The method is evaluated on two datasets that are genuinely multi-task, meaning

each sample carries several independent labels at once. This property is essential:

as Section 3.2 explained, it is exactly the setting where the discarded novelty-

based approach fails and where the �nal method has to prove itself.

CelebA. CelebA [4] is a set of face images annotated with 40 binary attributes.

We group related attributes into multi-class tasks, so each task is a genuine multi-

way classi�cation rather than a binary one. Two tasks are used: hair colour

(black, blond, brown, grey) and hair style (straight, wavy, bald). A sample counts

as valid for a task if exactly one class of the group is active, which removes

ambiguous or contradictory annotations. Features are extracted with a frozen

ResNet-18 backbone.

AwA2. Animals with Attributes 2 (AwA2) [5] contains animal images described

by 85 semantic attributes. Following common practice, we use the o�cial pre-

extracted ResNet-101 features rather than re-extracting them. Three tasks are

used: habitat, diet, and movement. The AwA2 attributes overlap (an animal can
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Table 4.1: Multi-class tasks de�ned on each dataset.

Dataset Task Classes

CelebA Hair colour black, blond, brown, grey
Hair style straight, wavy, bald

AwA2 Habitat ocean, coastal, desert, forest, plains, arctic
Diet meat, �sh, vegetation, insects, plankton
Movement swims, �ies, walks, hops, tunnels

be tagged ocean, coastal, and water at once), so requiring exactly one active class,

as in CelebA, would throw away most of the data. Instead the class of a group

is assigned by the argmax of the continuous attribute strengths, and a sample is

valid for a task if at least one attribute of the group is active. Table 4.1 lists the

tasks of both datasets.

Datasets that were set aside. Two datasets tried early on were dropped

for concrete reasons. Cora was dropped because it is single-label and therefore

not genuinely multi-task: each sample belongs to exactly one class, the setting

the method is explicitly not designed for. CUB-200 [22] was dropped because

its attributes are too �ne-grained and local (distinctions of beak shape or wing

pattern) for an inter-sample attention that works on global image features; the

similarity structure it produced re�ected coarse visual resemblance rather than

the localised cues these attributes need, and accuracy stayed near chance. These

negative results guided the choice of CelebA and AwA2, whose tasks depend on

global visual cues.

4.2 Evaluation Protocol

The same method, an attention kernel followed by an SVM, is used in all three

settings; only the supervision given to the encoder and to the SVM changes.

Multi-task. The encoder is trained on all tasks; a single kernel is then extracted

and used to classify each task in turn. This setting asks whether one kernel, built

once, can serve every task at the same time.

Transfer (leave-one-task-out). The encoder is trained with the target task

left out, and its kernel is then applied to that unseen task. Because the target

task is never seen during encoder training, this setting also serves as our zero-shot
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evaluation, as argued in Section 3.8.

Few-shot. The encoder is frozen and the SVM is trained with only �ve labelled

examples per class.

Performance is reported as balanced accuracy, the mean of the per-class recall,

which suits class-imbalanced tasks; it is averaged over three random seeds. As

described in Section 3.6, the kernel is computed over the union of training and

test samples and sliced into blocks, and only test features (never test labels) enter

it, so the evaluation is transductive rather than leaking supervision. The SVM is

trained with a precomputed kernel using a standard implementation [23].

4.3 Implementation details

Both datasets share the same encoder and the same training recipe; only the

backbone and the set of tasks di�er. The settings are collected in Table 4.2.

Features. For CelebA each image is resized to 64 × 64, normalised with the

ImageNet statistics, and passed through a frozen ResNet-18 with its classi�cation

head removed, giving a 512-dimensional feature vector. For AwA2 we use the

o�cial pre-extracted ResNet-101 features (2048-dimensional), so no images are

processed on our side; each image inherits the attribute annotation of its animal

class. From each dataset we draw a subset of 8,000 samples and split it 75/25

into 6,000 training and 2,000 test samples.

Encoder. The attention layer works in dimension d = 128. Features �rst pass

through the input projection of (3.2); keys, queries and values are then formed

as in (3.3), with h = 4 heads and therefore dhead = 32. The residual output (3.5)

feeds one linear head per task. All linear layers use Xavier initialisation, and a

dropout of 0.3 is applied in the input projection.

Training. The encoder and the heads are trained with AdamW (learning rate

3× 10−4, weight decay 10−4) for 40 epochs, with a batch size of 512 and a cosine-

annealing schedule. Each batch sums the cross-entropy losses of the active tasks.

In the transfer setting the target task is simply left out of this sum, so the encoder

never receives a gradient from it.

Classi�er. The kernel of (3.6) is handed to an SVM with a precomputed ker-

nel [23], with penalty C = 3, balanced class weights, and the usual one-versus-one
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Table 4.2: Architecture and training settings. The encoder and the training recipe
are identical across datasets; only the backbone, the feature dimension, and the
tasks change.

Component Setting

Feature backbone ResNet-18 (CelebA) / ResNet-101 pre-
extracted (AwA2), frozen

Feature dimension 512 (CelebA) / 2048 (AwA2)
Samples (train/test) 6,000 / 2,000

Attention dimension d 128
Heads h (dhead) 4 (32)
Dropout 0.3

Optimiser AdamW
Learning rate 3× 10−4

Weight decay 10−4

Epochs / batch size 40 / 512
LR schedule cosine annealing

SVM penalty C 3.0
SVM multi-class one-versus-one, balanced weights
Seeds 0, 1, 2

Table 4.3: Balanced accuracy (mean over three seeds). On both datasets the
multi-task kernel exceeds the trained network's own classi�cation heads.

Setting CelebA AwA2

Trained network (all-shot) 0.677 0.869
Multi-task kernel 0.750 0.925
Transfer (leave-one-task-out) 0.737 0.886
Few-shot (5 per class) 0.648 0.914

multi-class scheme. As explained in Section 3.6, the kernel is computed over the

union of training and test samples and sliced into blocks, and test labels never

enter it. All results are averaged over three seeds.

4.4 Results

Table 4.3 reports balanced accuracy for both datasets across the four conditions,

and Figure 4.1 shows the same numbers. The row labelled �trained network� is

the baseline: the accuracy of the network's own linear classi�cation heads, trained

on all tasks. The remaining rows are the attention kernel evaluated in the three

settings.
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Figure 4.1: Balanced accuracy across the four conditions for CelebA and AwA2.
The multi-task kernel (second group) is the highest on both datasets, above the
trained network (�rst group).

The multi-task kernel beats the trained network. On both datasets the

multi-task kernel surpasses the trained network's own classi�cation heads: 0.750

against 0.677 on CelebA, and 0.925 against 0.869 on AwA2. A similarity ma-

trix, read out from inside the model and handed to a classical classi�er, thus

outperforms the model's own output layer. The two classi�ers use the learned

representation di�erently. The linear heads apply a single hyperplane to the at-

tention output, whereas the SVM draws a maximum-margin boundary over the

full similarity structure encoded in the kernel. The geometry the attention layer

has induced over the samples thus carries more usable class structure than a linear

head can pull from the same representation.

CelebA versus AwA2. The margin by which the kernel beats the baseline

is larger and clearer on AwA2. Its tasks, habitat, diet, movement, line up with

clear global visual cues, exactly what inter-sample attention over global features

captures well, so the induced geometry separates the classes cleanly. CelebA's

tasks depend on more subtle facial attributes, which yields a smaller but still

consistent advantage.

Transfer as zero-shot. The transfer results are strong even though the tar-

get task is entirely unseen during encoder training: 0.737 on CelebA and 0.886

on AwA2, close to the multi-task numbers and, on AwA2, still above the fully
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supervised network baseline. This is the setting that, following the supervisor's

framing, plays the role of zero-shot within one consistent method: the encoder

never sees the target task, yet its attention geometry transfers well enough to

classify it.

Few-shot. With only �ve labels per class the kernel stays e�ective. On AwA2

few-shot accuracy is 0.914, close to the multi-task result and above the network

baseline, which suggests the transferred geometry is so well structured that a

handful of labels is enough to place the decision boundary. On CelebA it is

0.648, a little below the network baseline, re�ecting the subtler class structure of

the facial tasks.

Seeing the induced geometry. The claim that attention induces a usable ge-

ometry can be read straight o� the kernel. Figure 4.2 shows the kernel matrix for

one task per dataset, with the samples ordered by class so within-class similarities

fall into blocks along the diagonal. On AwA2 the block structure is pronounced:

samples of the same habitat have an average similarity of 0.63, against only 0.08

between di�erent habitats, and some habitat pairs are strongly dissimilar, down

to −0.48. The kernel has, in e�ect, already separated the classes before the SVM

sees it. On CelebA the same structure is present but much fainter, within-class

similarity 0.59 against 0.45 between classes, which is exactly the smaller margin

the kernel achieves on the facial tasks. The contrast between the two panels is

the same one that appears in the accuracies of Table 4.3: where the induced

geometry is crisply block-structured the kernel separates the classes cleanly, and

where it is subtler the advantage narrows.

4.5 The limit of label-free zero-shot

For completeness we record a structural limit found during the work, which ex-

plains why zero-shot is realised through the transfer setting rather than through a

label-free procedure. The argument was sketched in Section 3.8 and is con�rmed

empirically here.

A kernel is a similarity matrix: it says which samples resemble each other, but

not which group of similar samples corresponds to which named class. Turning

the geometry into a labelled prediction therefore needs at least one anchor, a few

labels, or external information such as the meaning of a class name. True label-

free zero-shot, where no target label of any kind is available, supplies neither, so
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Figure 4.2: Attention kernel matrices for one task per dataset (test samples,
ordered by class; brighter means more similar). Bright blocks along the diagonal
are groups of same-class samples. The block structure is pronounced on AwA2
(habitat) and much fainter on CelebA (hair colour), mirroring the accuracies in
Table 4.3.

Table 4.4: Accuracy of the transferred kernel on an unseen task as a function of
the number of anchor labels per class. Performance is near chance when labels
are almost absent, con�rming that assigning geometry to named classes needs an
anchor.

Anchor labels per class 1 3 5

Accuracy 0.37 0.51 0.54

the kernel on its own cannot attach its clusters to named classes.

This is not a matter of tuning. Table 4.4 reports the accuracy of the trans-

ferred kernel on an unseen task when only a very small number of labels is avail-

able to anchor it. With a single label per class the result is 0.37, below chance;

with three and �ve labels it reaches 0.51 and 0.54, barely above it. The steep de-

pendence on the number of anchor labels, and the near-chance performance when

they are almost absent, show that the limit is structural: without an anchor the

geometry cannot be assigned to classes at all. This is why zero-shot is obtained

through the transfer setting, which supplies the minimal anchor needed, rather

than through a label-free method.
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4.6 Limitations

Two limitations of the method are worth stating, since both bear on how far the

approach can be pushed.

The �rst is computational. The kernel is a dense N ×N matrix built over the

union of training and test samples, so both the memory it needs and the cost of

forming it grow quadratically with the number of samples N . Training the SVM

on a precomputed kernel is likewise governed by the size of that matrix rather than

by a feature dimension. This is why the experiments run on a subset of 8,000

samples per dataset rather than on the full data: the quadratic scaling makes

the kernel the binding constraint on problem size long before feature extraction

becomes an issue. At the scale considered here this is not a practical obstacle,

but it does mean the method, as implemented, does not scale directly to datasets

of hundreds of thousands of samples without a way to approximate or sparsify

the kernel.

The second is the transductive nature of the evaluation. As described in

Section 3.6, the kernel is built over training and test samples jointly, and although

test labels are never used, the test features do take part in forming the similarity

structure. This is a legitimate and common protocol, but it is not the same as a

purely inductive setting in which each test point is classi�ed in isolation. A fully

inductive variant, where the kernel between a new sample and the training set is

computed without the other test samples present, is a natural extension but is

not evaluated here.

4.7 Summary

The experiments support the central claim of the thesis. On two genuinely multi-

task datasets the attention-induced kernel, fed to an SVM, matches and in fact

exceeds the trained network's own classi�cation heads, and it does so within

one method that also handles transfer and few-shot classi�cation. The transfer

setting, where the target task is never seen during encoder training, plays the role

of zero-shot and gives strong accuracy, while the label-free experiment con�rms

that a kernel cannot go further without at least a minimal anchor. Overall,

the geometry a model induces through attention behaves not as a disposable

intermediate quantity but as a transferable structure that carries class information

across tasks.
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Chapter 5

Conclusion and Future Work

This thesis started from a simple observation: when a model attends to a col-

lection of samples, the attention matrix it produces is already a similarity struc-

ture over those samples, and that structure is normally thrown away. We asked

whether it could instead be used directly, as a kernel, to drive a classical classi�er,

and whether the geometry it encodes would carry over to tasks the model was

never trained on.

5.1 Summary of contributions

The answer, developed over Chapters 3 and 4, is yes. We introduced attention

as a kernel : a four-stage pipeline in which a frozen backbone maps each image

to a �xed feature vector, a full inter-sample attention layer with tied queries and

keys produces an attention output Z, a kernel is built from it as K = ẐẐ⊤,

and a multi-class SVM classi�es from that kernel alone. Two properties make

the construction meaningful: the backbone never trains, so any performance is

attributable to attention rather than to feature adaptation; and the kernel is built

from the attention output, whose cross-sample content comes entirely from the

attention matrix.

Empirically, on two genuinely multi-task datasets, the attention kernel matched

and in fact exceeded the trained network's own classi�cation heads (CelebA: 0.750

versus 0.677; AwA2: 0.925 versus 0.869). The same method, unchanged, handled

three evaluation settings, multi-task, transfer, and few-shot, and the transfer set-

ting, in which the target task is never seen during encoder training, played the

role of zero-shot and stayed strong (CelebA: 0.737; AwA2: 0.886). One consis-

tent mechanism therefore covers settings that would otherwise call for separate

methods.
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A distinctive part of the work was the path to the design. Three earlier

attempts were discarded for concrete reasons: a kernel built from independent

embeddings, which did not draw on attention at all; a novelty-based zero-shot

score, which failed on genuinely multi-task data because independent tasks give

no signal about one another; and a semantic projection, which worked but broke

the uniformity of the method by bringing in an external language model. Each

failure �xed a requirement the �nal design meets, so recording them is part of

the justi�cation for the method rather than a detour.

Finally, we set out a structural limit. Because a kernel expresses which samples

resemble each other but not which group corresponds to which named class, it

cannot perform label-free zero-shot: assigning geometry to classes needs at least

a minimal anchor. The near-chance accuracy we saw when almost no labels are

available con�rmed that this limit is structural, and it is why zero-shot is realised

through the transfer setting rather than through a label-free procedure.

5.2 Future work

Several directions follow naturally from this work.

Beyond a frozen backbone. Freezing the backbone was essential for isolat-

ing the contribution of attention, but it also caps the quality of the features

the attention layer receives. Allowing controlled �ne-tuning of the backbone,

or replacing the convolutional backbone with a vision transformer, would show

whether the attention kernel keeps beating the corresponding network heads once

the underlying representation is itself stronger.

Learning the kernel construction. The kernel is currently formed by a �xed

recipe: row normalisation followed by a Gram product. The row-normalisation

step, the head-averaging in (3.4), and the choice of how the attention output

becomes a similarity are all design decisions that could instead be learned or

compared systematically, possibly yielding a better-conditioned kernel.

Richer attribute structure. CUB-200 was set aside because its �ne-grained,

local attributes are not captured by inter-sample attention over global features.

Combining global attention with local or part-based features could extend the

method to �ne-grained settings, widening the range of tasks for which an attention

kernel is useful.
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Towards weaker anchors. The structural limit shows that some anchor is

unavoidable, but not how weak that anchor may be. Exploring anchors cheaper

than labels, a class prototype, a textual description, or a single reference image

per class, could push the transfer setting closer to true zero-shot while keeping

the method uniform.

Broader validation. The results were obtained on two datasets. Evaluating

the attention kernel on further genuinely multi-task benchmarks, and against ad-

ditional baselines, would strengthen the evidence that the latent geometry atten-

tion induces is a transferable structure rather than a property of these particular

datasets.

The results point to a single conclusion. The geometry a model induces through

attention is not a disposable by-product of computation but a usable, transfer-

able object in its own right, one that a classical kernel classi�er can exploit as

e�ectively as, and sometimes more e�ectively than, the network that produced

it.
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