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INTRODUCTION

Bankruptcy prediction, over the past decades, has become one of the main and priority
assessments for most financial institutions and intermediaries. The study begins by
reviewing the literature on the bankruptcy framework and examines the varying
definitions and causes of bankruptcy. The research emphasizes the importance of both
financial and non-financial data in predicting bankruptcy. Financial statements, such as
balance sheets and cash flow reports, reveal crucial information about a firm’s
operational health. In contrast, non-financial data, including aspects of corporate
governance and ESG factors, provide a wider view of long-term sustainability. These
data sources are essential for developing predictive models that help reduce risks
associated with economic crises like the Dot-com bubble and the COVID-19 pandemic.

The study continues with predictive methodologies, tracing the evolution from
traditional statistical models to modern machine learning (ML) approaches. Classical
models such as Altman’s Z-scores, logistic regression, and the Ohlson O-score
demonstrate foundational techniques for assessing financial health until the
development of machine learning models, which will be the core of this work.

Machine learning’s adaptability and ability to process large datasets, make them the
best model for bankruptcy prediction purposes. Decision trees, random forests,
boosting methods, and support vector machines (SVM) are some of the machine
learning models that have a high predictive accuracy rate.

Therefore, the focus of this thesis will be to analyze and describe the main features of
some of these models with their own case study in which data are collected for 281
companies in the period between 2016 and 2023. The final purpose of this paper will
therefore be to understand what the most relevant variables are to predict bankruptcy
and demonstrate that the new machine learning models have a better performance
than classical models, by integrating Environmental, Social, and Governance (ESG)

metrics—a dimension often overlooked in traditional analyses.






CHAPTER 1: INTRODUCTION TO CONCEPT OF BANKRUPTCY

1.1 Definition of Bankruptcy

Bankruptcy is a legal process that allows an entity to sell their assets to pay off debts
and this process grants the debtor a fresh start without the financial burdens that they
were previously facing. The main objective of bankruptcy is to fairly distribute remaining
assets to creditors while allowing the debtor to have a clean slate.

Establishing when a company can be considered insolvent is a complex issue. Most
research defines bankruptcy as a legal status that has certain legal conditions attached
to it and these conditions are different in different legal jurisdictions. However, this legal
definition is the minimum standard. The real challenge lies in deciding where to draw
the line between "legally defaulted" and "financially defaulted”. Different studies have
different definitions of "failure," making it difficult to set a consistent standard for
identifying bankrupt entities.

For various stakeholders connected to a company, assessing the likelihood of business
failure and anticipating potential financial challenges is a matter of paramount

importance:

e (Creditors should be aware that they may lose some of the money they lent to a
company. The key difference is between secured and unsecured creditors.
Secured creditors are those who have a claim to their debtor’s property, whether
real or personal property. In effect, the secured creditor has a stake in their
debtor's property which can be sold if the debtor defaults on the loan, to repay
the loan. A secured creditor’s claim can be voluntary, such as with a bank or other
asset-based lender, or involuntary, like a tax lien. Unsecured creditors, such as
credit card issuers, suppliers, and some cash advance businesses, do not have a
claim on the debtor's property to guarantee payment of the debt in the event of
a default. As a result, secured creditors, who have a claim on specific assets of
the debtor, are given priority in the collection of debt. For unsecured creditors
to get repaid, the easiest way is through voluntary repayment by the debtor, as

they do not have the same protection as secured creditors. If voluntary



repayment is not possible, the unsecured creditor must sue and win a judgment
to get repaid on a defaulted debt, unless the debtor files for bankruptcy.

e The shareholders are the ones who can lose money first if a company fails, and
they have the power to choose new managers if the current ones are not
performing well. When a company files for bankruptcy, it usually has little or no
equity left and is not making enough money to pay dividends, which directly
affects the interests of the shareholders.

e Potential lenders have to decide whether or not to invest in and approve a
business loan application and then lend money to the borrowers. It's important
for them to decide whether they should request collateral, determine the
amount of money to request, and set the appropriate interest rate based on the
level of financial risk.

e Managers and entrepreneurs can come up with a plan to bounce back from
tough situations. When a company is facing financial problems, the management
needs to take steps to improve its performance. It's crucial for managers to keep
an eye out for early signs of potential bankruptcy because once the company is

close to bankruptcy, it might be too late.

The bankruptcy process usually occurs slowly and gradually and as soon as the company
starts having financial distress, it triggers a chain of negative consequences not only for

the specific company but for all the economic system.

The importance of credit assessment for institutions and investors has led to an increase
in publications on bankruptcy prediction. This growth is driven by the interest of
institutions in setting up regulations to develop public policies for better business
performance. For example, the three Basel regulations, starting from 1988, aim to
maintain financial system stability at the economy-wide level. The need for more precise
bankruptcy prediction models has increased due to facing several crises in recent
decades, including the Dot-com bubble, the Sub-prime crisis, and the Covid crisis. During
these times banks tend to reduce their trust in financially struggling corporations,
leading to an increase in interest rates for loans. Investment companies also tend to
reduce stock purchases and instead invest in banks or similar markets, which can result

in decreased liquidity in the capital market, increased costs for companies seeking funds,



and a decline in economic growth. The issue of financial distress of companies is always
a matter of reflection. Given its importance, the issue of financial distress of companies
is and will still be extensively researched by accounting and financial experts worldwide.

(Nick Bakht and Sharifi, 2010).

1.2 Causes for bankruptcy

According to Guatri, the general components of the propensity to decline and crisis are
attributable to internal factors, such as managerial and organisational characteristics,
and external factors, i.e. macro-economic and sectoral factors. In detail, the author
classifies the causes of the crisis according to their nature, identifying two approaches:
the subjective approach and the objective approach.

The subjective approach places the human factor at the root of the problem, i.e. the
causes of decline and crisis can be traced back to human behaviour. With human factor
we don’t intend only the managers but also employees that can make mistakes in
various company functions such as sales, production or design and that can have serious
repercussions on the company’s overall performance. Also, external stakeholders like
trade unions, creditors and suppliers can contribute to a company’s decline

The objective approach, on the other hand, aims to identify external factors that are
beyond the company's control and negatively impact its performance. These factors
may include a sudden decrease in product demand, an increase in the cost of raw
materials used in production, or the entry of a new competitor into the market, resulting
in a reduction of product selling prices.

There is no exhaustive list of all possible causes external to the business system, since
they can depend on both macroeconomic and sectoral factors. However, it must be
noted that a company crisis is rarely caused by a single factor and subjective and
objective causes can coexist.

According to the objective approach, Guatri identifies five types of crises:

e Inefficiency crisis.

e Crisis from overcapacity/rigidity.



e  Crisis from product decay and marketing failures and errors (Business life cycle
theory).
e Crisis from lack of planning and innovation.

e Crisis from financial/equity imbalance.

1.2.1 Inefficiency crisis

An inefficiency crisis occurs when a company or its sectors operate with lower yields or
higher costs compared to the competitors. It can affect all company areas and activities:
the production area, the commercial area, the administrative area, the financial area
and the organisational area.

The primary goal for management is to identify the areas of criticality at an early stage
and then take steps to assess whether the issues can be resolved at a reasonable cost
or if they are structural and cannot be easily eliminated. The greatest challenges are
typically found in the production area where inefficiencies result in higher industrial
costs than the industry average, or those of competitorsThis can be due to factors such
as outdated production tools, obsolete technology, or unskilled personnel.

Comparing data with competitors is challenging because small or medium-sized firms,
tend to keep their quantitative data internal, making it difficult to assess their
performance. A prolonged situation of poor efficiency leads to the progressive loss of

positions in relation to competitors, with the consequent reduction of market share.
1.2.2 Crisis from overcapacity/rigidity

The overcapacity/rigidity crisis represents an excess of production capacity compared to
what the market absorbs, and this situation leads to the inability to adjust fixed
production costs in the short term. The origin of these problems may depend on various
factors:

1. Reduction in demand because of sector overcapacity, i.e. the sector to which the
company belongs has reduced turnover.

2. Reduction in demand due to a decrease in market share, indicating a loss of

competitiveness in the market.



3. Revenue development is lower than expected and programmed, as a result of fixed

investments.

1.2.3 Crisis from product decay and marketing failures (Business life cycle theory).

This part refers to the Life Cycle Theory and according with this theory there are typically
4 stages in a company: birth, growth, maturity and decline.

In the initial phase the companies develop a business idea, secure funding and launch
the product or service. Companies focus on establishing their presence in the market,
often with high levels of innovation and risk-taking. In the mature stage, organizations
generally prioritize stability over innovation and risky strategies. They aim to solidify
their market position rather than pursuing bold changes. During the final stage of
decline, the business has financial difficulties and suffers a significant drop in
performance. Each company follows various recovery tactics, such as reducing
investments or dividends, depending on the stage the troubled company is in. If the
underlying issues are not resolved, this decline can lead to severe crises and potential

failure.
1.2.4 Crisis from lack of planning and innovation.

The crisis of lack of planning originates from the inability of the company to manage its
resources over time, in relation to the objectives to be pursued. This type of crisis occurs
if the company adopts a short-term oriented view, neglecting the investments necessary
to face the future. The consequence is a continuous worsening of income capacity and,
therefore, of the ability to survive the inevitable phases of general difficulties on the
market. The crisis of overcapacity/rigidity can be overcome by reducing production
capacity, facilitating staff mobility, or reviewing production and stock management

policies.
1.2.5 Crisis from financial/equity imbalance.

When speaking of ‘financial imbalances’, one refers to situations characterized by the
following events:
- serious lack of equity and prevalence of debt capital.

- predominance of short-term debt over other categories of debt.



- limited or non-existent liquidity reserves.
- imbalances between long-term investments and stable financing.

- difficulties in meeting payment deadlines.

1.3 The role of financial and non-financial data in bankruptcy prediction

We have just seen the possibles causes of the bankruptcy for the companies and all the
most useful information we can found them in the financial statements. These
documents are regularly updated and reflect the financial situation of the firm in several
sectors. They are reported on a regular basis and include the following:

- Balance Sheet: this displays the assets, liabilities, and shareholders' equity of the
company.

Cash Flow Statement: This shows the total cash inflows and outflows for the reporting
period. This document is very important in assessing the financial position of a company.
It is important to know that if a company spends more cash than it receives, it may suffer
from a cash flow problem and may not be able to fulfill its financial obligations. For
instance, if a company has a negative cash flow from operations, it may need to raise
capital from investors or lenders because it cannot fund itself from operating cash flows
to support and grow its operations.

- Income Statement: this highlights whether the company has made a profit or a loss
during the reporting period.

- Statement of Retained Earnings: this represents the total revenue earned by the
company after dividends have been paid. It also shows the variation in the retained
earnings account between the beginning and ending periods on each balance sheet.
Over the past few years, the role of non-financial data has become more important for
bankruptcy prediction. Thanks to non-financial company reports, regulatory filings, and
specialized governance rating services, it is possible to gather or calculate corporate
governance indicators (CGI) that can be useful parameters for predicting the likelihood
of a firm’s failure. Corporate governance indicators (CGl) are indicators that evaluate the
effectiveness, accountability and efficiency of a company's governance structure. These
metrics determine how effectively a company is managed and whether it follows

recognized governance standards and principles. Strong corporate governance is



essential for sustaining investor trust, meeting regulatory requirements, and promoting
long-term success. Some examples of CGI can be the board composition and structure
(e.g. number of seats on board, number of directors, etc.) or shareholding rights (e.g.

shareholding ratio of board, shareholding ratio of advisor, etc.).

1.3.1 The importance of ESG on Bankruptcy prediction

In recent years the disclosure of non-financial information, such as environmental,
social, and governance (ESG) factors has become a crucial element for bankruptcy
prediction purposes.

Researches have indicated that the relationship between ESG transparency and firm
value is positive, whereas ESG play a major role in the support of the investment
decisions processes.

In fact, companies that proactively manage these factors are better positioned to
comply with existing and future regulations. Failure to comply can result in significant
legal and financial penalties, increasing the risk of bankruptcy. By utilizing ESG data,
companies can not only mitigate risks but also improve their financial performance,
which may, in turn, attract investors who are socially conscious.

In order to measure the ESG performance of each company, it is necessary to have non-

financial metrics that reflects the impact of the firm in each area:

e Environmental: refers to companies environmental stewardship, which includes
how they manage the environmental effects of their operations. Some metrics
that investor use to analyse environmental issues include:

- Greenhouse gas emissions
- Water use

- Energy consumption

e Social: refers to company’s support for its employees and how well it serves
stakeholders. This include health and safety, human capital development, and
impact that company have on surrounding stakeholders and community. To

analyse social issues, the investor look for metrics like:



- Accident and fatality rates

e Governance: measures the effectiveness and independence of the board
structure, executive compensation and accounting management. To analyse

governance issues, some metrics are:

- Board diversity

- Sustainability policies

We can find this metrics in the sustainability report that is companies’ public disclosure
of non-financial performance and it serves to communicate their impact on the
environment and people. By examining these critical aspects of a company's operations,
we can attain a more comprehensive understanding of its overall performance. This
overall view helps stakeholders make better decisions and improves the chances of

accurately predicting financial troubles.

1.4 Bankruptcy law

From a legal point of view there is not a uniform definition of bankruptcy because
depends on sovereign state. More than the definition, what changes is the process that

leads to a company being considered bankrupt.
1.4.1 Bankruptcy law in USA

The first step to filing for bankruptcy in the United States is to fill out a document called
a “petition”. Typically, debtors are also required to submit schedules that include assets
and liabilities, current income and expenses, along with other financial documents. All
these filings are important for the bankruptcy court to have a full picture of the financial
situation of the debtor to ensure that there is enough information for the right
management of the debtor’s income or assets with regard to their creditors. One of the
immediate benefits of filing for bankruptcy is that it puts a stop to all legal actions against
the person. So, the creditors can neither pursue collection of the debt nor take any other
action on pre-bankruptcy debts. This protection is entitled to an automatic stay, and it

aims to safeguard the assets of the person from being attacked by other legal actions.
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The automatic stays are triggered as soon as the bankruptcy is declared and remain in
effect until the bankruptcy case is complete, regardless of whether it is dismissed or
discharged. These stays serve to prevent creditors from pursuing their own interests at
the expense of other creditors by collecting money from the debtor. The Bankruptcy
Code outlines three main ways to declare bankruptcy: liquidation, reorganization, and
adjustments of debts. When filing for bankruptcy, the debtor must choose one of these
methods and file under one of the six chapters outlined in the Bankruptcy Code.
Chapter 7 bankruptcy, known as Liquidation, is a commonly used form of bankruptcy for
individuals or small businesses and in this case most debts are eliminated through the
liquidation of assets. The process is simple since the court takes control of the debtor's
assets, sells them, and distributes the proceeds to the creditors. Secured creditors, who
have a legal right against certain properties, are typically paid first, followed by
unsecured creditors. The Bankruptcy Code establishes a priority framework for expenses
and claims that must be paid before others.

Chapter 11 bankruptcy, known as Reorganization, is more complex and expensive than
Chapter 7. It aims to help a business restructure its debts and continue operations. The
company can make decisions to restructure, like selling assets, ending rental
agreements, and stopping business expansion. The company in debt comes up with a
plan to reorganize, which might involve making the business smaller or selling assets to
pay back creditors.

Chapter 9 bankruptcy is for municipalities such as cities, townships, and school districts
that are in financial difficulties. It helps them develop a strategy to settle their debts
with creditors.

Chapter 12 bankruptcy is intended for family farmers and family fishermen who are
struggling financially. It allows them to devise a plan to repay creditors over a three- to
five-year period

Chapter 13 bankruptcy, known as Consumer bankruptcy, allows individuals with regular
incomes to restructure their debts and repay some or all of their creditors over time. It
is often referred to as “wage-earner’s bankruptcy.”

Chapter 15 bankruptcy, known as Ancillary and Cross-Border Cases, enables

collaboration between U.S. courts and foreign courts when international bankruptcy
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filings impact financial interests in the U.S. This chapter was added to the legislation in

2005.

1.4.2 Bankruptcy law in Italy

In the case of the Italian context, the (old) Italian bankruptcy act was promulgated in
1942 and even then, the legislator wanted to undertake some objectives:

- Bankruptcy procedures should focus on avoiding early closure of companies in
order to preserve their value. Therefore, bankruptcy laws should move away from being
purely punitive and instead consider insolvency as a normal phase in a company's life
cycle. In case there is a possible opportunity to resume operations, the legislation should
assist companies in managing this transition and the liquidation should be considered a
last option.

- Bankruptcy procedures should minimize the time for liquidation. If a firm is
insolvent, it is crucial to promptly sell its assets to pay debts. If the procedure is
prolonged, the value of the assets may decrease.

- Bankruptcy procedures should minimize costs to ensure that the liquidation of
assets doesn't significantly reduce the average ratio of claims reimbursed to creditors.
Recently one of the last reforms made on bankruptcy, was made in 2005 following the
Parmalat case, one of the largest corporate scandals in Europe. Italy reformed its
bankruptcy system to make it easier to reorganize a company's finances. By then, Italy
had already faced two reprimands from the European Commission Court of Justice
regarding its 1942 bankruptcy procedure for large, troubled companies, which was
considered an illegal form of state aid due to its bailout system.

In 2005 the Italian government made some changes to the rules on repaying creditors
and the power of judges to cancel out-of-court agreements. These changes led to an
increase in the number of in-court reorganization procedures, from about 2% before
2005 to over 10% in 2009.

The 2005 reorganization reform introduced new provisions to make it easier for people
and businesses to renegotiate outstanding loans and protect themselves if they are in
debt. The reform also made it easier to start a legal procedure to reorganize debt and

reduced the amount of support needed from creditors to approve a plan to repay the
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debt. Similar to Chapter 11 of the US bankruptcy code, a judge can now approve a
repayment plan even if some creditors disagree. These changes led to an increase in the
number of in-court reorganization procedures, from about 2% before 2005 to over 10%
in 2009.

In 2006, Italy's liquidation procedure was also reformed because it wasn't effective in
protecting creditor interests and preserving the value of the firm's assets. This
liquidation reform enhances the rights of creditors and reduces the authority of the
trustee. Creditors now can form a committee and request the replacement of the
trustee. Additionally, all actions taken by the trustee must receive approval from the
creditors' committee. As a result, creditors not only have a supervisory role over the
trustee but also the capacity to take unified action, thereby expediting the liquidation

process.

1.5 “Friendly” bankruptcy law and bankruptcy delay

For “friendly” bankruptcy law we mean the positive effects that bankruptcy laws might
have on economic activities. A good bankruptcy system helps struggling businesses exit
the market without causing too much disruption, while also encouraging new
entrepreneurs to take risks and start their own ventures. It's important to note that a
more lenient bankruptcy law won’t prevent businesses from failing; it will simply reduce
the negative impact when they do. (Fossen 2014).

One important topic about “friendly” bankruptcy law is the “Bankruptcy Delay” (BD).
This term refers to the time required for a court to finalize a bankruptcy case from the
point when a firm is officially declared bankrupt to the moment when the fresh start is
available. A well-designed bankruptcy system can encourage entrepreneurs to start new
businesses by making it easier to close down unsuccessful ones and start fresh.
Obviously, the longer a bankruptcy procedure will last, the more detrimental its effects
will be for entrepreneurs. Not only “direct” costs (legal expenses, court fees and taxes)
will take into account when we talk about bankruptcy procedure, but we have to
consider also the “indirect” costs. For indirect costs we intend the legal consequences
that bankrupt entrepreneurs have to bear on a personal level. They are not only unable

to start a new firm until the bankruptcy procedure ends, but they also face many legal
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restrictions related to their status, which limit their ability to engage in economic
transactions. An entrepreneur who goes bankrupt loses possession of all assets involved
in the process, and any transactions that exceed strict personal necessities are
considered void. In addition, there is a social stigma associated with bankruptcy that
becomes more pronounced the longer the process continues. (Simmons et al. 2014).
Aside from the civil law, there is also the problem about eventually criminal
investigations related to the existence of bankruptcy frauds.

So, it turns out that bankruptcy delay ought to have a negative effect also on exit rates
because as the indirect costs raise, insolvent and potentially bankrupt entrepreneurs
become reluctant to bear such consequences and thus prefer to operate at a financial
loss instead (Gimeno et al. 1997). In conclusion a bankruptcy system that try to decrease
the “bankruptcy delay” is a good thing both for creditors and debtors, since with short
delays creditors get their money back before, while failed entrepreneurs might have

their fresh start earlier.
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CHAPTER 2: MODELS OF BANKRUPTCY PREDICTION

Historically, for bankruptcy predictions, the first two types of models that the

researchers have used are:

e Univariate Model

e Multiple Discriminant Analysis

A univariate model in bankruptcy prediction analyses a single financial variable (or
predictor) to assess the likelihood of a company's failure. This simple method focuses
on how one financial metric can indicate bankruptcy risk. This model type has not been
widely used because it doesn’t account for the interaction of multiple financial variables,
so it’s limited in predictive accuracy. One example of a univariate model is Beaver’s
Univariate Model (1966), where Beaver tested various financial ratios, one at a time,
and found that Cash flow to total debt ratio had a high predictive ability, with bankrupt
companies showing consistently lower values compared to non-bankrupt companies. In

general, a univariate model can be written as:

P(Bankruptcy) = f(X)

Where:

- P(Bankruptcy) is the probability of bankruptcy.

- Xisthe predictor variable (e.g cash flow to total debt ratio in the case of Beaver’s
Model).

- f(x) is the function that represents the correlation between the independent

variable and the probability of bankruptcy.

A multiple discriminant analysis (MDA) is designed to categorize items into two or more
categories by grouping the sample into distinct and comprehensive groups according to
various independent variables. In the case of bankruptcy prediction is useful because
the dependent variable is categorical (bankrupt vs non-bankrupt) and the independent
variables are continuous. The model is usually trained using past data from companies

that have gone bankrupt and those that have not, and the goal is to identify the financial
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ratios that most effectively differentiate between the two categories. To achieve this
goal MDA creates one or more discriminant functions that maximize the separation
between groups.

The discriminant function in MDA takes this form:

14
j=1

Where:

Zi = discriminant score of discriminant function I.

- bo = intercept.

- Xij =the value of the i — th observation on the j-predictor variable.
- i =number of objects.

- j=1,...,p.

- p=number of predictors.

- bj =discriminant coefficient for each j-predictor predictor.

2.1 Altman Z-scores classic model

One example of multivariate discriminant analysis is the Altman Z-scores model
introduced by Edward Altman in 1968. He used an MDA-based model to forecast the
future condition of the company utilizing numerous ratios to achieve this outcome. For
the final model it was necessary to include those ratios which could catch every aspect

of the company and he used the following criteria to develop his analysis:

Assigning weights to the significance of various functions and the contribution of

each variable.

- Examining potential correlations among the independent variables.

Assessing the success metrics of each model.

Applying personal judgment from the author.

In the end, he used five financial ratios to generate the metric known as a Z-score. The

outcome of his first model is indicated in the Table 2.1:
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Table 2.1: First Altman Z-scores model

X1 X2 X3 X4 X5
WORKING CAPITAL / RETAINED EARINGS / I N'E:E}::gish‘if;ﬁi / Eﬁ:ﬁ;gﬁﬁ 5 AOIL £ TOTAL SALES / TOTAL
TOTAL ASSET TOTAL ASSETS TOTAL ASSETS OF TOTAL DEET ASSETS
Z-5core 0,012 0,014 0,033 0,006 0,999

X1 = Working capital/total asset is a measure of liquid assets in relation to the
firm’s size. In this case, working capital is the difference between current assets
and current liabilities. A positive working capital demonstrates a company's
capacity to settle its debts, while a company with a negative working capital will
struggle to meet its financial commitments. According to Altman's study, this
metric is more valuable than other liquidity ratios, like the current ratio or the
quick ratio. (Altman, 2000; Chuvakhin & Germania, 2003).

X2= Retained earnings/total assets represent a measure of the company's long-
term profitability, taking into account both its longevity and its ability to generate
profits. The ratio takes into consideration the age of the company, which leads
to a distinction between young and older firms. In reality, there is indeed a
disparity among firms of different ages, with younger ones being more prone to
failure.

X3= Earnings before interest and taxes/total assets is a measure that calculates
the cash available for distribution to creditors, the government, and
shareholders without considering the effects of leverage. According to Altman
(2000), this ratio is considered a more effective measure of profitability
compared to cash flow.

Xa= Market value of equity/book value of total debt. The equity ratio helps us
understand how much the company's assets can grow before it becomes
insolvent by comparing the equity to the total debt. This ratio is important
because it is connected to other financial variables and varies based on the

industry in which the firms operate.
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Xs= Total sales/total assets is a standard measure of turnover that varies across
industries. This financial ratio indicates the company's ability to generate sales

based on its assets.

The z-score is obtained by multiplying each ratio by a specified weight and then adding

the results. This score can be between -4 and +8 and it must be interpreted.

Figure 2.1: Z-score ranges of financial stability

Distress Zone Grey Zone Green Zone

1.8 3

From Figure 2.1 we can see that we have three possible interpretations of the Z-score:

The “Green Zone” corresponds to a company's Z-score higher than 3, which
means there is a low chance of bankruptcy, and the company's business is going
well. Investors might want to consider purchasing the company's stock, as it is
unlikely to face bankruptcy in the next two years.

The “Grey Zone” corresponds to a company's Z-score between 1.8 and 3, which
means there's uncertainty about its financial future and a concrete possibility of
bankruptcy. This range doesn't give clear guidance on stock decisions, but
investors are recommended to sell if the value gets close to 1.8 and consider
buying if it gets near 3.

The “Distress Zone” corresponds to a company's Z-score below 1.8 which means
there's a high risk of bankruptcy within two years. In this situation, investors
should take into consideration selling the stock before the firm goes bankrupt to
contain their losses. If the Z-score is very near to 0, the investor should be very

concerned about the future of the company.

Altman investigated 66 publicly traded manufacturing firms through his groundbreaking

research. The sample included all firms which went bankrupt after undergoing
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examination and which possessed more than $1 million in assets. The model showed a
correct prediction of financial failure for 95% of the firms one year before they actually
went bankrupt. Two years prior to their insolvency, the accuracy was 72%, while three
years prior the accuracy was 52 per cent (Altman, 1968). The study also showed that 6%
of the firms analyzed were incorrect predictions of bankruptcy (Type | errors), while

another 6% were incorrect predictions of solvency (Type Il errors) (Altman, 1993).

Table 2.2: Type | and Il Error of Z-score mode

Prediction based on Z score:

Bankrupt Not bankupt
Company actually
Correct (94%) Type | Error (6%)
bankrupt
c tuall t
i il Boimni i Type Il Error (6%) Correct (94%)
bankrupt

2.1.1 Revised Altman scores

In 1983, Altman created an updated version of the Z-score model specifically for
privately held companies, while the original model was designed for publicly traded
companies and required stock price data. Another problem with the original Altman Z-
Score is that it was tailored for manufacturing firms, which typically have significant
tangible assets. The revised model adjusts the formula for service firms, retail
businesses, and other sectors where asset structures differ from manufacturing. The

updated Z-score model ratios are in the Table 2.3:
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Table 2.3: Revised Altman Z-scores model

X1 X2 X3 X4 X5
WORKING CAPITAL / RETAINED EARINGS / I:I;T?giigf';o;; / BOOK VALUE OF EQUITY | TOTAL SALES/ TOTAL
TOTAL ASSET TOTAL ASSETS TOTAL ASSETS /TOTAL ASSET ASSETS
Z-5core 0,717 0,847 3,107 0,42 0,998

The revised Z-score model uses the book value of equity instead of the market value in
one of its ratios and there is a change in the weight of the factors. As far as the
interpretation of the z score: a score of less than 1.23 indicates a high likelihood of
bankruptcy (“distress zone”) while a score of over 2.90 suggests a healthy financial

situation (“safe zone”). Scores between 1.23 and 2.90 fall in the “grey zone”.

Figure 2.2: Revised Z-score ranges of financial stability

Distresrs Zone Grey Zone Greer;l Zone

1.23 2.90

Altman's updated model shows a 90.9% accuracy in predicting bankruptcy one year in
advance, with firms scoring over 2.90 and having a 97% chance of continuing operations.
However, Altman acknowledges that the model has some limitations, such as
subjectivity in weightings and the inability to accurately forecast financial difficulties for
non-manufacturing and non-publicly operated firms.

Over the past 50 years Altman's revised Z-score model has been extensively researched
and in general the results were widely accepted. Obviously, the model has some
problems because it relies on historical financial statement data so it doesn’t consider
how future factors such as interest rates and inflation may impact corporate operations.
Despite this, different authors have used the two revisions of Altman's equation in their
studies with positive predictive results. It is safe to state that Altman’s Z score Model is
applicable to the modern economy for forecasting distress and bankruptcy one, two, or

three years in advance.
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2.2 Logistic Model Classic

The logistic regression model was created by David Cox in 1958, and it utilizes statistical
techniques to estimate the likelihood of a company going bankrupt. The model involves
logistic regression, a form of regression used specifically for binary classification, where
the result is one of two states, such as bankrupt or not bankrupt.

Regression models are fundamental in examining the connection between variables and
it’s important for more intricate models. They can estimate the impact of one or more
independent variables on the distribution of the dependent variable Y.

The easiest type of regression is the simple linear regression model, where we have two
variables: the dependent variable (Y) and the independent variable (X). The goal of this
type of model is to estimate the relationship between these two quantitative variables

and the formula is as follows:

Y = ‘80 + ﬁ]_X + &
Where:

Y is the predicted value of the dependent variable for any given value of the
independent variable.

- Bois the intercept, which is the predicted value of Y when X =0

- Biisthe slope, which represents the average increase in Y associated with a one-
unit increase in X.

- gisthe error term.

Simple linear regression is a good way to predict an outcome based on one factor, but
usually, we have more elements that affect the outcome, so it's better to use multiple
linear regression which allows us to consider and account for multiple factors at the
same time.

In this case, each predictor is assigned a separate coefficient and when we have p
different predictors, the multiple linear regression model is represented with this

formula:

Y :B0+‘81X1 +B2X2 +"'+ﬁpo + &
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Where:

- Xjrepresents the j-th predictor.
- B, represents the association between the variable XJ and the independent

variable Y.
If all the predictors remain fixed, B, is the average effect on Y of one unit increase in X;.

Multiple linear regression is based on assumptions that are typical in statistical

inference:

- Normality: the residuals of the model are normally distributed.

- Homoscedasticity: the variance of the error terms is constant across all levels of
the independent variables

- Independence: the errors are independent of each other so there should be no
particular patterns or structures in the residuals.

- Linear relationship: There is a linear relationship between the dependent
variable and the independent variable, so changes in the independent variables

are tied to proportional changes in the dependent variable.

In the case of Logistic regression where the dependent variable is categorial, the
observations will be classified in bankrupt or not bankrupt (1 or 0). It's crucial to prevent
the prediction of probabilities outside the 0-1 range for certain values, and this can be
accomplished by utilizing a function such as the logistic function. This guarantees that
the output always falls between 0 and 1, even when we use only one independent

variable.

The model calculates the probability of bankruptcy (logistic function) using the formula:

1

PO = T o= t Bt Bakat Bk

Where:

- P(x) is the probability of bankruptcy.
- X13,Xy,...,Xn are the predictor variables (such as financial ratios, etc.).

- Bo,By,...,Bn are the model's coefficients.
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After a series of calculations, we can rewrite the formula of bankruptcy’s probability as:

& = eBo+B1X1+B2Xo++BnXn
1-px)

The expression p(x)/1-p(x) on the left side represents the ratio of the probability of
success to the probability of failure, and it can have a range from 0 to o=. By taking the
logarithm of both sides, we can derive a new expression:

<1f(—;962x)> = Bo + 1X1 + B Xy + -+ BpXn

The left side is called the logit and the particularity of this new expression is that now
the relationship between p(x) and X is not straight, so f1 does not correspond to the
change in p(X) associated with one unit increase in X. The value of p(X) changes with a

one-unit increase in X and this change depends on the current value of X.

To estimate the coefficients Bo and B it is used the Maximum Likelihood Estimation

(MLE) method, which the traditional formula is:

L(B) = ) O log (m () + (1 = y) log (1 = m(x))
i=1

Where:

- yiis the binary response (bankrupt = 1, not bankrupt = 0).

- xare the explanatory variables (financial ratios, etc.).

1
_x?B

- n(x) = is the probability that the i-th observation is bankrupt.

1+e

In the case of bankruptcy prediction, we have two major problems with logistic

regression:

e According to Booth (1982), bankrupt corporations can be considered outliers
when compared to a group of healthy firms. The number of corporate
bankruptcies in a given year is relatively small in comparison to the total number
of publicly traded corporations. If bankrupt firms are indeed outliers, this can
significantly challenge the fundamental distributional assumptions for logistic
regression. When outliers are present in the dataset, the use of maximum

likelihood to estimate the coefficients for logistic regression can lead to
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inconsistency (Bianco and Martinez, 2009). The traditional maximum likelihood
estimator cannot be considered appropriate in the case of bankruptcy
prediction, so in recent years we have witnessed the development of alternative
estimators that are robust in the presence of outliers.

e The second problem with logistic regression in the context of the bankruptcy
problem is the correct interpretation of the model's percentage of correct
predictions or classifications. According to Wooldridge (2009), the percentage of
correct predictions is a good measure of goodness of fit; however, it is misleading
when there are large relative ratios of outcomes. This is particularly relevant in
the case of corporate bankruptcy, since the occurrence of bankruptcy is typically
very low. Consequently, it is possible to achieve high percentages of correct
predictions even when the model's ability to predict bankruptcy (the least likely
outcome) is very poor. Wooldridge (2009) suggests that researchers should
calculate the percentage of correct predictions for each possible outcome since
most bankruptcy prediction models tend to have low accuracy in predicting

bankruptcy.

To avoid these two problems, Bianco and Yohai (1996) have implemented a new
estimator for logistic regression that helps mitigate the influence of extreme or
anomalous data points. Later, this estimator was implemented by Croux and Haesbroeck

(2003), and now we will refer to it as BY robust logistic regression.

The Bianco-Yohai (BY) estimator changes the traditional logistic regression likelihood
function by adding a bounded loss function, which decreases the impact of outliers. In
particular, the BY estimator uses robust objective functions to replace the log-likelihood
function, and so the main idea is to tame outliers by down-weighting extremely large

residuals. The BY is formulated as:

L) = ) pGilog (m () + (1 = ) log (1 = 7(x))
i=1

The particularity of this estimator is the bounded loss function p(-) that limits the
influence of observations with large residuals. For small residuals, the function p(t) is

equal to t, so it behaves the same as the maximum likelihood estimate (MLE). As the
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residuals become large, the function p(t) grows more slowly than t, which helps prevent

large outliers from having a dominant impact on the estimation process.

2.3 Ohlson’s Logit Model

Based on Hair et al. (2006), logistic regression is the suitable statistical approach when
the outcome variable is categorical, and the independent variables are either nonmetric
or metric. Additionally, it is stated that logistic regression is frequently utilized for two

primary reasons:

- logistic regression does not necessitate meeting statistical assumptions.
- logistic regression involves simple statistical tests and accounts for non-linear

effects.

Ohlson’s O-score Model created in 1980 is the first example of the use of logit regression
to forecast a company's financial distress. The goal of Ohlson was to create an
alternative to Altman's Z-score, trying to overcome the limitations of the MDA

assumptions. In particular, the problems with MDA were:

- the variance-covariance matrices of the predictors for both firms’ categories
should be equal.

- the explanatory predictors should have a normality distribution.

According to Kolari et al. (2002), when the assumptions of discriminant analysis are met,

logistic regression is essentially the same as MDA.

Another problem with the use of MDA is the impact of the “matching” procedures on
the ultimate outcome. Not always the outcome it’s easily understood or guaranteed, as
it involves selecting criteria like size and industry. To address this, Ohlson opted to
incorporate these variables as predictors in his analysis, rather than applying these

procedures beforehand.

Ohlson collected data from 1970 to 1976 for industrial firms quoted in the OTC market
or some exchange (mostly the New York Stock Exchange and American Stock Exchange).

It has excluded utilities, transportation companies, and financial services companies like
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banks or insurance because these industries are structurally different and have data that

were difficult to obtain.

The sample consisted of 2058 non-bankrupt firms and 105 bankrupt firms. He developed

a logit model with an intercept and nine variables selected based on their frequency in

the literature.

SIZE = log (total assets/GNP price-level index) where GNP stands for Gross
National Product and his index is with base value in 1968.

CLCA = current liabilities /current assets.

TLTA = total liabilities / total assets.

NITA = net income / total assets.

WCTA = working capital / total assets.

OENEG = a dummy variable equals one if total liabilities are greater than total
assets, and zero if they are not.

FUTL = funds provided by operations / total liabilities.

INTWO = a dummy variable that equals one if the net income is negative for at
least two consecutive years, and zero if it is not.

CHIN=(NI¢— NlI¢-1) /(| NIt | + |NIt-1|), where Nt is the net income for the most

recent year.

Based on theory and empirical evidence, it’s expected that the coefficients of the various

ratios would have the signs in Table 2.4:

Table 2.4: Signs of the predictors for Ohlson’s Logit Model

Positive Negative Indeterminate
TLTA SIZE OENEG
CLCA WCTA
INTWO NITA
FUTL
CHIN
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The sign of OENEG is uncertain because it was used for a discontinuity correction of
TLTA, especially for a corporation with a negative book value. The company's survival
would depend on many complex factors, and the impact of the high-leverage position
needs to be adjusted. A positive sigh would indicate a high likelihood of bankruptcy,
while a negative sign suggests a very challenging situation (due to TLTA).

Ohlson created 3 models using the same data and predictors but differed in prediction

length:

- Model 1 predicts bankruptcy within one year.
- Model 2 predicts bankruptcy within two years, given that the firm did not fail
within the subsequent year.

- Model 3 predicts bankruptcy within one or two years.

Table 2.5: Estimates and p-values of the variables for each Model

CONST SIZE TLTA WCTA CLCA NITA FUTL INTWO OENEG CHIN

Modell
Estimates -1,320 -0,407 6,030 -1,430 0,757 -2,370 -1,830 0,285 -1,720 -0,521
P-value 0,332 0,000* 0,000+ 0,059 0,447 0,084 0.018 0,417 0,014 0,027

Model 2
Estimates 1,840 -0,519 4,760 -1,710 -0,297 -2,740 -2,180 -0,780 -1,980 0,422
P-value 0,168 0,000* 0,000* 0,075 0,464 0,072 0,006 0,055 0,016 0,036

Model 3
Estimates 1,130 -0,478 5,290 -0,990 0,006 -4,620 -2,250 -0,521 -1,910 0,212
P-value 0,250 0,000* 0,000* 0,082 0,461 0,000~ 0,001 0,084 0,002 0,194

*= p-value has a value less than 0,0001

From Table 2.5 we can say that the p-values of the predictors WCTA, CLCA, and INTWO
are generally high, so they are not statistically significant at a respectable level. We can
notice, also, that SIZE and TLTA have a p-value much lower compared to the other
predictors, indicating that they are statistically significant. In particular, Ohlson
emphasizes the significance of the size parameter, because larger companies tend to

have more resources before facing bankruptcy.
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Table 2.6: Likelihood Ration Index and Percent correctly predicted of the models

Likelihood Ratio Index Percent Correctly Predicted
Model 1 0,84 96,12
Model 2 0,80 95,55
Model 3 0,72 92.84

From Table 2.6, we can notice the ongoing pattern of reduced accuracy as the prediction
time horizon increases. The “Likelihood ratio index” is a measure of how well our model
fits the data and it's similar to R2, where a value of 1 means a perfect fit and 0 means no
fit. In model 1 the "Percent Correctly Predicted" statistic is 96.12%, indicating that the
model accurately predicts outcomes 96.12% of the time based on a cutoff point of 0.5.
This means we classify a company as a certain type only if the probability is greater than
0.5.

If we take Model 1 as an example, the overall O-Score function is defined as:
O-Score =-1.3-0.4X1+6.0X>-1.4X5+0.8X4-2.4X5-1.8Xs+0.3X7-1.7Xs - 0.5X9

With the function of the probability of default:

P(default) = S-0score
If the probability is higher than 0.5, the model predicts that the firm is likely to go
bankrupt, otherwise If the probability is lower, the model predicts that the firm is not
likely to go bankrupt.

Ohlson's model was developed using data from over 2000 companies, whereas Altman's
model was based on just 66 companies. Consequently, the O-score model is more
dependable than the Z-score for predicting bankruptcy, especially when considering a
2-year timeframe where Ohlson's model boasts a 90% accuracy rate and Altman's model

achieves 70%.
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2.4 Probit Model

Zmijewski in 1984 introduced a new model called the probit model that was a key
foundation in bankruptcy prediction. His study looked at all industry firms listed on the
American and New York Stock Exchange from 1972 to 1978 with a Standard Industrial
Classification (SIC) of less than 6000. The data was collected from the SEC 10K report of
Cornell University and included 40 bankrupt and 800 nonbankrupt firms. Like Ohlson,
Zmijewski established a legal definition of bankruptcy, identifying a firm as bankrupt if

it filed for bankruptcy during the specified period and as nonbankrupt otherwise.

Probit regression and Logit regression are often compared because they both analyze
the relationship between dependent and independent variables, especially in cases
where the dependent variable is binary (e.g., 0 for bankrupt and 1 for not bankrupt).
However, the process of creating these models differs, indeed the Probit model is

expressed as:

P= ¢(B'X)=d(Bo + P1X1 + BoXz + -+ BrnXp)

The probit function transforms the value of B’X into a probability that falls between 0
and 1. This transformation involves using the cumulative distribution function ¢ of the

standard normal distribution:

x, —x2

¢(x, B) =f Eerx

In creating the model, Zmijewski selected just three factors from prior literature

research, obtaining the so-called H-score:
H-score=-4.3-4.5X1+5.7X,+0.004X3
Where:

- Xi1= net income to total assets (ROA)
- Xo=total liabilities to total assets (financial leverage)

- Xs=current assets to current liabilities (liquidity)
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Like the logit one, one of the main advantages of the probit function is that the function
maps the value between 0 and 1, in contrast with the Altman model where it can
incorrectly produce probabilities outside the binary space. Firms are categorized as
bankrupt if they lack complete data or if the model predicts a default probability
exceeding 0.5. Instead, firms with complete data and a default probability below 0.5 are

classified as nonbankrupt.

One problem with this model can be the choice of independent variables which was
criticized by Shumway (2001). He suggested that Zmijewski's model is effectively a
single-variable model because X1 is highly correlated with X2 (with a coefficient of
correlation of 0.40). Grice and Dugan (2003) asserted that one possible reason for this
is that Zmijewski did not conduct an analysis to determine the best ratios to use. Despite
this, Zmijewski achieved incredibly accurate results, with an accuracy of nearly 99% for
the training sample. However, the author did not disclose the results for the hold-out

sample.
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CHAPTER 3: MACHINE LEARNING MODELS

In the previous chapter, we examined the first attempt to predict bankruptcy but over
the past 20 years, machine learning (ML) models began to be developed and gain
traction.

Machine Learning (ML) can be described as a process that typically relies on an
optimization procedure and consists of formal rules (such as an algorithm) for data
investigation. It is not developed for a specific task but, when applied to a particular
dataset, it can extract approximate features that describe the process generating that
dataset in a nonparametric way. For the nonparametric model, we intend a model
where the input space is divided into local regions, defined by a distance measure like
the Euclidean norm, and for each input, the corresponding local model computed from
the training data in that region is used.

Some of the key elements that define ML are:

- Analgorithm that is enable to work through problems making use of techniques
that are based on how problems are solved in the natural environment.

- A specific data set with information that is pertinent to the issue.

- Atarget it wants to reach.

- A performance measure to determine how well the algorithm is performing

towards the desired goal.

In the case of bankruptcy prediction, these models can identify patterns, make
connections, and then make predictions depending on the information they gain from

the data. The typical process often involves the following steps:

1. Gathering Data: obtaining relevant data that represents the issue or domain the
machine learning is intended to understand.

2. Data Preprocessing: this phase involves cleaning and comparing the data,
handling missing values, and removing outliers.

3. Feature Extraction and Selection: this is the process of getting and identifying the
most significant features or characteristics of the data that can be used to train

the model.
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4. Model Training: using the prepared data to train the machine learning model and
set the parameters in a way that the error between the actual and predicted
outputs of the training data is minimized.

5. Model Evaluation: in order to assess the performance, the trained model is
tested using a separate set of data (test set) that is not used during training. This
evaluation helps determine the model's accuracy and generalization capability.

6. Model Deployment and Prediction: after training and evaluation, the model can

be deployed to make predictions or decisions on new, unseen data.

One important characteristic of machine learning algorithms, it’s that they are highly
adaptable and generalizable. When a model captures the specific characteristics of a
dataset too closely, it’s considered overfitted, so it works well only on the data it was
trained on but fails to make accurate predictions with new data. Overfitting is typically
recognized by a low training error and a high test error.

On the other hand, underfitting occurs when a model is too simplistic and does not
account for enough features of the training data, leading to ineffective connections and
conclusions about new data. Both overfitting and underfitting result in poor accuracy
when the model encounters unseen data, so it cannot able to reach its full potential.
We will be examining different types of machine learning algorithms that are important
for our objective of predicting bankruptcy. In general, the most important categories
are:

® Supervised learning model (SL): In SL data is organized into an input (x) and an
output (y), where the input is labeled. The goal of supervised machine learning
methods is to learn an approximate mapping between the input and the output.
In other words, these methods extract approximate features from data to model
the unknown relationship.

e Unsupervised learning model (UL): The input for unsupervised learning is not
labeled, meaning that there is no corresponding output available. Unsupervised
machine learning methods aim to approximate the distribution of input data in
the input space. In simpler terms, unsupervised ML methods work to group input

data into clusters.

34



Figure 3.1: Supervised and unsupervised learning model
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® Reinforcement learning model (RL): In RL, the machine learning method aims to
address a specific problem by taking actions within a specified environment. The
method receives positive or negative rewards from the environment as a result
of its actions and then it uses them to enhance its understanding of the
environment’s behavior. Over multiple iterations, the machine learning method
gradually learns the best policy, which refers to the most effective sequence of

actions to maximize the total rewards received in the present and future.

Figure 3.2: Reinforcement learning model
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For bankruptcy prediction, it’s necessary to implement a binary classification, aiming to

determine the category (bankrupt or non-bankrupt) to which an observation belongs.
The algorithm responsible for implementing this classification is called a classifier and
utilizes a mathematical function to sort input data into specific categories. As we have
just analyzed, this process falls under the umbrella of supervised machine learning,

where the algorithm is provided with an input dataset and adjusted to produce a
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predetermined set of outcomes. So, in the following sections, we will focus primarily on

supervised machine learning algorithms.

3.1 Supervised Machine Learning Models

In a simple machine-learning model, the learning process involves two main steps:
training and testing. During training, the model learns from the input data and builds a
learning model. When it comes to testing, the model uses an execution engine to make
predictions for new data. The output of this model consists of tagged data, providing the
final prediction or classified data.

As we said before, supervised learning is a widely used technique for solving
classification problems like bankruptcy prediction. The primary objective is to train a

machine to learn a classification system that we have previously defined.

Figure 3.3: Supervised learning process
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In Figure 3.3 we can see the process of an SL model:
The process begins by providing the machine with a dataset consisting of features and
labels. During the training process, the machine receives a set of features along with the
correct outputs and it learns by comparing its actual output with the correct outputs to
find errors. The last step is to adjust the model according to the errors found in the
training phase. Supervised learning tasks are typically categorized into two types:

e C(lassification: where the label is discrete.

e Regression: where the label is continuous.
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Figure 3.4: Supervised Learning Model
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As illustrated in Figure 3.4, the algorithm distinguishes and divides between all the

ECC

observed data X, which are training data provided to the model during the training
process. The SL algorithm uses this data to build a predictive model and after the
training, the model can finally predict labels for new samples in the testing set.
Depending on the nature of the target y, supervised learning can be classified as follows:
- If y contains values within a fixed set of categorical outcomes (integers), the task of
predicting y is known as classification.

- If y contains floating-point values, the task of predicting y is referred to as regression.

3.2 Decision Tree

Decision trees are non-parametric and very efficient in both classification and regression
problems. It is composed of internal decision nodes and terminal leaves, and each node
mis a test function fm(x) that produces discrete outcomes, which label the branches. For
a given input, the process begins at the root, makes a binary split, checks on the split,
and then proceeds along one of the branches. This is done recursively until a leaf node

is reached, so the value of that leaf will be the output.
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Figure 3.5: Graphic representation of Decision tree
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A decision tree is also considered a nonparametric model because we do not impose
any specific parametric structure on the class densities. Instead, the tree evolves during
the learning process, growing and adding branches and leaves based on the complexity
of the problem presented by the data.

Qualitatively a decision tree is the result of the segmentation of a complex input space
into a certain number of simple input sub-spaces, each of which has the same output
label.

There are 2 types of decision trees that depend if we want to separate the data set into
classes (classification) or predict the output label (regression).

The process of creating a regression tree involves two main steps.

1. Firstly, the predictor space is divided into j distinct and non-overlapping regions
R1, Rz,... Ri. Each region has a set of possible values for the predictors Xi, Xz,...,
Xp.

2. Secondly, for every observation falling into a region R;, the prediction is the mean

of the response values for the training observations in that region.

The objective is to find regions that minimize the Residual Sum of Squares (RSS), given
by:

J

> 00 - 9w

j=1 iER]'
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Where:
Jr; is the mean response for the training observations within the ji box.

To minimize the RSS the entire procedure is achieved using a technique that we have
already described and it is called recursive binary splitting. It is a top-down approach,
and it starts regrouping all observations in a single region and then splits the predictor
space into two at each stage, aiming to make the best split possible.

For all the predictors Xi, Xa,... , Xp in order to perform recursive binary splitting, it’s

essential to look for any j and select a split point t from all its potential values.
R (j,t) = {X; < t} and R,(j,t) = {X; = t}

So, we are looking for X1 that are able to minimize the equation:

D it ) O )’
i:x;€RL(ji,t) i:x;€R2 (j.t)

Where:

- InR.(j, t), Yr, represents the average response for the training data in R,(j, t).

Figure 3.6: Model of regression decision tree
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The process is repeated to create all the regions R;, and the response for a test
observation is determined using the mean of the training observations in the region to
which the test observation belongs.

On the other hand, the classification tree respect to the regression tree aims to predict
a qualitative response from the model. A classification tree uses different criteria, such
as the Gini index or entropy, to make splits. These indices measure the impurity of a
node in the tree and help in determining the most commonly occurring class of training
observations in a region.

In the case of the Gini index, it is a measure of the total variance across the K classes.

K
6= el =P

K=1

Where:

- In the mth region that is from k — th, class, P, represents the proportion of

training observations.

If all the P, are close to zero or one, the index will assume a small value, and this
indicates the fraction of training samples in the mth region that belong to the k - th
class.

In the case of entropy, the formula is as follows:

K
D= Puilog P
K=1

Since 0 < Pk < 1, it follows that 0 < Py log Dmi- Entropy will approach a value close to
zero if the probabilities pmk are predominantly near zero or one. Thus, similar to the Gini
index, entropy will yield a low value when the mth node is pure. In fact, the Gini index

and entropy are quite similar numerically.
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Figure 3.7: Model of classification decision tree
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The decision tree also differs based on the type of criteria used to split the data at each

node:

- Univariate decision tree: at each node, decisions are based on a single feature or

attribute

- Multivariate decision tree: at each node, decisions are based on a combination

of multiple features.

Table 3.1: All different types of decision tree

CLASSIFICATION DECISION TREES

REGRESSION DECISION TREES

(MDT)

(cDT) (RDT)
UNIVARIATE DECISION TREES - U-RDT
(uDT)
MULTIVARIATE DECISION TREES
M-cDT M-RDT

For bankruptcy prediction, we will focus on Multivariate-Classification Decision Tree (M-

CDT). Over the past years, there have already been several studies about the use of

decision trees for bankruptcy purposes. One noteworthy example is the research

conducted by Elahe Zibanezhad et al., which employs a classification tree to forecast

bankruptcy with an impressive accuracy rate of 94.5%.
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The most important advantage of using a decision tree is that it is easier to understand
and it’s more similar to human decision-making than regression and other classification
methods. Additionally, trees can handle qualitative predictors without requiring dummy
variables, and they can be visually represented and easily interpreted. However, trees
may not be as robust as other techniques and may not offer the same level of prediction
accuracy. Techniques like bagging and random forests aim to enhance the prediction

performance of trees by aggregating them.

3.3 Ensemble Methods

The biggest problem with decision trees, it’s that they generally suffer from high
variance. For this reason, over time, new ensemble methods have been introduced in

order to contain this problem:
e Bagging (population-based like)
e Random Forests (population-based like)
e Boosting (trajectory-based like)

All these methods are based on Bootstrap, which is a resampling method heavily used

in inferential procedures in data analysis.

3.3.1 Bootstrap

From a mathematical point of view, bootstrap is a statistical tool that can be used to
quantify the uncertainty associated with a given estimator or statistical learning
method. The power of the bootstrap lies in the fact that it can be easily applied to a wide
range of statistical learning methods, including some for which a measure of variability

is difficult.

In the case of Decision Trees, many different original datasets are not always available
so in the end the variance can results very high. The bootstrap method can emulate the

process of obtaining new sample sets without generating additional samples in order to
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build more decision trees (DT). With this method rather than repeatedly obtaining
independent datasets from the population, many different (non-original) datasets are

obtained by repeatedly sampling data from the original datasets.

Figure 3.8 Example of Bootstrap approach
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2 2.1 1.1
2 2.1 1.1

1 43 24

In Figure 3.8 we can see a graphical illustration of the bootstrap approach on a small
sample containing n=3 observations. Each bootstrap data set contains n observations,
sampled with replacement from the original data set. In this case, we have only 3
observations, but to obtain better information about the variability of the estimator, the
process must be repeated multiple times, since the standard deviation of the statistics

is derived from the estimated error of each bootstrap sample.

3.3.2 Bagging

With the bootstrap approach, we can have more datasets, but we need two more steps
to reduce the variance and consequently to increase the accuracy of the decision trees.

Generally, the 3 steps are:
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1. Extract many, possibly different, sub-datasets from the original dataset (using

the bootstrap method).
2. Build a separate decision tree for each sub-dataset.
3. Aggregate the results from each decision tree (aggregation phase).

The aggregation phase is also called Bagging, and it was developed by Breiman in 1996.
The benefit of this method is that permits, by using the same learning sample, to obtain
various classifiers. Essentially it consists of combining the results from the n independent
learners by averaging them. To make the average, we must differentiate the decision

tree based on their type (regression or classification)

In regression, we use the formula:

1 B
DTBagging(x) = B b—1DTb (%)

Where:
- Bis the number of separate training sets

In regression the method should be applied to the b — th bootstrapped training set to

get DT, (x), and then average all the predictors to obtain DTpq4ging ().

In classification applications, the aggregation of the results from the decision trees can
be performed using the method of majority vote. The final prediction is then the class

that receives the highest number of votes among the B predictions.
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Figure 3.9: Graphic representation of Bagging
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Bagging has been shown to produce dramatic enhancements in accuracy by using a large
number of trees and combining them into a single model. One advantage of this model
is that to determine the test error of a bagged model, we do not necessarily need to do
cross-validation. In general, every bagged tree uses approximately two-thirds of the data
and the remaining one-third is referred to as out-of-bag observations (OOB) which is not
employed in constructing the bagged tree. James et al. (2013) have proved that OOB
error is a good approximation of the test error for the bagged model because the
prediction for each observation is based on the trees which were not trained on this

particular observation

One disadvantage of bagging is that while bagging enhances prediction accuracy, it does
so at the cost of interpretability. In scenarios where a substantial number of trees are
utilized in the bagging technique, visualizing the final model as a singular tree becomes
challenging. Consequently, this complicates the assessment of which variables play a

crucial role in influencing predictions.

3.4 Random Forest

Random forests (RF) enhance the performance of bagged trees by implementing a small

adjustment that decorates the trees. Similar to bagging, RF constructs multiple decision
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trees using bootstrapped samples from the training data. However, when creating these
trees, a random subset of m predictors is selected as candidates for each split from the
total of p predictors. Only one of the m predictors is permitted to be used for the actual
split, and generally, the number of predictors taken into account at each split is equal
tom = ,/p, that is the square root of the total number of predictors. In other words,
when constructing a random forest, the algorithm is restricted from taking into account
most of the predictors at each decision point in the tree.

The Random Forests are efficient especially where there are many predictors that are
moderately strong as well as few dominant predictors. In such cases, majority of the
bagged trees may have a lot of common features and therefore there would be high
correlation among them. To this end, Random Forests solve this problem by ensuring
that each split is made from a subset of predictors. This approach also helps in increasing
the variety of the trees and thus enhances the stability of the model.

On average (p — m)/p of the splits will not factor in the strong predictors, giving other
predictors a chance to contribute. This method can be viewed as a way to decorate the
trees, leading to reduced variability and increased reliability in the average of the
generated trees. The key difference between bagging and random forests is the size of

the predictor subset, denoted by m.

Figure 3.10: Graphic representation of Random Forest

RANDOM FOREST

DATASET
DECISION TREE

SUBSET

SUBSET

A
PREDICTION\ /PREDICTION
MAJORIITY VOTE TAKEN

FINAL PREDICTION

46



In the following analysis of the relevant variables, the importance of features in a

random forest model will be evaluated using two specific measures for each variable:

e Mean Decrease Accuracy: This metric represents the average reduction in model
accuracy when a particular variable is removed from the model during
predictions on out-of-bag samples. It indicates how significantly the accuracy
drops with the exclusion of a variable; thus, variables will be ranked according to
their decreasing significance, with more critical variables resulting in greater
accuracy loss during classification.

e Mean Decrease Gini: This measure reflects the average reduction in node
impurity resulting from splits based on that variable. Essentially, it assesses how
each variable impacts the uniformity of the nodes and leaves in the constructed

random forest.

A higher score in either mean decrease accuracy or mean decrease Gini indicates a

greater level of importance for that variable within the model.

3.5 Boosting

Boosting is another approach for improving the accuracy of the predictions from a
decision tree.

Boosting works by making many copies of the initial training dataset (using the bootstrap
method) and then combining all the trees to create a single predictive model. The
particularity of this new approach is that in the bootstrap phase, the trees are not built
independently, but they are correlated. So, each tree is grown using information from
the previously generated trees. Boosting does not involve bootstrap sampling, instead,

each tree fit on a modified version of the original dataset.
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Figure 3.11: Graphic representation of Boosting method
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Boosting trees generally involves three key tuning parameters:

e Number of trees: unlike bagging or random forest, boosting can become
overfitted if too many trees are used (usually it develops gradually). Cross-
validation is a technique that can be used to determine the optimal number of
trees.

e Shrinkage Parameter: this parameter is a small positive value that controls the
learning speed of the process of boosting. It’s difficult to decide which is the best
value of this parameter because it depends on the specific task, but a common
choice is between 0.01 and 0.001 (James et al. 2013).

o Number of splits: the number of splits determines the complexity of the boosted
ensemble. When the splits equal 1, each tree consists of a single split, which
often vyields good results. In this instance, since each term includes only one
variable, the boosted ensemble effectively represents an additive model. More
generally, the number of splits determines the interaction depth and regulates
the interaction order of the boosted model, as it can incorporate at most the

same number of variables.

Boosting initially originated in the field of machine learning, but in recent years,
extensive methodological research has been conducted to adapt boosting algorithms

for statistical modeling.
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There are various reasons for the success of these statistical boosting approaches:

The boosting approach is robust against multicollinearity issues.

The trade-off between bias and variance can be controlled by one single

parameter (the number of boosting iterations).

The resulting models not only include linear and non-linear effects, but also

spatial or random effects.

Boosting is a procedure that can be implemented and improved in many different ways,

so we will describe briefly some of these variants.

3.5.1 AdaBoost

The first variant is known as AdaBoost which is short for Adaptive Boosting and was

developed by Yoav Freund and Robert E. Schapire (1995). Among the strengths of

AdaBoost it is possible to highlight that it is able to incorporate information from

previous classifiers and thus gradually increase its accuracy focusing on the most

challenging examples in the training set. There is a downside as well; the data can be

susceptible to noise and adjustments involving outliers. This can lead to a reduction in

the model's accuracy and overall performance, resulting in increased misclassification.

Figure 3.12: Construction of Adaptive Boosting
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As we see in Figure 3.12, in the first step, the base classifier is trained on the data,
treating all observations with equal weight. Afterward, in each iteration, different
weights are applied to fit a new classifier. At the conclusion of the process, a final
classifier is determined through a weighted majority vote among all the classifiers
trained during the iterations.

In AdaBoost, the importance of selecting the base classifier tends to decrease as the
number of iterations increases. This is primarily due to classification focuses more on
the iteration process and so it becomes closely linked to decision making. This is why
trees with just one or two levels, without any pruning, are often employed as base
classifiers. In this context, they are known as weak classifiers, as their error rate is only
slightly better than random guessing and when the weak classifier is a tree, the structure
of the final model is determined by the number of levels in the tree. As a consequence,
when there is only one level of trees in a model, we can only focus on the main effects.
If a tree grows fully, all its leaves are correctly classified, meaning that the classifier
makes no mistakes with the training data and therefore results in a 0% error rate. This
means that boosting stops because there is no incorrectly classified examples to
improve upon. However, if the tree is very large but not fully developed it can fit too
closely to the training data and overfit, so it's recommended not to use very large trees

for boosting.

3.5.2 Gentle Adaptive Boosting

Gentle Adaptive Boosting, also referred to as GentleBoost, is a method which is focused
on improving the model performance by adjusting the importance given to various
examples in the training set. While AdaBoost makes large variations in the importance
of misclassified examples, GentleBoost makes small and continuous variations. This way
the model is less affected by the mistakes or so called ‘noisy data’, which makes the

model more stable and reduces the probability of overfitting.
The following is a description of the process for updating weights in GentleBoost:

Wi(t+1) — Wi(t) % e CY*@i—fe(xi)?)
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Where:

®)
- Wi

is the weight of data point i at iteration t.

- yisthe learning rate parameter.

-y, is the true label for data point /.

- fi:(x;) is the prediction of the weak learner at iteration t for data point i with x;

features.

The following formula demonstrates that the weight change depends on the squared
difference between an estimated value and the actual label. This is done in order to
reduce the calculations, effect, and of thus large to errors be that able are to
characteristic make of adjustments for small shifts in the weights. These slow variations
are particularly useful in preventing over-fitting especially when dealing with noisy data
sets . Also, it is easier to handle outliers in GentleBoost than AdaBoost as outliers can
greatly affect the performance of the model. This makes GentleBoost an extremely
useful algorithm in a number of applications of machine learning since it is highly

accurate yet stable.

3.5.3 Gradient Boosting

Introduced in 2001 by Jerome H. Friedman Gradient Boosting builds predictors in
sequence adding a predictor at each step to correct for the errors of its predecessor.
Gradient Boosting trains predictors by focusing on residual errors from previous models

unlike AdaBoost, which adjusts sample weights based on previous errors.

Gradient boosting avoids creating one extensive decision tree to prevent overfitting
through step-wise construction of smaller trees. Indeed, these trees are all relatively
short with only a few nodes at the end as there is a limit on the number of splits that
each tree can have during a given run of the algorithm. It expands its coverage by
modelling smaller trees to the residuals, one tree at a time, to improve its performance
in the areas it does poorly. The learning process is further slowed down by the use of a
shrinkage parameter that allows a number of tree shapes to be dropped on the

residuals.. Moreover, as opposed to bagging, the growth of each tree is heavily
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influenced by the already built trees. The algorithm is capable of learning functional
mappings, which is why, according to the works of Vanhaeren et al. (2020), it is able to
produce quite high prediction accuracy. So, it can be used as an excellent tool for

predictive modelling.

3.5.4 XGBoost

XGBoost or Extreme Gradient Boosting has enhanced traditional gradient boosting and
has gained significant popularity in recent years because of its impressive speed and
accuracy. It's one of the most method used and effective for our purpose of bankruptcy
prediction. One example can be the research of Xia et al.(2017), where they made a
credit scoring model based on XGBoost and demonstrated that this new method had

better results than the previous credit scoring systems.

The XGBoost is a tree ensemble model that is made up of a huge number of regression
or classification trees. The model overcomes the limitations or weaknesses of a single
tree (relatively poor predictive performance) by incorporating the predictions of
multiple trees. The finished model can be viewed as a regression model with each term

being a linear combination of numerous trees (typically hundreds to thousands).

The particularity of this model is that it allows the constraining of variable weights.
Thanks to a penalty parameter, it decreases the problem of overfitting without having

less predictive power and accuracy. The output of the prediction is provided below:
K
GOX) = ) g(X)
j=1

Where:

- X; are the considered features.

- gr(X;) is the output function of each tree.

For proper functioning, XGBoost requires hyper-parameter optimization or tuning, and

the best values of these parameters cannot be estimated from the data, but they
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necessarily must be tuned independently for a given predictive modeling problem. In

XGBoost there are a lot of parameters, but the most important are:

- Number of trees: boosted tree models are constructed sequentially, with each
new tree aiming to address the errors from previous ones. Increasing the number
of trees beyond a certain threshold does not guarantee better model
performance.

- Maximum individual tree depth: this parameter refers to the size of each decision
tree. If the size is too small, the trees will have bad performance because they
capture few details of the data, otherwise, if the size is too big the trees will be
more overfitted.

- Learning rate(shrinkage): This parameter controls the weights of the features.
This makes the process more cautious after each boosting iteration by reducing
the feature weights and thus avoids overfitting. Also, it affects how quickly the
algorithm learns, meaning how important each tree is to the overall model at
any given moment. The lower the learning rate, the more iterations are needed
to get to the optimum.

- Gamma (regularisation): This parameter measures the minimum incremental
gain in squared error that can lead to a split. Thus, this parameter can be used
effectively to prevent over-fitting when used appropriately.

- Subsample ratio of features or columns: This parameter determines the column
sampling rate for each split for each level or tree

- Subsample ratio of observations or rows: This parameter determines the
observations sampling rate for each split for each level or tree.

- Minimum child weight: This parameter is the minimum number of observations
that can be contained in a leaf. If this value is large then large will be the

algorithm but this may cause an underfiting problem.

Hyper-parameter tuning for optimizing models is essentially an exploration task aimed
at discovering the best combination of these parameters. One of the most popular
methods for optimizing hyper-parameters is the random search method. In this method
to find the optimal configuration, a list of all possible values for each hyper-parameter

is created (called parameter grid) and instead of evaluating all possible combinations,
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only a random subset of these configurations is tested. This approach allows the search
to navigate through the entire space of considered hyper-parameters, building a
number of corresponding models. However, since there are some time constraints, the
goal is to strike a balance between building enough models and keeping within that time
limit.

The overall training duration is greatly extended by parallelizing the complete boosting
process: instead of focusing on finding the best possible model based on the data, as in
conventional methods, thousands of models are trained on various subsets of the

training dataset and then the best-performing model is selected by voting.

XGBoost can assist researchers in enhancing the accuracy of their bankruptcy prediction
models (Smiti et al., 2022). In this instance, XGBoost serves as one of the ensemble
classifiers, merging weaker learners through a boosting technique to create a robust

classifier, thereby ensuring precision in prediction situations.

3.6 Support Vector Machine (SVM)

The Support Vector Machine (SVM) was introduced by Cortes and Vapnik in 1995. This
supervised learning algorithm is primarily used for classification tasks, but it can also be
adapted for regression. The core concept of the model is that using labeled training data,
the algorithm identifies the optimal hyperplane to classify new data points. In a one-
dimensional scenario, a single point can separate two classes. In two dimensions, this
separation becomes a line, while in three dimensions it takes the form of a plane.
Therefore, in higher-dimensional spaces, the hyperplane is the boundary that

distinguishes between the classes (Noble, 2006).

In mathematics and geometry, a hyperplane is a subspace that has one less dimension
than the surrounding space. Generally, a hyperplane divides an n-dimensional space into
two distinct sections. Points on one side of the hyperplane satisfy one set of conditions,

while points on the other side satisfy a different set of conditions.
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In general, there isn't just one hyperplane that can separate the space. The SVM
algorithm selects the hyperplane that maximizes the margin, which creates the largest
possible distance between the hyperplane and the data points. Once the optimal
hyperplane is identified, the support vectors are those points that lie on its margin, as

illustrated in Figure 3.13.

Figure 3.13: The optimal plane in SVM. Source: Kotsiantis (2007).
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The remaining training data are largely irrelevant for determining class boundaries.
Given the complexities and potential misclassifications in real-world datasets, the SVM
may struggle to find a clear separation. To address this issue, a soft margin can be
implemented, permitting some points to fall within the margin of the separating

hyperplane.

Since many real-world problems involve non-separable data, the kernel function
provides a solution to this problem by mapping the data into a higher-dimensional space

(the transformed feature space), where the optimal hyperplane can be determined.

The kernel is typically described as a mechanism that represents the similarity between
two observations on a hyperplane. It serves as a function that is connected to the

selected distribution of the decision boundary.

Using SVMs for bankruptcy prediction can be very useful due to their easy

interpretability of analysis, data-driven, and free nature of distribution characteristics
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when compared with traditional statistical methods. SVMs are often regarded as the
leading classifier due to their ability to achieve optimal solutions and demonstrate

excellent generalization performance.

3.7 Artificial Neural Network

Artificial Neural Network is a system inspired by the function of the human brain and is

’

a non-parametric estimator that can be used for classification and regression. It’s

inspired by the single biological neuron, that performs simple activities:

e |t receives small electric signals from other neurons through the dendrites.
e |t carries out a weighted aggregation of these electrical signals.
e |t transforms the weighted aggregation into another electrical signal.

e |t releases this electrical signal to other neurons through the synapses.

So, there is an exchange of information thanks to the electrical signals, and the

information is processed through weighted aggregation and transformation.

In machine learning the perceptron is a basic model with the goal of illustrating the
fundamental principles of how biological neural networks work and its main purpose is
to perform binary classification. During the training process, the perceptron learns to
create a decision boundary that separates input data into two distinct classes based on

their characteristics. A perceptron is constructed as follows:
n
Z WiX; = WoXg + -+ + WXy
i=0

Where:

- x; is the number of inputs. (with xy = 1)
- w; are the weights by which to calculate the following weighted sum (weighted

aggregation).
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Once the preceptor calculates the weighted sum of the elements of this vector using this
formula, it transforms the weighted sum into an output thanks to the transformation

function:

n

(+1 lf Z WiX; >0
i=0
n

-1if wix; <0
0

i=

o() =

A perceptron with just one layer of weights is capable only of approximating linear
functions based on the input and is not suitable for solving problems that require
estimating non-linear discriminants. In the same way, it cannot be applied to non-linear

regression tasks.

Figure 3.14: Graphic representation of perceptron

It is possible to overcome the limitations of the perceptron by employing a network of
properly connected perceptrons. Generally speaking, an artificial neural network is a net
of artificial neurons and the structure is mainly concerned with the various ways in which

neurons can be interconnected to form such a net.

Artificial Neural Network (ANN) models have proven effective in predicting bankruptcy,

as they can identify, learn, and recognize patterns within financial data. However,
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despite their strong performance, ANNs face criticism for being a 'black box' system. This
means they often require a substantial amount of training data and can be

computationally expensive, which limits their feasibility (Ansari et al., 2020).
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CHAPTER 4: CASE STUDY DATA ANALYSIS

In this chapter, we will show the result obtained by applying some of the models
described above to my case study. This will help identify the most suitable model,
compare the various techniques used on the data, and examine their main

characteristics, including both positive and negative outcomes.

Since most bankruptcy models are evaluated using private datasets or limited publicly

available ones, a new dataset has been created considering only U.S. companies.

The particularity of this dataset is the implementation of ESG metrics which is a variable
that has not been very used in the literature regarding bankruptcy prediction; however,

its importance has increased significantly in recent years.

4.1 Dataset description

This section will outline the data utilized for the following empirical analysis, along with

its key variables.

The dataset contains accounting information about 281 American companies making up
the total sample of 2248 observations across the years 2016—2023. There are no missing
values and no synthetic or imputed values in the dataset. The focus on only U.S.
companies is due to the availability of detailed ESG metrics information in comparison
to other regions. Several factors affected the selection of the time frame from 2016 to
2023: Initially, the COVID-19 pandemic affected the quality and applicability of the
machine learning models in this period. Sudden changes occurring in 2020-2021 may
introduce outliers that can skew model performance, potentially altering the
relationships between variables to mitigate the effects of this pandemic, machine
learning models that are less sensitive to such disruptions, such as XGBoost, have been
selected. Additionally, as one of the aims of this study is to incorporate ESG scores into
bankruptcy prediction models, the chosen time frame between 2016 and 2023 is

appropriate, as interest in ESG became heightened starting in 2015.
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All the information about the financial data and the variables are obtained from
Bloomberg Terminal, which is a software specialized in accessing a vast array of financial

data, analytics, and tools in real-time.

The dataset contains data from only non-financial companies and the reasons are mainly

two:

- Companies in the financial sector (banks, insurance companies, investment
funds, etc) have balance sheets and accounting structures that are rather

different from those of non-financial companies.

- Firms in the financial sector are subject to specific regulations and capital
requirements (e.g., Basel lll for banks), so the risk of failure of these companies
is unique. These regulations make the behaviour of financial firms not

comparable with that of nonfinancial firms.

In the end, 11 critical variables were chosen for predicting business failure among non-

financial firms in North America that are in the Table 4.1:
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Table 4.1: List and description of all variables

Variable Name

Description

X1

EBITDA

Earnings before interest, taxes,depreciation and amortization. A way to assess
a company's overall financial performance as an alternative to netincome.

MNet Debt/EBITDA

Metric used to assess a company's ability to pay off its debt. Itindicates how
many years it would take for the company to repay its debt if EBITDA were used
entirely for that purpose.

Price Earning Ratio
{P/E)

This metric is commaonly used to measure the relationship between a
company's stock price and its earning per share (EPS). It is commonly utilized
by investors and analysts to evaluate if a stock is overvalued, undervalued, or
correctly valued in relation to its earnings.

X4

Quick Ratio

It's a liquidity metric used to assess a company’s capability to fulfill its short-
term liabilities with its most liquid assets.|t's a stricter measure of liquidity than
the currentratio because it excludes inventory and other less liquid current
assets.

Inventory Turnover

The Inventory Turnover ratio indicates how well a company handles its
inventory. It reveals the number of times a company sells and refurbishes its
inventory over a specific period.

X6

Profit Margin

It's a financial indicator that reveals the percentage of revenue retained as
profit after all costs and expenses are deducted. It evaluates a company's
capacity to transform sales into profits, serving as a crucial measure of its
financial health and operational efficiency.

X7

Return on Common
Equity (ROCE}

It's a financial indicator that assesses a company's profitability in relation to
the equity contributed by its common shareholders. It shows how effectively a
company utilizes the funds provided by its shareholders to generate profits.

X8

Cash Ratio

It's a financial ratio that measures a company's ability to pay off its short-term
liabilities and It's a more conservative measure than the current ratio and quick
ratio, as it exclusively accounts for cash and cash equivalents, excluding
receivables and inventory from its calculations.

X9

Return on Asset
{ROA)

It's a financial metric that assesses how effectively a company utilizes its
assefs to generate profit. |t indicates the proportion of profit a company
generates in relation to its total assets, highlighting the firm's capability to turn
its asset investments into net income

X10

Asset Turnover

It'is a financial ratio that assesses how effectively a company utilizes its assets
to produce revenue. It shows the revenue generated for each dollar of assets
owned by the company, highlighting how well the organization is making use of
its resources.

X11

ESG Disclosure
Score

It provides investors, stakeholders, and analysts with a standardized approach
to assess the transparency and openness of a company regarding its ESG
activities and theirimpact
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These variables are widely utilized in literature and include various common financial
and accounting ratios. For example, some variables are present in more classical models
such as the Asset Turnover, which is in the Altman model, up to new variables such as
ESG score. In particular, this list of predictors are similar to the list used in the research
of Kaleem et al. (2024) where they included only 8 variables to predict the business

failure for about 235 companies in Brazil.

4.2 Data cleaning

Firstly, it was made a screen of the data, trying to detect multicollinearity between
independent variables. Multicollinearity can complicate the analysis because it's a
statistical phenomenon that occurs when there is a high correlation between the
variables. With multicollinearity it can be very difficult to estimate the true relationship
between each independent variable and dependent variable, making difficult the

analysis of their individual effects due to increased variability of model coefficients.

To mitigate the issue of multicollinearity we use two instruments: the correlation matrix
and variance Inflation Factor (VIF). Both this analysis was made by using Gretl which is a

software designed for econometric analysis.

The first instrument is the correlation matrix, and the focus was on eliminating variable
pairings that displayed a correlation coefficient of 0.9 or above, regardless of whether

the correlation was positive or negative.
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Figure 4.1: Correlation matrix
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This process resulted in the exclusion of the variable Cash ratio since it is highly
correlated with the variable Quick Ratio. The reason why there is a high correlation
between these two variables is because both factors are liquidity ratios used to
determine a company’s ability to meet its short-term obligations. In the formula of the
Cash Ratio, the numerator includes only cash and cash equivalents, while in the Quick
Ratio, it includes also marketable securities and account receivables. So, the Cash Ratio
is more focuses on immediate liquidity, while the Quick Ratio focuses on near-term

liquidity.

In this case, the decision has been made to exclude the Cash Ratio in favour of the Quick
Ratio, as the Quick Ratio provides a more comprehensive view of liquidity, while the

Cash Ratio has limited explanatory power.

On the Variance Inflation Factor (VIF) analysis, VIF quantifies how much the variance of

a regression coefficient is inflated due to multicollinearity.
The VIF for a predictor variable X; is calculated in two steps:

1. Run a regression model where Xiis the dependent variable, and all other

predictors X1,X,..., Xp are independent variables.
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2. Compute the VIF using the formula:

Where:

. R]2 is the multiple correlation coefficient between variable j and the other

independent variables.

The threshold of the VIF can be interpreted as:
e VIF = 1: No multicollinearity (the predictor is uncorrelated with others).
e 1< VIF<5: Moderate correlation (generally acceptable).

e VIF 2 5: High multicollinearity (the variable’s coefficient estimates and p-values

may be unreliable).
e VIF>10: Severe multicollinearity (the variable should be removed or addressed).

These are obviously general rules, but as analysed by O’Brien(2007) these thresholds
aren't universally applicable and might be misleading. This because the acceptable level
of VIF depends on the context, such as sample size, number of predictors, the strength
of other variables in the model, or the research goals. For our study these levels of
threshold are acceptable since machine learning models prioritize predictive power over

interpretability, and our dataset is large (more than 2000 data)

As we can see in Table 4.2, if we eliminate the variable “Cash Ratio”, all the rest of the

variables have an acceptable value.
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Table 4.2: Variance Inflation Factor Analysis

EBITDA 1.041
NetDebtEBITDA 1.087
PriceEarningsRatioPE 1.024
QuickRatio 1.243

InventoryTurnover 1
ProfitMargin 1.
ReturnonCommonEquity
ReturnonAssets 2.
AssetTurnover L B
E5GDisclosureScore 1.121
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So the final list of all variables used for bankruptcy prediction are:
- X1= EBITDA
- Xo= Net Debt/EBITDA
- Xs=Price Earnings Ratio (P/E)
- Xs= Quick Ratio
- Xs=Inventory Turnover
- Xe= Profit Margin
- Xy= Return on Common Equity (ROCE)
- Xg= Cash Ratio
- Xo= Return on Asset (ROA)
- Xi0= Asset Turnover
- Xu1= ESG Disclosure Score

The first nine variables are very common in literature for their relevance to bankruptcy
prediction, however, the ESG Disclosure Score is a factor that has not received significant

attention for bankruptcy purposes.

As already seen in Chapter 1, over the last years ESG factors have made a great impact
on the financial health of the companies. In particular, the ESG Disclosure Score is a
metric used to evaluate how well a company discloses information about its

performance in the three key areas that are Environmental, Social, and Governance.
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The score ranges from 0 to 100 and has three different forms of interpretation:

e High Transparency: this is when the company’s ESG score is between 70 and 100;
in this case it’s easy to track its ESG practices, and ESG investors may find it very

attractive.

e Moderate Transparency: this is when the company’s ESG score is between 40
and 70; this means that the company provides some ESG disclosures but may not

provide much detail or may not report consistently.

e Low Transparency: the score is below 40, which indicates that the company has

poor ESG disclosure and may be exposed to ESG risks.

As previously mentioned, traditional machine learning models often do not include
factors such as ESG criteria as independent variables. For example, in a study by Kaleem
et al. (2024), they collected data from 235 Brazilian companies, trying to explore the
influence of ESG factor on business failure in Brazil by employing machine learning
techniques. The results of their study, show that models that incorporate ESG ratings
indeed greatly help improve the precision of bankruptcy predictions, thus pointing out

clearly the focus on sustainability as a business.

To see if a company has defaulted or not, the Bloomberg Issuer Default Score was used
to measure a bond issuer's creditworthiness. This score is part of Bloomberg’s general
credit risk analysis tools and is widely used by financial professionals to analyze and
compare the credit risk of issuers. Obviously, this is a proxy variable to determine if a
company has defaulted or not, as we have seen in Chapter 1 there are a lot of definitions

of bankruptcy, and it is a process that can stand for very many years.

For bankruptcy evaluations, if the score is equal to or higher than 15, it suggests a result
of 1 which means that the company in this particular year has some financial trouble, so
it is virtually defaulted. Otherwise, if the score is less than 15, it suggests a result of 0

which means that the company is financially stable.
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4.3 Training and test set

To apply and utilize machine learning techniques, the next step is to divide the original

dataset into training and test sets.

- The training dataset is a part of the original data which is employed to train the
machine learning algorithm and enable it to understand the data patterns and make

predictions.

- The test dataset, on the other hand, is applied to determine how well the model

generalizes with data that is completely unfamiliar to it.

It is important that the test dataset is statistically independent of the training one and
that both datasets belong to the same probability distribution. If a model performs well
on both the training and test data then it shows there is low overfitting. Overfitting
usually happens when the model has learned the training data very well but when tested
with the test data, it performs worse. This means that there are only instances that are
used to evaluate the performance of a fully trained classifier in the test set. In this case
study we used the data splitting method which is a common strategy for model
validation. This technique requires that a given dataset be split into two parts: one for
the training and the other for the testing. The statistical and machine learning models
are identified and fitted to the data in the training set and then tested with the data in
the testing set. The testing set has to fulfill two important criteria: First, it has to be large
enough to generate results that are statistically reliable and, second, it must be a typical
sample of the overall data. This means that the characteristics of the test set should

match those of the training set for comparison to be meaningful.

The next step involves determining how to divide the data into training and test
datasets. A commonly used ratio in many studies is 80:20, meaning that 80% of the data
is randomly selected for training, while the remaining 20% is reserved for testing. Other

ratios, such as 70:30, 60:40, and even 50:50, are also found in the literature.

In the case study, a ratio of 25:75 was utilized, which is commonly employed for

bankruptcy prediction.
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Using this ratio for the dataset will result in 1686 data points for the training phase and
562 for the test phase, which is sufficient for applying machine learning models. It is
important to note that artificial neural network models will not be utilized, as this type

of model generally requires a larger dataset.

4.4 Imbalanced Classification

Another problem in bankruptcy prediction can be the imbalanced classification, which
means that there is an imbalanced proportion between non-bankrupt and bankrupt
observations. During stable market conditions, bankruptcy is usually a rare event so the
imbalance in the training dataset can influence many machine learning algorithms, that
might perform poorly. They may default to always predicting the majority class due to
this lack of balance in class distribution. This situation can be concerning since forecasts

are often more crucial for the minority class (in this case the event of bankruptcy).

In this case, the final proportion is 2196 non-bankrupt and 52 bankrupt observations,
resulting in a bankruptcy rate of 2.31 % among the companies studied. The level of
imbalance in a dataset can vary in severity based on the percentage of the minority class.
A mild imbalance is observed when the minority class makes up between 10% and 20%
of the dataset, while a moderate imbalance occurs when it constitutes at least 5 % of

the dataset.

As a way of increasing the percentage of the minority class to a level closer to 5%, it is
important to review the methodology of defining company defaults. As outlined in
section 4.1 of this chapter, the Bloomberg Issuer Default Score is utilized to determine
the creditworthiness of companies. A threshold value of 15 has been employed,
meaning that if the score is greater than or equal to 15, the company is categorized as
virtually "defaulted"; otherwise, it is classified as the opposite. By lowering the threshold
value to 14, it is possible to identify 100 companies that have virtually defaulted,
resulting in a bankruptcy rate of 4.49%. This rate is closer to 5%, making it more

acceptable to reduce the data imbalance.
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4.5 Performance Measures

The focus of this work is not only on the prediction accuracy of the models, but other
metrics are implemented in order to see the reliability of the model. The most common
instrument is the confusion matrix, which is a table used to evaluate the performance

of a classification model. Table 4.3 shows the typical structure of this matrix:

Table 4.3: Confusion matrix

Predicted Negative Predicted Positive
Actual Negative TN FP
Actual Positive FN TP

Where:

e True Negative (TN) is the number of actually non-bankrupt companies, that have

been correctly predicted as such.

e True Positive (TP) is the number of actually bankrupt companies, that have been

correctly predicted as such.

e False Negative (FN) is the count of truly bankrupt firms that the model has
mistakenly predicted as not being bankrupt In statistics, this concept is known as

Type Il error and it occurs when a true positive is missed by the model.

e False Positive (FP) is the number of actually non-bankrupt companies that the
model has incorrectly forecasted as being bankrupt. In statistics, this concept is
known as Type | error and it occurs when a value is incorrectly identified as

positive.

The effectiveness of machine learning algorithms is usually assessed through a confusion

matrix, and from it, various metrics are derived as performance measures.
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Table 4.3 shows the most common metrics used for evaluating machine learning models

and their meaning.

Table 4.4: List and description of all metrics

Measure Formula Description
FP Itindicates the percentage of actual negative instances that a classification model wrongly
False positive rate TN+ FP identifies as positive. It assesses the frequency of false positive errors made by the model in
relation to the total number of actual negative cases.
FN It indicates the percentage of true positive cases a classification model mistakenly labels as
False negative rate m negative. This measure is vital for assessing a model's ability to identify positive instances
accurately.
TP + TN It measures how many correct predictions a model makes compared to all predictions it has

Precision + Recall

Accuracy - made. While it gives a broad overview of the model's performance, it does not consider the
TP+TN+ FP+FN i & .
distribution of positive and negative cases in the dataset.
TP Measures the proportion of true positive predictions out of all positive predictions made by the
Precision _— model. It is important in situations where the consequences of false positives are more significant
TP +FP or risky than those of false negatives, like in bankruptcy prediction context.
Recall TP Measures the proportion of true positive predictions out of all actual positive cases. In simpler
eca —_—
TP + FN terms, recall indicates how effectively the model recognizes all relevant positive instances.
It is the harmonic mean of both precision and recall, offering a single metric reflecting the balance
F1-S Precision * Recall between them. Values closer to 1 indicate a good balance between precision and recall,
-Score *

otherwise, values below 0.5 indicate that the model could have significant performance issues or
imbalanced data.

NB: In this context, positive instances refer to the event of bankruptcy, while negative instances denote companies that do not default.

Other important instruments, that can be derived from these measures, are:

- the ROC curve (Receiver Operating Characteristic curve)

- the AUC score (Area Under the Curve).

ROC curve can be represented in terms of figure that displays how well a binary classifier

performs across different threshold values. This curve is produced by plotting the true

positive rate (TPR, called also sensitivity) against the false positive rate (FPR, called also

specificity). In Figure 4.2, the X axis represents specificity, and the Y axis represents

sensitivity and when a classification method is applied it produces a value between 0

and 1.
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Figure 4.2: ROC curve and AUC score
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In Figure 4.2, we can see that the threshold affects the TPR and FPR. Low threshold leads
to more instances being classified as positive, thus both TPR and FPR increase. High
threshold leads to fewer predicted positives, thus TPR and FPR decrease. The ideal
classifier would have TPR of 1 and FPR of 0 which is the top left corner of the plot. The
bottom left to top right diagonal line represents a classifier with no discriminative
power, that corresponds to random guessing, and it is represented by a horizontal line

as close to the top left as possible for optimal performance.

The AUC score is a metric of this curve that allows one to calculate and compare the
absolute performance of methods (Bradley, 1997). It can be understood as the

probability that the model sorts a positive example above a negative example.
In particular, the score can be interpreted as follows:

e AUC Score=1 (perfect performance): the model can perfectly and reliably

distinguish between the positive and negative classes at all possible thresholds.

e 0.8 < AUC score < 1.0 (good performance): this indicates that the model has

strong and efficient capabilities and performs well.

e 0.7 < AUC score < 0.8 (fair performance): meaning it does better than random

chance but has regions that need enhancement.

e 0.5<AUCscore < 0.7 (poor performance): in this case there is poor performance

as the model has weak or poor discriminatory power.
e AUC score = 0.5 (random performance): the model has no discriminatory ability.
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Thus , the AUC ranges from 0.5 to 1, and the closer this metric is to one, the better the

classification performance of the method being evaluated (Fawcett, 2006).

The last important measure we will use to for the evaluation of the model is the feature
importance that shows the relationship of each variable to the model’s prediction and
helps which variables drive bankruptcy risk. Biases or unanticipated relationships in the
data can be revealed by feature importance analysis and such revelations can lead to
further insights or adjustments to the model. In models such as decision trees, random
forests, or gradient boosting machines (eg.XGBoost) feature importance can be
calculated based on the decrease in impurity (Gini impurity or entropy) or decrease in
error for every split made in the tree. The sum of these improvements for all splits that
use a given feature determines its importance score, and the result is normalized.
Another popular method is to mix up the values of a characteristic in a validation set (or
use out-of-bag data) and see how much the model's ability drops. If ability drops

significantly, the characteristic is considered important.

4.6 Results and analysis

For this study, the results of five machine learning models that were analyzed in the
previous chapter will be presented. In particular, the models we have implemented are:

1) Random Forest

2) Bagging

3) AdaBoost

4) GentleBoost

5) XGBoost

All these models use decision trees as their base learners and are therefore potentially
good at capturing non-linear relationships. They also build on the idea of multiple trees,
training them on different subsets of the data; either by using bootstrapping (as in
Bagging and Random Forest) or by iteratively re-weighting samples (as in AdaBoost,

GentleBoost, and XGBoost). This helps to reduce overfitting, enhance the ability to
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generalize, and make the models insensitive to noise in the data. As stated earlier in this
chapter, the adoption of artificial neural network models is not feasible due to the

insufficient amount of data required for such models.

We focus on the effectiveness when evaluating the models and metrics such as
precision, recall, F1 score, and overall accuracy are used. For each model it’s provided a
strong set of combined metrics in order to ensure that the findings are statistically sound
and practically relevant. In the implementation of the initial four models, we employ the
MATLAB programming language, while the XgBoost model is executed utilizing Python

code.

As regards the operation and technical description of each model, this has already been

done in Chapter 3 so we will only give a brief introduction for each model.

4.6.1 Random Forest

The first model we have analyzed is Random Forest, which is a ensemble learning
algorithm that builds multiple decision trees during training and merges their
predictions to improve accuracy and reduce overfitting. It is used for bankruptcy
prediction because it handles high-dimensional data and in general is robust to

overfitting.
For the construction of the model, we have used these parameters:

o Number of trees=10; so, the size of the ensemble is consisting of 10 independent
trees where each tree represents a decision model that contributes, through

aggregation, to the final decision.

e Maximum number of split=80; it indicates the maximum number of splits
allowed in each tree and limits the number of divisions (thus the number of

levels).

e Minimum leaf=2; it specifies that a node may only be split if both resulting child
nodes contain at least 2 samples. It prevents the creation of leaf nodes with very

little data, also affecting the structure (and depth) of the tree.
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At the end the number of levels of the tree is indirectly controlled by the maximum

number of split and the minimum leaf.

Table 4.5: Results of Random Forest model

RANDOM FOREST
Accuracy 0.9887
Precision 0.9508
Recall 0.7838
F1-Score 0.8593
False positive rate 0.1780%
False negative rate 0.9496%

The performance of the Random Forest model, as summarized by the metrics in Table

4.5, is greatly strong but shows some spots for improvement. In particular:

Accuracy (0.9887): the model achieves high accuracy, meaning it correctly

predicts most of the cases.

Precision (0.9508): This high precision value indicates that the model has a high
capability of preventing false positives; if it classifies a sample as positive it is
correct 95.08% of the time. This is useful in bankruptcy prediction since it

reduces false positives and focuses on real potential threats.

Recall (0.7838): this value is considered moderate. The model finds only about
78.38% of the actual bankruptcies, so this means that about 21.62% of

bankruptcies are missed (false negatives).

F1-Score (0.8593): the F1-score reflects a balance between precision and recall,
but in this case, the balance is slightly more in favour of precision. Since the
concern about the omission of bankruptcies is higher than the concern about

false positives, it would be better to place more emphasis on the recall value.
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e False Positive Rate (0.1780%): this level of the false positive rate implies that only

a tiny fraction of non-bankrupt firms is wrongly labeled as bankrupt.

e False Negative Rate (0.9496%): this rate is very low, so the model is missing just
a tiny percent of real bankruptcies (less than 1%). This would mean the model
catches nearly all instances of bankruptcy, which is important in the field of

bankruptcy prediction.

Figure 4.3: Random Forest ROC Curve

In-Sample and Out-Sample ROC Curve (Random Forest)
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If we want to evaluate the ROC curve and AUC score of the Random Forest model, Figure
4.3 shows that the model performs well on the training data, with a nearly perfect AUC
score of 0.9988. This indicates that the Random Forest model is very efficient at

differentiating between bankrupt and non-bankrupt cases within the training set.

The AUC score of 0.6996 on the testing data indicates that the model's performance gets
worse on unseen data. Overall, for bankruptcy prediction is a moderately acceptable
score, but in the real world, such a score could result in false positives (bankruptcy
predicted for solvent firms) or false negatives (actual bankruptcies going unpredicted).

Either case could have costly implications.
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To calculate feature importance for the Random Forest model we have used Out-of-Bag
(O0B) permutation importance. This is a model-agnostic technique that quantifies
feature importance by measuring how much permuting (shuffling) a feature’s values
degrades the model’s predictive performance. Using the OOB samples avoids the need
for a separate validation set and provides an unbiased estimate of how each feature

influences the model's performance on unseen data.

Figure 4.4: Random Forest feature importance
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As we can see in Figure 4.4, all the features' importance has been normalized to make
the comparison between models much easier. In this graph, we can see that the variable
Xs, which corresponds to Profit Margin, is the most important feature in the model, so
it indicates that profitability is a key determinant in predicting bankruptcy. Also, X1 and
Xo which correspond respectively to Net Debt/EBITDA and Asset Turnover, are metrics
that are very important for the model. If we focus on the ESG Disclosure Score (variable

X10), we can see that it is less critical compared to profitability and liquidity metrics.
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4.6.2 Bagging

Bagging (Bootstrap Aggregating) is an ensemble learning technique that enhances the
accuracy and robustness of machine learning models, making it highly effective for
bankruptcy prediction. In bagging since many models are built on different random
samples, their errors tend to cancel out when aggregated. This reduces the overall

variance of the model and improves its generalization performance.

For the Bagging model we have used as the base estimator the decision tree, so the

parameters are the same as the Random Forest model but with different values:

e Number of trees=50; the model uses 50 decision trees where each tree is trained

on a bootstrap sample of the original dataset.
e Maximum number of splits=40; each tree can perform a maximum of 40 splits.

e Minimum leaf=5; This ensures that no leaf has less than 5 observations, so no

decisions are made from very small samples, and thus reducing the overfitting.

Table 4.6: Results of Bagging model

BAGGING
Accuracy 0.9828
Precision 0.9592
Recall 0.6351
F1-Score 0.7642
False positive rate 0.1187%
False negative rate 1.6024%

The metrics of Bagging model are very similar compared to Random Forest model since
they use decision trees as the base learner and both use bootstrap sampling. In this case,

Recall and F1-Score have a relatively low value (0.6351 and 0.7642 respectively) and it
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indicates that while the model performs well in identifying bankruptcies, it still fails to

catch a significant number of actual bankruptcy cases (false negatives).

Figure 4.5: Bagging ROC Curve

In-Sample and Out-Sample ROC Curve (Bagging)
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Similar to the ROC Curve of the random forest model, the in-sample AUC score in this
instance is remarkably close to 1, indicating exceptional predictive performance on the
training dataset. This finding suggests that the model demonstrates a strong capability
to distinguish between bankrupt and non-bankrupt entities within the sample
effectively. For out-of-sample evaluation, the AUC score of 0.7850 surpasses the
Random Forest model's out-of-sample AUC of 0.6996. While this value is still
satisfactory, indicating that the model is reasonably effective at distinguishing between
bankrupt and non-bankrupt entities in new data, it is less accurate compared to its in-

sample performance.

As with the Random Forest model, we have used the OOB permutation importance to

rank features based on their impact on the Bagging model’s predictive accuracy.
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Figure 4.6: Bagging feature importance
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The feature interpretation is the same as in the Random Forest context:
e X3 and Xy correspond respectively P/E and ROCE, which are the variables with
the highest importance meaning they are critical in predicting bankruptcy in this

model.

e Xy(Net Debt/EBITDA), Xs (Profit Margin) and X10 (ESG Disclosure Score) are others

predictors that matter but have a less impact as compared to X3 and X5.

e X4(Quick Ratio) is a variable that in this case shows a negative importance, which

means it negatively impacts the model’s performance when included.

4.6.3 AdaBoost

AdaBoost is another form of boosting model that is able to handle imbalanced or noisy
data by focusing on crucial misclassified instances that can enhance the reliability and
accuracy of the predicted values. While bagging generates models randomly and
independently, AdaBoost updates the weights of the instances that are misclassified in

one iteration to make them more important in the next iteration.
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The parameters that we have used for define the capacity and learning dynamics of the

AdaBoost model are:

e Number of trees=100; it means that the AdaBoost algorithm will create an

ensemble of 100 trees.

e Maximum number of splits=15; it means that each tree is allowed to create up

to 15 splits.

e Shrinkage=0.1; this parameter (also know as the learning rate) controls how
much each tree contributes to the final model, so it scales the weight applied to
each tree’s predictions. In this case a value of 0.1 means that each tree has a

smaller impact on the ensemble.

Table 4.7: Results of AdaBoost model

ADABOOST
Accuracy 0.9911
Precision 0.9683
Recall 0.8243
F1-Score 0.8905
False positive rate 0.1187%
False negative rate 0.7715%

As we can see from Table 4.7, the metrics of AdaBoost are in general better than
Random Forest and Bagging model, especially for Recall and F1-Score which have a value
respectively of 0.8243 and 0.8905. This means that 82.43% of companies that are at risk
of bankruptcy are correctly identified by the model and in general the model has a good
balance between recall and precision. As we have already mentioned, the latter two
metrics are very important for bankruptcy prediction since misclassifying a company as

“non-bankrupt” could lead to very serious consequences.
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Figure 4.7: AdaBoost ROC Curve
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For the ROC curve of AdaBoost model, we can see that for the in-sample dataset, the
AUC score is nearly 1, meaning that the model performs exceptionally well on the
training data. While for the out of sample dataset, the AUC score is equal to 0.8140,
which surpasses the AUC scores obtained from both the Bagging and Random Forest
models. This performance indicator is generally regarded as favorable, as it
demonstrates a robust capability to differentiate between bankrupt and non-bankrupt
companies effectively.

The Gini Importance, weighted by tree weights of AdaBoost has been used to calculate
feature importance. It is a model specific method that combines feature importance
from all decision trees in the AdaBoost ensemble. Contribution of each tree is scaled by
its weight in the boosting process, giving more importance to trees that correct critical

errors.
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Figure 4.8: AdaBoost feature importance
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As we can see from Figure 4.8, we can make these observations regarding the feature
importance of the AdaBoost model:

e Xs (Profit Margin) is the most important variable for AdaBoost model.

e Xi1(EBITDA), X2(Net Debt/EBITDA), and X3(P/E) have a significant impact on the

model, while all other variables are insensitive to the model.

4.6.4 GentleBoost

GentleBoost is a variant of AdaBoost but it is less aggressive in updating weights in that
it focuses on a squared error loss, rather than the exponential loss that AdaBoost uses.
Because its updates are not as extreme, GentleBoost is less sensitive to outliers, leading

to improved generalization in practice.
For the hyper-parameterization of the model, we have used these parameters:
o Number of trees=50; it means that the GentleBoost algorithm will use 50 trees.

e Maximum number of splits=3; it means that each tree is permitted to make up

to 3splits.
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e Shrinkage=0.3; it means each tree’s predictions are weighted lightly, leading to

cautious updates.

Table 4.8: Results of GentleBoost model

GENTLEBOOST
Accuracy 0.9947
Precision 0.9851
Recall 0.8919
F1-5core 0.9362
False positive rate 0.0593%
False negative rate 0.4748%

If we look at the metrics of this model in Table 4.8, the model appears to perform quite
well. The Recall and F1-score of 0.8919 and 0.9362 respectively are higher than that of
the AdaBoost model, which means that this model is good at identifying most of the
potential bankruptcy cases which are important in risk management. Furthermore, the
false positive rate (0.0593%) and the false negative rate (0.4748%) are quite low, which

means that the model is doing a good job of avoiding the costs of wrong classification.
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Figure 4.9: GentleBoost ROC Curve
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In Figure 4.9 we can see that the in-sample AUC score is almost at 1 and thus in line with
all the other models, while the out-of-sample AUC score is 078248 which is lower than
the AdaBoost and Bagging models but higher than Random Forest.

To calculate feature importance, we have used split importance (Squared Error
Reduction) weighted by tree contributions. GentleBoost minimizes a squared error loss
instead of exponential loss, so the feature importance is derived from the total
reduction in squared error caused by splits on each feature, aggregated across all trees

in the ensemble and scaled by the boosting process
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Figure 4.10: GentleBoost feature importance
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Based on the information provided in Figure 4.10, the following conclusions can be made
about the feature importance of the GentleBoost model:

- X3 (P/E) is the most important feature in the model.

- X2 (Net Debt/EBITDA), Xs(Profit Margin), X7(ROCE), and X1o (ESG Disclosure Score) are

also equally important, while the rest of the variables are less important.

4.6.5 XGBoost

XGBoost (Extreme Gradient boosting) is an implementation of gradient boosting, where
decision trees are built sequentially, each correcting the errors of the previous one.
XGBoost differs from traditional boosting methods by adding in advanced regularization
and parallelization and hardware optimizations in order to manage large datasets and
complex problems. This model is one of the most frequent in the literature for

bankruptcy purposes
For the hyper-parameterization of the XGBoost model, we have used these parameters:

e Maximum depth=6; it means that each tree can have up to 6 levels (from root to

leaf)
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e Shrinkage=0.1; this parameter scales the contribution of each new tree added to
the ensemble. With a value of 0.1, each tree’s prediction is reduced to 10% of its

original value before being added to the overall model.

e Ineach deciNumber of CPU threads=4; it is the number of CPU threads to use for
parallel processing. Having this parameter as 4 helps XGBoost train the model

using 4 cores, if the system has more than four.

e Number of iterations=50; this parameter indicates the number of boosting
rounds (iterations) the algorithm will run. Each round adds a new tree to the

ensemble to correct errors made by the previous rounds.

Table 4.9: Results of XGBoost model

XGBOOST
Accuracy 0.9923
Precision 0.9841
Recall 0.8378
F1-Score 0.9051
False positive rate 0.0594%
False negative rate 0.7126%

From Table 4.9, it can be stated that the performance metrics of the XGBoost model are
generally satisfactory. Nevertheless, the XGBoost model has some lower values for
Recall and F1-Score compared to the GentleBoost model which is 0.8378 and 0.9051
respectively. In addition, the rates of False Positives and False Negatives are less than in
the previous model and they are 0.0594% and 0.7126% respectively. These results show
that in this particular case, XGBoost does not seem to be the best model when compared

to these particular criteria.
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Figure 4.11: XGBoost ROC Curve
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If we look at Figure 4.11, just like with the other models, the in-sample AUC score is
equal to 1. The out-of-sample AUC score is 0.85, which is the highest among all the
models we’ve tested so far. This means that XGBoost is the best-performing model in
identifying bankrupt firms when using unseen data. This is especially useful in the real
world as early detection of potential bankruptcies can help to avoid a lot of financial risk.
To calculate feature importance, we have used XGBoost’s split count (weight) method,
which quantifies how often a feature is used to split data across all trees in the

ensemble.

In each decision tree the data is split at various nodes recursively based on the values of
different features. The choice of a feature to make at a node is based on how well that
feature reduces the loss function. The 'weight' importance metric is the total number of
times a feature was used to split the data across the entire ensemble of trees. This is
because, a feature that is more informative will be selected more frequently for splits

and hence the count will be higher.
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Figure 4.12: GentleBoost feature importance
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Figure 4.12 shows the importance of different financial metrics as predictors of

bankruptcy. The model’s key predictors are explained below:

X10(Esg Disclosure Score) with 16% importance is the most influential variable in
predicting bankruptcy. It shows that companies with higher levels of ESG
disclosure may have lower bankruptcy probability. This means, as the literature
has also pointed out in the last few years, that ESG transparency is a good

indicator of financial health, stakeholder trust, and management quality.

X3(P/E) and X2 (Net Debt/EBITDA) are also significant predictors at 15% and 14%,
respectively. An unusually low or negative P/E ratio may be a sign of financial
distress, while a high Net Debt/EBITDA ratio often means that a company has

trouble paying its debts and faces bankruptcy risks.

The rest of the variables have approximately the same importance, and only
Xa(Quick Ratio) indicates that short-term liquidity is not a critical factor and other
factors, such as leverage and profitability, are more important in predicting

bankruptcy.
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4.6.6 Overall comparison

In Table 4.10 there is a comparison between all the metrics’ performance of all machine

learning models that we have analyzed so far.

Table 4.10: Overall performance of machine learning models

RANDOM FOREST BAGGING ADABOOST GENTLEBOOST XGBOOST
Accuracy 0.9887 0.9828 0.9911 0.9947 0.9923
Precision 0.9508 0.9592 0.9683 0.9851 0.9841
Recall 0.7838 0.6351 0.8243 0.8919 0.8378
F1-Score 0.8593 0.7642 0.8905 0.9362 0.9051
False positive rate 0.1780% 0.1187% 0.1187% 0.0593% 0.0594%
False negative rate 0.9496% 1.6024% 0.7715% 0.4748% 0.7126%

Based on the performance of the models in Table 4.10, we can say that:

GentleBoost is the best overall as it performs well in all the critical metrics
(accuracy, precision, recall, F1-score, and both error rates). For our dataset, it
makes it the most reliable model for bankruptcy prediction when missing true

cases (false negatives) is critical.

XGBoost is a close second, providing a good balance between precision and recall
as well as high accuracy and low error rates. It’s a robust and efficient substitute

to GentleBoost.

AdaBoost provides strong performance but is worse than GentleBoost and
XGBoost in recall and false negative rate, thus it is not as good at capturing all

the true bankruptcy cases.

Random Forest and Bagging are worse than the boosting methods in terms of
recall and false negative rate. These models are not very appropriate when the

concern is to avoid as many bankruptcies as possible.
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4.7 Comparison with the regression models

Since our goal is to demonstrate that machine-learning models have better performance
than the classical model, as the literature has shown for years, we have also developed

a probit model and made a comparison between the models.

A probit model is a regression model that is similar to logistic regression, however,
instead of using the logistic function, it utilizes the cumulative normal distribution
function (CDF) to estimate probabilities. A regression model has some different
measures with respect to a machine learning model, so we have to interpret and analyze

the results of the probit model that are in Table 4.11

Table 4.11: Probit model analysis

coefficient atd. error z p-value
const -0.479305 0.235399 -2.036 0.0417
EBITDA -0.000147039 5.47085e-05 -2.688 0.0072
NetDebtEBITDA 0.00567799 0.00234856 2.418 0.0156
PriceEarningsRat~ 0.000315356 ©0.000166407 1.895 0.0581
QuickRatio -0.323584 0.0616329 -5.250 1.52e-07
InventoryTurnover 0.0009805210 0.000630123 1.437 0.1508
ProfitMargin -0.0022287% 0.00154132 -1.446 0.1482
ReturnonCommonEqg~ -0.002299%¢ 0.00155517 -1.479 0.139%92
ReturnonAssets -0.0483067 0.00709526 -6.808 ©.88e-012
AssetTurnover 0.0775383 0.0682705 1.136 0.2561
ESGDisclosureSco~ -0.0132116 0.00506783 -2.607 0.00%9
Mean dependent var 0.072954 S.D. dependent wvar 0.260118
McFadden R-squared 0.234952 Adjusted R-squared 0.216219
Log-likelihood -449,.2418 Akaike criterion ©920.4835
Schwarz criterion 883.3793 Hannan-Quinn 543.4412

If we look at the coefficients: each one tells us about the marginal effect on the z-score
of the Probit and the sign of the coefficient indicates the direction of the relationship.
The standard errors and p-values tell us about the statistical significance and in general

a p-value less than 0.05 is usually considered significant.

The model has some predictors that are statistically significant like EBITDA, Quick Ratio,
Return on Asset, and ESG disclosure score. So out of 11 variables, 6 are significant at 5%

level, the Price Earnings Ratio at 10%, and the others not.
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At the bottom of the table, the statistical measure we are most interested in is the
McFadden R-squared which is similar to R-squared statistic employed in the context of
nonlinear regression models, yield. Typically, values ranging from 0.2 to 0.4 are
interpreted as indicative of good model performance, so in this case, a value of 0.235

suggests that this result is satisfactory.

Table 4.12: Results of the Probit model

PROBIT
Accuracy 0.9310
Precision 0.6552
Recall 0.1159
F1-Score 0.1969
False positive rate 0.4448%
False negative rate 6.4502%

If we look at Table 4.12, we can see that the model is very good at predicting non-
bankrupt companies (93% accuracy) but performs poorly at detecting bankrupt ones. A
precision of 0.65 indicates that the model predicts bankruptcy 65,5% of the time.lt is
important to note that the recall value is 0.119 which is very low indicating that many
bankrupt cases are missed, and also the precision (65%) is low.

In conclusion, the results clearly show that the machine learning model outperforms the
metrics in evaluation. So, the regression models seem inadequate for the complex

dataset management.
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CONCLUSION AND FUTURE WORKS

This thesis begins by giving a general overview of the concept of bankruptcy framework.
Despite the fact that such events are quite frequent and are, as a rule, associated with
the general underperformance of a company, various external factors can greatly affect
the severity of bankruptcy impact on both the business and the market. For instance,
financial crises can severely affect the financial position of a company, so there is a need

to implement models that have good and reliable forecasts.

Using a sample of 281 U.S. firms, this research then shows that with advanced
algorithms such as GentleBoost and XGBoost, the predictive accuracy is better than that
of classical models. These results not only vouch for the technical superiority of
ensemble methods but also for their capability to identify complex, nonlinear

relationships that are not evident in traditional and classic models.

Additionally, empirical evidence supports ESG disclosure score as an important indicator
of a company’s financial distress. Those firms that commit to transparent sustainability
practices experience significantly lower bankruptcy risk despite traditional emphasis on
purely financial indicators. The result fits with increasing evidence that ethical
governance and environmental stewardship act as indicators of managerial
accountability and operational resilience that investors and regulators are increasingly

focusing on during climate volatility and public scrutiny.

However, this work acknowledges some inherent limitations. The dataset is still only
confined to U.S. non-financial firms, and cross-validation in global and sector specific
contexts is needed. Hence, future work on this topic should be to reflate findings from
other markets and industries. We have only tried to analyze and explain the most
essential models, but the field of machine learning is vast and constantly evolving, so
there are many areas that need further studies. For example, this study only considered
financial indicators, but it may be useful if it also incorporates outside economic

indicators that explain why some areas are losing or gaining momentum.

As aresult, ongoing progress in the predictive methodology will further enhance stability

in the financial climate by allowing firms, as well as their investors, to reduce default
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probability. With new and emerging technologies and refinement of current models, it
will possible the effective link between theory and practice and, therefore, enhance the

resilience and strength of the world’s financial architecture.
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