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General Introduction

Large language models (LLMs) are increasingly embedded in everyday workflows, from draft-
ing and search to decision support. As their use expands, a central open question is how well
these systems handle affect, or in other words, the recognition and representation of human
emotions in conversational language. While emotional intelligence is often cited as a human
cognition quality, recent advances suggest LLMs can approximate aspects of affective under-
standing. Yet the extent, reliability, and biases of these capabilities remain undercharacterized.

The core problem addressed in this project is the gap between human emotional intelligence
and AI’s current capabilities in emotion recognition. Specifically, the project seeks to determine
whether AI can truly approach the depth and nuance of human emotional understanding, and
how its reasoning process compares to that of a human.

This thesis investigates LLM-based emotion and sentiment annotation on conversational
dialogue. Concretely, we compare human annotations based on the Multimodal EmotionLines
Dataset’s instances (MELD) with zero-shot annotations produced by Ollama’s Gemma3 and
Mistral AI tools on those same utterances. This thesis limits its analysis to textual modality,
given the focus on NLP limitations, while acknowledging that MELD provides multimodal sig-
nals (audio and visual). It also uses MELD’s established label sets that represent six emotions
(anger, disgust, fear, joy, sadness, surprise) and three sentiments (positive, negative, neutral).

We address the following research questions (RQs):

• RQ1: How do the empirical distributions of the chosen AI tools’ emotion and sentiment
labels compare to the human label distributions on MELD?

• RQ2: What is the level of agreement between the AI tools and human annotators overall
and per class?

• RQ3: What differences and similarities are there between Gemma3 and Mistral in emo-
tion and sentiment analyses?

• RQ4: Which conversational factors (e.g., utterance length, turn position, speaker fre-
quency) are associated with higher disagreement?

To support this analysis, the study uses the open-source dataset MELD, which builds on
EmotionLines (Ku et al.). This study includes the following contributions:

1. A cleaned and merged version of MELD, plus an augmented release that adds Gemma3’s
and Mistral’s emotion/sentiment labels and per-row processing time.

2. A reproducible local pipeline (Ollama) for large-scale, zero-shot annotation with strict
label validation.
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3. A comparative evaluation of human vs. Gemma3 and human vs. Mistral annotations
using standard agreement metrics and diagnostic visualizations.

4. Empirical findings that characterize where Gemma3 and Mistral align with or diverge
from human judgment, informing the use of LLMs as auxiliary annotators.

Chapter 1 reviews background and related work. Chapter 2 details the data preparation,
hypotheses, annotation pipeline, and evaluation methodology. Chapter 3 presents results and
discussion, followed by limitations and future directions.
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Chapter 1

Literature Review

In this chapter, we will build solid theoretical foundations for our project by explaining key
concepts, technologies used, and frameworks that relate to the study.

1.1 Artificial Intelligence: Foundations and Evolution

Artificial Intelligence is the core focus of our study; therefore, a definition of AI, the historical
milestones in its development, and its categories should be first established.

1.1.1 Definition and Scope

Artificial intelligence (AI) is the ability of computers to do activities that would normally re-
quire human intelligence. These activities include learning, analyzing, problem-solving, and
language understanding. Artificial intelligence (AI) systems were made to resemble empirical
processes and adapt their activities in response to information. It can be used in several sub-
disciplines, like computer vision, robotics, natural language processing, and machine learning.

A comprehensive overview of AI’s cognitive and computational foundations is provided
in Liu et al. (2025), Advances and Challenges in Foundation Agents, which explores how AI
systems are increasingly modeled after human cognition. One of the fast-growing areas of AI
is emotion understanding, which is related to NLP and affective computing.

1.1.2 Historical Milestones

We can break down AI development into the following eras:
• Early Symbolic AI (1950s–1970s): We evoke examples like ELIZA (Shrager (2024)) and

SHRDLU (Ontanon (2018)) that demonstrate basic natural language capabilities and can
be described as rule-based.

• Expert Systems and AI Winter (1980s–1990s): An era where MYCIN, a knowledge-based
system, emerged along with others. The problem with these systems was in their scala-
bility and adaptability. This led to little to no funding and interest.

• Machine Learning Era (2000s–2010s): This period was characterized by a rise of statisti-
cal learning methods. What supported the blossoming of machine learning was the newly
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acquired access to large datasets. Multiple achievements were made in speech and image
recognition.

• Deep Learning and Generative AI (2010s–Present): With the development of deep neu-
ral networks and transformer architectures like GPT and BERT, the Natural Language
Processing and generative tasks were revolutionized.

1.1.3 Categories of AI

We can categorize AI into three levels:
• Narrow AI (Weak AI): Such as language translation or facial recognition. These sys-

tems were designed to accomplish. They are still used to this day.
• General AI (AGI): Refers to a long-term research goal yet to be achieved. It’s the theory

of an AI model that can accomplish any task a human can do on an intellectual level.
• Superintelligent AI Another imaginary AI model. It’s a system where AI is even more

intelligent than humans across all areas. Even the thought of this model raises ethical and
safety concerns (Liu et al. (2025)).

Liu et al. (2025) ’s foundational paper discusses in depth the distinctions between these cate-
gories. The paper also explores the cognitive architecture and safety implications of advanced
AI systems.

1.2 Generative AI

In this subsection, we will explore what Generative AI means, how it works, and where it is
applied in real life.

1.2.1 What is Generative AI?

Generative AI refers to computational techniques applied to large datasets to generate new,
meaningful content such as text, images, or audio (Feuerriegel et al. (2024)). Some examples
include, but are not limited to, DALL·E 2, GPT-4, and Copilot. These types of systems are
reshaping the way organizations and people behave in today’s society. They help create content
and answer questions for those asking. It has been reported that generative AI could raise global
gross domestic product (GDP) by 7% and replace 300 million jobs of knowledge workers (Chui
et al. (2023).

1.2.2 Applications and Real-World Examples

Generative AI is being applied across a wide range of industries and domains. AI in health-
care is being used to generate medical images like synthetic X-rays. These images are later
used for diagnostics and improving access to annotated data. In education, Generative models
help personalize learning content and automate tutoring, making it accessible to a larger group
of people. Other areas of application are creative industries, where artists and designers use
Midjourney, DALL·E, and other tools to go beyond the usual visual styles and concept art. In
customer service, chatbots are becoming very popular by helping to optimize the accessibility
of customers to quick and efficient help. Lastly, a lot of artists and singers are now relying on
generative tools to enhance or create their music and videos using AI.
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These applications show the extent and potential of generative AI. However, ethical con-
cerns about misuse and authenticity are also on the rise.

1.2.3 Generative AI Architectures

Several core architectures support the process of new content generation done by Generative
AI Sengar et al. (2025):

• Autoencoders: Useful for image and speech generation. They are models that compress
and transform data into simpler representations and reconstruct it.

• Generative Adversarial Networks (GANs): By connecting a generator that produces
synthetic data to a discriminator, authenticity can be assessed. This is known to improve
quality through competition.

• Transformer Models: Introduced by Vaswani et al. (2017), transformers can detect
relationships in data relying on large language models (e.g., GPT, BERT, LLaMA).

• Diffusion Models: They transform random noise into structured output. This gradual
change achieves high performance in image creation. (e.g., DALL·E 2, Stable Diffusion).

What’s common between these designs is that models learn data distributions through super-
vised, unsupervised, or self-supervised training before applying what has been learned in the
generation of new samples.

1.2.4 Generative AI Models

Generative AI models may produce text, graphics, audio, and video Bengesi et al. (2024). Text

generation models use deep learning architectures to generate relevant text. The most notable
models are GPT and BERT. OpenAI created GPT, a non-linear transformer trained on vast
amounts of text. It has been taught to recognize the following word in a given sentence. It
may be used to exchange ideas, summarize lengthy documents, and write articles. Unlike GPT,
BERT is built for text comprehension rather than creation. It relies on context to perform ac-
tivities like responding to user inquiries and assessing attitudes in text. Both theories have a
significant influence on Natural Language Processing (NLP) by allowing machines to interpret
and create text.

Image generation models create visual content from textual or visual user-provided con-
tent. Two of the most famous models are DALL·E and Midjourney. DALL·E is a model that
generates images from textual descriptions, while Midjourney is a proprietary model known
for its artistic image generation, most used in creative industries.

Audio and video generation: Generative models for audio and video are more complex
due to the temporal and multimodal nature of the data. Jukebox was developed by OpenAI. And
it generates music with vocals and instrumentation by learning from raw audio data. Synthesia
is a commercial platform that uses AI to generate realistic video avatars from text input.

1.3 The Nuances of Human Emotion

We have tackled Emotion Analysis when it comes to the AI-Human dynamic, and now we
move on to the importance of Human emotion and its nuances.
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1.3.1 Theories of Emotion

Two foundational theories guide emotion recognition research:
• Ekman’s Basic Emotions: Proposes six universal emotions: happiness, sadness, anger,

fear, surprise, and disgust. These emotions were based on facial expressions and cross-
cultural studies.

• Plutchik’s Wheel of Emotions: Introduces eight primary emotions arranged in a circular
model, allowing for combinations and intensities. Plutchik’s psychotic revolutionary
theory emphasizes the adaptive and evolutionary role of emotions

1.3.2 Emotions vs. Culture

The understanding of emotions changes from one culture to another in expression and interpre-
tation. AI systems trained on non-varied datasets may fail to recognize emotional hints that are
specific to certain cultures. This usually leads to biased or inaccurate predictions; thus, there is
a need for culturally inclusive datasets and models.

1.3.3 Challenges in Modeling Emotions

Some challenges in dealing with emotion modelling are subjectivity and ambiguity in emo-
tional expression, difficulty in labeling emotions consistently across datasets, real-time pro-
cessing constraints, and integration of multimodal data with contextual understanding

1.3.4 Practical Implications for Analysis

When engaging in emotion classification, it is essential to recognize that not all emotions be-
have equally. The differences are in frequency, detection, and context. These factors influence
human annotation patterns and AI model predictions. Emotions can be characterized according
to two traits:

Base-rate imbalance: Joy and sadness are spotted more times than fear, disgust, or sur-
prise in datasets. The frequency of appearance can affect how annotators perform with these
emotions (both humans and models). The more the emotions appear in datasets, the more fit
annotators are in labeling them correctly Demszky et al. (2020).

Context dependence: Some emotions require strong indications in the dialogue about the
situation to be interpreted correctly. Fear and disgust are generally dependent on threat contexts
like the presence of physical danger. This makes them harder to detect in separated short texts
Dlouhá and Kaňková (2025). Surprise is tied to certain events and needs knowledge of the
previous expectations to be identified Kosti et al. (2017). Contrarily, joy, sadness, and anger
are easier to recognize because they have clearer lexical and affective tags.

1.4 Emotion Analysis in AI

In this section, we elaborate on a very important part of the study, which is Emotional Analysis
in relation to AI. In this section, we will start with some definitions of Emotion Recognition,
highlighting its importance in a human-AI interaction, and explaining the modalities of Emo-
tion Detection.
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1.4.1 What is Emotion Recognition?

Emotion recognition refers to the process of identifying and interpreting human emotions using
data such as text, speech, facial expressions, etc. It is an essential component of affective com-
puting or emotion recognition. AI models use supervised and unsupervised learning techniques
to classify emotions like joy, anger, sadness, and fear. These emotions follow theories such as
Ekman’s basic emotions.

1.4.2 Importance of Emotion Analysis in Human-AI Interaction

Emotion-aware AI systems are systems in which machines can answer with empathy all, while
taking into consideration contexts. These newly implemented systems affect how humans in-
teract with AI. One example is emotion recognition in the educational field: Teachers can
increase motivation and engagement by implementing these systems into the learning experi-
ences of students based on their emotions. Another example is the healthcare industry and the
use of AI systems. They can be used to monitor the emotional status of fragile individuals and
to make an intervention if needed. Before the implementation of these systems, an analysis of
cultural sensitivity is needed to avoid emotional misinterpretation.

1.4.3 More Modalities of Emotion Detection

• Sentiment analysis in text: Example NLP models like BERT and RoBERTa for emo-
tional detection in written language. Their emotion classifications are made after check-
ing for the context, syntax, and expressions.

• Emotion recognition in audio: Judgment is based on pitch, tone, and rhythm. Some
deep learning models are trained on audio signals to detect emotions. Two examples of
those models are CNNs and RNNs.

• Visual emotion recognition (facial expressions, body language): Uses computer vi-
sion techniques to analyse facial expressions and body language. Examples are ResNet
and VGG.

• Multimodal classification approaches: A combination of text, audio, and visual data to
generate more accurate emotion classification. Multimodal fusion techniques are used to
integrate features from different modalities

1.4.4 Generative AI Tools for Emotion Recognition

Recent advances in Generative AI (e.g., Gemma 3, GPT-4, LLaMA) have redefined emotion
recognition by leveraging few-shot learning and contextual reasoning Kosti et al. (2017). In
the Table 1.1 below, we contrast these with traditional approaches and justify Gemma 3’s
suitability for the study.

Technology Definition What it was used for

Aspect Discriminative (BERT, RoBERTa) Generative (Gemma 3,

GPT-4)

Training
Objective

Classifies predefined labels Generates text (including
emotion labels)

Context Han-
dling

Fixed-length context windows Long-range dialogue aware-
ness
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Technology Definition What it was used for

Bias Sensitiv-
ity

High (tied to labeled datasets) Moderate (can infer from
prompts)

Use Case Less flexible for conversational nuance Ideal for MELD’s dynamic
dialogues

Table 1.1: Generative vs. Discriminative Models

For this research, we chose Gemma3 and Mistral as generative AI tools to test our hypotheses.
The following subsections tackle the reasons behind our choice of these two AI tools.

1.4.5 Why Gemma3

Gemma3 combines multilingual capacity, conversational memory, and adaptability, making
it suitable for MELD. Limitations include slower inference and weaker performance on am-
biguous labels Yang et al. (2023). It presents conversational strengths in retaining long-term
context, which is critical for this study, and it provides the chance to customize prompts, e.g.,
Classify this utterance as <joy/anger/...> with <reasoning>

"Generative AI for Affective Computing" Zhang et al. (2024) shows LLMs like Gemma 3
outperform BERT in cross-cultural emotion inference by 14% when given few-shot examples.
One of its noticeable drawbacks is that, computationally, it is about 40% slower than distilled
BERT.

1.4.6 Why Mistral

Mistral is a lightweight, open-weight large language model optimized for efficiency while
maintaining competitive accuracy across reasoning and classification tasks Xie et al. (2023).
Its smaller footprint and fast inference make it well-suited for large-scale annotation of con-
versational datasets such as MELD, especially where quick iterations and local deployment are
required. “Instruction-Tuned LLMs for Dialogue Understanding” (Rossi et al. (2024)) reports
that Mistral matches or exceeds BERT on sentence-level emotion benchmarks while being up
to 3× faster at inference. However, its compact architecture can lead to occasional instability in
fine-grained affect labels, particularly when prompts include multiple instructions. This makes
Mistral an attractive model for cost-effective pipelines, as well as our project.

1.5 AI vs. Human Emotional Intelligence

Human emotional intelligence allows for recognizing, understanding, and managing emotions
in oneself and in other individuals. This skill is possible thanks to the possession of empathy
and gathered social skills. These skills are built bit by bit via experience, culture, and social
dynamics. The question is whether AI can detect and recreate the same patterns that the human
mind follows when it comes to emotion recognition, knowing that it lacks genuine emotional
experience. Studies show that while AI-generated responses can resemble human responses,
they remain less emotionally empathetic and supportive.
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1.6 Datasets and Tools for Emotion Recognition

In this section, we will tackle one of the most important parts of the research, which involves
the datasets considered for the research, and the one that has been chosen, along with an expla-
nation of its structure, composition, strengths, and weaknesses.

1.6.1 Evaluation Metrics in Emotion Recognition

Model performance is assessed using:
• Accuracy: Overall correctness of the model.
• Precision & Recall: Measures of false positives vs. false negatives. Precision can be

treated as a measure of quality, and recall as a measure of quantity.
• F1-score: A measure of the model’s predictive performance. It can be considered as the

harmonic mean of precision and recall
• Macro vs. Weighted Averaging: Macro aver aging treats all classes equally, whereas

the weighted one adjusts for class imbalance. Both can be considered complementary
when measuring performance based on the classes’ nature.

• Cohen’s Kappa: A statistic measuring the level of agreement between two models, in
our case between model predictions and those of human annotations. The agreement
is called chance agreement, and it is crucial for assessing annotation quality in emotion
recognition. It highlights how consistent our model aligns with human judgments in a
non-random way (Pykes (2025)).

1.6.2 Why MELD?

MELD (Multimodal EmotionLines Dataset) (Poria et al. (2018), Hsu et al. (2018)) is a dataset
containing more than 13,000 utterances from the TV series Friends, annotated with emotion and
sentiment labels across text, audio, and visual modalities. It represents an important dataset
designed for emotion recognition in conversational contexts. It can be used to measure the
correctness of other models’ annotations. It extends the EmotionLines dataset by incorporating
text, audio, and visual modalities. Here is the database’s source, structure, annotation labels,
and limitations.

• Source: Derived from TV show transcripts (Friends), providing natural, multi-speaker
dialogues with emotional dynamics.

• Modalities: Text (Utterances from dialogues), audio (Vocal tones like pitch, intensity),
visual (Facial expressions).

• MELD includes 7 labels of emotions: Anger, disgust, fear, joy, neutral, sadness, surprise;
and 3 of sentiment: Positive, negative, neutral.

Strengths of MELD for the study:
– Dialogues mimic real-world interactions (e.g., sarcasm, interruptions), unlike static

datasets with single sentences.
– Multimodal alignment: Even though the study focused primarily on the textual aspect of

the dataset, MELD’s audio/visual data could provide future possibilities for improvement
of the study to cover cross-model analysis.

– MELD is a standard dataset used in published NLP papers (like DialogueRNN or COS-
MIC), so the results can be directly compared to existing AI models’ performance.
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Limitations to acknowledge:
There could be cultural bias in the human-annotated labels because all annotators are English
speakers. This could skew labels for culturally specific expressions. Another limitation is the
text-audio-visual misalignment, where some utterances lack clear audio/visual cues (e.g., off-
screen dialogue). This could present an issue in the long run when wanting to expand to the
multimodal analysis of the project.

Conclusion:
MELD is ideal because its conversational design aligns with the study’s focus on Generative
AI’s ability to interpret emotions in context. It also supports Hypothesis Testing as it provides
both high-frequency and context-independent emotions such as joy and anger, as well as low-
frequency and context-dependent ones like surprise and fear. One could also benefit from the
reproducibility of the dataset showcased by its standardized splits of train, dev, and test.

1.7 Summary and Research Gaps:

This chapter reviewed AI foundations, generative architectures, human emotion theories, and
datasets for emotion recognition. Despite advances, AI struggles with the complexity of human
emotions, cultural context, and real-time adaptability. This study contributes by benchmarking
two generative LLMs (Gemma3 and Mistral) on MELD, focusing on reproducibility, trans-
parency, and NLP-specific challenges.
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Chapter 2

Methodology

This chapter details the methodology adopted for this research. It describes the objectives and
hypotheses, the dataset and preprocessing, the annotation pipeline, and the evaluation proce-
dures. A project timeline and a breakdown of the technologies used are also provided.

2.1 Objectives and Hypotheses of the Study

The objectives and hypotheses of each study are important elements that orient the direction of
the study. The following section is dedicated to citing those objectives and hypotheses.

2.1.1 Objectives

This study aimed to systematically evaluate the ability of generative AI to recognize emotions,
comparing its outputs with human annotations. It aimed to: Firstly, benchmark Gemma3 and

Mistral performances by calculating their accuracy, bias, and consistency of these famous
leading open-weight models in classifying emotions and sentiments. Secondly, compare AI

with human annotation patterns by detecting and analyzing the similarities and differences
between AI-generated labels and human-annotated ones, while considering the latter to be the
ground truth. Identify the strengths and limitations of each model. To do that and orient
future projects, the listing of their respective strengths and weaknesses is necessary. Lastly,
evaluate the efficiency of zero-shot AI annotation. This includes assessing the practical
benefit of using these models for automated annotation tasks without opting for task-specific
fine-tuning.

2.1.2 Hypotheses

The study tests the following hypotheses, grounded in the objectives:
• H0 (Primary): Generative AI classifications exhibit significant and systematic diver-

gence from human labels, with error patterns revealing distinct model-specific biases.
• H1: AI models will show higher agreement with humans on the broader task of senti-

ment classification (positive/negative/neutral) than on the more nuanced task of discrete
emotion recognition (anger, joy, surprise, etc.).
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• H2: Performance will be strongest for high-frequency or lexically distinct categories
(e.g., neutral, anger) and weakest for context-dependent, low-frequency emotions (e.g.,
fear, disgust).

2.2 Proposed Approach:

The study used the Multimodal EmotionLines Dataset (MELD) (Poria et al. (2018), Hsu
et al. (2018)) as a benchmark for emotion and sentiment recognition. Gemma 3 and Mis-
tral, accessed via Ollama, were employed to annotate MELD’s text data. A local annotation
pipeline ensured privacy, full control over prompts, and transparent processing, avoiding the
opacity of cloud black-box APIs.

2.3 Timeline of the Project

This project’s framework can be split by month. The timeline below illustrates the progression
of key activities:
June:

• Consultation with the academic supervisor on the project’s scope and objectives.
• Identification and selection of a suitable dataset (MELD) for emotion and sentiment anal-

ysis.
July:

• Literature review on emotion recognition, Generative AI, and related datasets.
• Familiarization with Generative AI tools, leading to the selection of Ollama for annota-

tion.
• Initiation of dataset cleaning, exploration, and preliminary analysis.

August:

• Execution of the main annotation task using Ollama’s Gemma3 and Mistral.
• Integration of AI-generated labels with the existing dataset.
• Statistical comparison of human vs. AI annotations to identify alignments and diver-

gences.
• Drafting initial results and interpretations.

July:

• Second consultation with the supervisor to review findings and validate analysis.
• Incorporation of feedback into the final report.
• Finalization of results, discussion, and conclusions.
The timeline ensured a structured workflow, allowing iterative refinement of the dataset,

annotation methods, and analysis procedures.

2.4 Dataset and Preprocessing:

In this section, we will discuss some details about the dataset, how it was annotated, and what
iterations were performed to kickstart our project.
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2.4.1 Dataset Overview

MELD contains 13,708 utterances from the TV series Friends, labeled with seven emotions and
three sentiments across text, audio, and video. Only the text modality was used. The columns
of the dataset and their descriptions are explained in the table of A.1.

2.4.2 Human and Contextual Annotation

MELD annotation could be categorized into two categories: The Human annotation process
and the Contextual one. In the human annotation process, three main methods were adapted.
First, crowdsourcing refers to the process of having multiple annotators label each utterance via
platforms like Amazon Mechanical Turk. Second, label aggregation, which uses the majority
of voting or adjudication by experts to resolve disagreements. Lastly, quality control, where
annotators were trained and inter-annotator agreement was measured to ensure consistency.

As for the contextual annotation, the annotators considered dialogue history (previous ut-
terances) to capture emotional flow. They did not limit their annotation to the utterances at hand
at the moment of classification. This allows for a more transparent and effective classification
of the emotions and sentiments.
Example: Utterance: “How could you do this?”, context: “Previous line - ’I lied about the
money.”, label: Anger. If the context had been discarded in this annotation, the labels would be
neutral. This only proves how important context is in the classification tasks.

2.4.3 ETL and Exploratory Analysis

The ETL process ensures that the dataset is structured and ready for annotation and analysis:
1. Extraction: Downloaded MELD splits (train/dev/test) and merged into MELD.csv.
2. Transformation: Lowercased text, removed unwanted characters, normalized times-

tamps, and handled missing values.
3. Loading: Saved the clean version (MELD_clean.csv) for annotation and exploratory

analysis.

The exploratory analysis part covered utterance counts, dialogue IDs, speaker distribution,
lengths, and class balance. We also examined class distributions and temporal patterns to in-
form AI annotation and evaluation.

2.5 Annotation With Ollama

In this section, we will first introduce you to Ollama and explain the reason behind choosing it
to conduct the project. We will then explain the annotation pipeline put in place to produce the
Gemma3 and Mistral annotations.

2.5.1 Rationale

The decision to employ Ollama instead of other paid, online generative AI tools was primarily
driven by two considerations: the security of the coding environment and the accessibility of
resources from a financial standpoint. While many online AI platforms are effective, their free
versions often raise concerns regarding user privacy and data security, whereas their paid ver-
sions, particularly those enabling API access, tend to be costly and less accessible for students.
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Ollama is a great alternative for online AI tools. It can be installed on a desktop where users
run commands. They can download and use AI libraries for free. This flexibility and adapt-
ability highlight its potential as a software, not only for the current research, but also for future
enhancements and improvements to the project.

2.5.2 Annotation Pipeline

To conduct automated emotion and sentiment classification, a custom and local Python pipeline
was developed to present an interface of the work done by Ollama. The main objectives of this
pipeline were reliability, scalability, and reproducibility of the project.

The implementation of an annotation pipeline includes multiple steps. Errors were identi-
fied, and retries were ensured where errors were spotted. Each utterance is analyzed up to three
times in case of formatting errors, API timeouts, or network issues. This ensures the robustness
of the annotations. Secondly, progressive saving (checkpointing) is necessary, seeing how
large the MELD dataset is (≈ 13k utterances). This system saves intermediate results every
500 rows or 5 minutes, thus preventing data loss in case of an interruption. We also counted the
adaptive delays between requests by adjusting the shown time that the system spent between
queries based on the response time of the server. This helps avoid overloading the local Ollama
instance while maximizing throughput.

Other steps included scalability across subsets via a designed pipeline to handle multi-
ple dataset splits (train, dev, test) in a single run, while automating verifications to check for
missing classifications. Lastly, we made sure metadata was being recorded. In addition to
emotion and sentiment, the system logs processing time per utterance, allowing later analysis
of computational cost and efficiency.

Ollama is an open-source tool designed to run, manage, and deploy Large Language Models
(LLMs) locally on the machine. A simple iteration is needed to have its API and command-line
interface locally on the computer. Some of the model libraries it includes are Gemma, Llama
2, Mistral, etc.
Key Features of Ollama:

• Privacy: Data stays local.
• Control: Customize prompts.
• Cost-Effective: No per-request fees (unlike cloud APIs like OpenAI).

2.6 Statistical Comparison of Human vs. AI findings

In the following section, a description of the statistical tools that were used to compare Human
vs. AI findings is provided. The same tools will help us compare the performance of the chosen
AI tools (Gemma3 and Mistral).

2.6.1 Confusion Matrix

A confusion matrix counts predicted vs. true labels across K classes. It reveals which classes
are confused and inspects misclassifications for minority or overlapping emotions.
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2.6.2 Accuracy

Accuracy shows quick overall alignment with ground truth. With class imbalance (MELD has
many neutral instances), accuracy can be inflated even if the model fails on rare classes. It
needs to always be paired with macro-F1.

2.6.3 Precision, Recall, F1

• Precision is “When the model predicts c, how often is it correct?”. It is particularly
useful when false positives are costly (e.g., over-calling anger).

• Recall: “Of all true c, how many did we catch?”. It is useful when false negatives are
costly (e.g., missing sadness).

• F1: Harmonic mean that balances both. For MELD’s minority classes, per-class F1
shows whether the model is genuinely competent beyond neutral.

2.6.4 Averaging Schemes (multi-class)

Some useful performance metrics for multilabel emotion classification are the follwing: (Hi-
nojosa Lee et al. (2024))

• Macro-F1: Treats all classes equally—best for imbalanced datasets to assess minority
performance.

• Weighted-F1: Weights by class frequency—reflects population-level performance but can
hide poor minority performance.

• Micro-F1: Computes global TP/FP/FN across classes—good when you care about instance-level
correctness, less about per-class fairness.

2.6.5 Cohen’s Kappa

A statistical metric that measures the reliability of two raters rating the same thing, while taking
into account the possibility that they could agree by chance Pykes (2025).

2.7 Technologies used:

The following 2.1 shows the tools that supported the annotation and analysis process:

Technology Definition What it was used for

Visual Studio
Code

Microsoft Visual Studio Code is a free,
powerful, lightweight code editor for
Windows, macOS, and Linux. Based on
open source, it is highly customizable
with over 25,000 extensions for every de-
veloper and programming language.

Coding the project.

Ollama Ollama is an open-source tool designed to
run, manage, and deploy LLMs locally. It
has a lightweight API and command-line
interface. Models include Gemma, Llama
2, and Mistral.

Benchmarking Gemma3 for
emotion/sentiment analysis
against MELD with progress
tracking and error handling.
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Technology Definition What it was used for

Python Python is a high-level programming lan-
guage with extensive libraries for data
analysis and HTTP requests.

Preprocessing datasets, API
interactions with Ollama, and
saving results incrementally.

Overleaf Overleaf is a cloud-based LaTeX editor
that supports real-time collaboration.

Writing the final version of
the report.

Table 2.1: Technologies used in the project

2.8 Conclusion

This methodology ensured reproducible, privacy-preserving annotation of MELD with gener-
ative AI, enabling systematic evaluation of LLM performance against human emotion labels.
In the next chapter, we will share the implementation of the methodology and the results it
yielded.
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Chapter 3

Implementation and Results

This chapter presents the empirical results of our comparative study between human annota-
tions and Gemma3 zero-shot annotations on the MELD dataset. We start with a brief dataset
exploration to contextualize class imbalance and dialogue characteristics, then report overall
performance, per-class analysis, and diagnostics on key slices of the data. We close with an
error analysis, robustness checks, threats to validity, and the main conclusions.

3.1 Dataset Exploration

Dataset exploration includes the cleaning and preprocessing of the dataset, as well as the dis-
covery of its components by means of visualization and interpretation. This will inform us of
the characteristics and the challenges ahead.

3.1.1 Cleaning and Preprocessing

We cleaned the utterances from MELD by turning all characters into lowercase ones, and we
removed needless special characters. Meaningful punctuation was, however, preserved
(e.g., apostrophes, commas, and question marks). This way, noise was eliminated without los-
ing semantic information. In the end, we obtain more consistent versions of the utterances.

The cleaned utterances were stored in a separate column “Utterance_Clean”. The resulting
dataset was saved in another CSV file, with dedicated directories for human annotation columns
and general statistics.

Figure 3.1 shows the head of the table, and a glimpse of the “Utterance” column and the
cleaned version “Utterance_Clean”.

Figure 3.1: Head of the Dataset

As seen in Figure 3.2 and Figure 3.3, we are dealing with a total of 13708 instances, 304
unique speakers, 8 words as an average utterance length, and a total of 12151 unique utterances
during the show.
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Figure 3.2: Column Names and Dataset Statistics

Figure 3.3: Additional Statistics

The list of the most important speakers during the series, based on the number of utterances
in the series, is visualized in Figure 3.4. We notice that the show “Friends” is dominated by
the interactions of the 6 main characters, Joey with 2000 utterances, Ross (2049 utterances),
Rachel (1955 utterances), followed by Phoebe, Monica, and Chandler, with the introduction of
some secondary characters such as Janice.

Figure 3.4: Top 10 Speakers by Utterance Count

3.1.2 Emotion & Sentiment Distributions (Human annotations)

The emotion distribution of the dataset, as annotated by humans, is depicted in the following
bar chart in Figure 3.5.

Figure 3.5: Bar Chart Describing the Distribution of Emotions
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As seen in Figure 3.5 the dominant emotion in the dataset is “neutral” with 47%, followed
by “joy” with 17% and “surprise” as well as “anger" with 12%. The least dominant emotions
are disgust and fear, with 3% of the annotations. This shows that most utterances in the se-
ries are emotionally neutral, but the relatively high presence of joy and surprise underlines the
comedic tone of the show.

Similarly, sentiment skew favors neutral ≈ 47%, negative ≈ 31%, and positive ≈ 23% as
depicted in the following bar chart Figure 3.6

Figure 3.6: Bar Chart Describing the Distribution of Sentiment

This imbalance is central to downstream evaluation: metrics such as accuracy can be in-
flated by a model favoring the majority class; we therefore emphasize the need for macro-F1
and Cohen’s Kappa.

3.1.3 Temporal and Structural Patterns

Emotion Frequency by Season:
To get a glimpse of whether the emotions vary by season, we visualize the following heatmap
Figure 3.7.

Figure 3.7: Heatmap of Sentiment by Season
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It is clear that each season uses a combination of different emotions during it. A lot of the
emotion depiction shows neutrality, especially in seasons 1,6, and 3. In most cases, joy is the
second-highest detected emotion, followed by anger and surprise. An exception can be seen in
season 3, where one of the dominating emotions was sadness.

Utterance Length by Emotion:
Utterance length gives us an idea of how long the dialogue of each speaker is. We studied the
relationship between utterance length and emotion to see if it hints at a relationship in Figure

3.8.

Figure 3.8: Boxplot of Utterance Length by Emotion

We notice that the longest utterances are those dominated by sadness or by fear (medians
around 8 and 7 words), followed by disgust. All of these emotions are negative ones. Speakers,
when in a state of sadness, distress, or anger they use rather long speeches to express them-
selves.

Emotion Patterns across Dialogue:
This figure illustrates how different emotions are distributed across the normalized timeline of
dialogues (0 = dialogue start, 1 = dialogue end). We observe two clear peaks: one at the very

beginning and another at the end of dialogues. Neutral, joy, and surprise dominate these
peaks, suggesting that conversations often begin and conclude with lighter or less emotionally
intense exchanges Figure 3.9.

Figure 3.9: Emotion patterns across dialogues
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We notice that the longest utterances are those dominated by sadness or by fear (medians
around 8 and 7 words), followed by disgust. All of these emotions are negative ones. Speakers,
when in a state of sadness, distress, or anger they use rather long speeches to express them-
selves.

3.1.4 Conclusion:

The exploratory analysis highlights two central characteristics of the MELD dataset. First, neu-
trality dominates the other emotions. Friends is a conversational show, which can explain the
domination of the neutral category. However, this pattern may present challenges for AI anno-
tations later in the study, as models must discriminate between subtle emotional cues within a
majority-neutral text.

We note that joy, anger, and surprise are the most used non-neutral emotions. The distribu-
tion of emotion patterns shows that dialogues often begin and end with positive and lighthearted
tones. Negative emotions such as sadness, fear, and disgust are more concentrated in longer
utterances and tend to appear more frequently in the middle of conversations. These findings
underline that the show balances comedic engagement with occasional emotional depth. Such
characteristics make MELD a valuable but demanding field for evaluating emotion recognition
systems.

3.2 Gemma3 and Mistral Annotations

In the following section, we will discuss the annotation process using Gemma3 and Mistral and
the results that each of them yield.

3.2.1 Prompt Choice

In order to obtain reliable annotations using the Gemma3 and Mistral models on Ollama, it is
crucial to design the prompt carefully. Early versions of the instructions led to inconsisten-
cies, most notably when the model mistakenly labeled emotions with sentiment values (e.g.,
generating “negative” as an emotion). By explicitly separating the label sets and enforcing a
strict output format (emotion=<. . . >; sentiment=<. . . >), the current prompt (Figure 3.10) en-
sures consistency and avoids semantic overlap between the emotion and sentiment tasks. While
additional cleaning was required for Mistral’s outputs to correct formatting issues and misallo-
cated labels, all inconsistencies were addressable, resulting in a fully analyzable dataset.

Figure 3.10: Annotation Prompt
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3.2.2 Cleaning of Mistral Annotations

Many Mistral outputs were not in the canonical form emotion=<label> / sentiment=<label>.
Instead, they often contain either both labels in the emotion column (e.g., "neutral, senti-
ment=neutral" or "disgust, sentiment=negative"), and the sentiment column is error or empty;
or a long explanation text appended after the label (e.g., "neutral\n\nthe utterance "phoebe!"
does not contain any clear ... classified as neutral in both categories."); or even purely error
strings.

Rows where Mistral_Emotion does not match the expected emotion set (anger, disgust, fear,
joy, sadness, surprise, neutral) 7,259 rows (≈53%). Whereas rows where Mistral_Sentiment
does not match the expected sentiment set (positive, negative, neutral): 7,378 rows (≈54%). To
put it in simple terms, the main problem is formatting inconsistency (labels + explanations in
the same field) and misallocation (sentiment often ends up inside the emotion field), plus some
genuine error responses.
In light of the above, a different strategy should be adopted to clean the annotations to prepare
them for the statistical analysis and the benchmark.

Cleaning: Our goal behind the cleaning was to produce Mistral_Emotion_clean and Mis-

tral_Sentiment_clean, that are two clean columns , with adequate labels (or error/unknown if
we can’t parse).

The steps start by including normalized text (lowercase, removing angle brackets, and uni-
fying separators). To extract and reallocate the sentiment to its correct column, we looked for
“sentiment=”, by splitting common delimiters (, ; |), and by searching the whole response for
any known emotion/sentiment words (including common synonyms like happy for joy, angry
for anger).

The results of the cleaning are showcased in Figure 3.11a and Figure 3.11b:

(a) Results of the Emotion Cleaning (b) Results of the Sentiment Cleaning

Figure 3.11: Results of Cleaning for Emotion and Sentiment

The cleaning drastically reduced the proportion of invalid entries (errors, long explanations,
misallocated labels) from over 50% to roughly 2–3% for both emotion and sentiment. The ma-
jority of utterances are still neutral, which aligns with expectations for conversational datasets,
but the distribution of the other emotions and sentiments is now clearly defined and usable for
analysis. Synonyms and formatting inconsistencies were successfully mapped to the canonical
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labels, ensuring compatibility with downstream benchmark comparisons and statistical analy-
ses.

3.2.3 Analysis of the Dataset after Annotation: Gemma3

The annotation task created new columns for the classified emotions and sentiments Gemma3_Emotion

and Gemma3_Sentiment from which we draw the following visualizations:

Distribution of Human- and AI-annotated Emotions

The side-by-side bar chart in Figure 3.12 is a frequency distribution of emotion labels applied
by Human annotators (the ground truth from the MELD dataset) versus those generated by
Ollama’s Gemma 3 model.

Figure 3.12: Distribution of Human vs. Gemma3 Emotions

A distributional shift is evident: the model does not fully mirror human judgment, instead
showing distinct biases in its allocation of emotions. Human annotations contain around 6,400
neutral instances, while Gemma3 predicts about 6,000—indicating that the model captures the
overall prevalence of neutrality fairly well, with only a modest underestimation.

Beyond neutral, the most salient pattern remains the over-representation of anger and

surprise, suggesting Gemma3’s tendency to over-react to high-arousal surface cues (e.g., ex-
clamations, intensifiers, sharp polarity shifts). Conversely, joy and sadness are still no-

tably under-represented, despite their prevalence in the ground truth, indicating that Gemma3
under-detects subtler or indirectly expressed affect, redistributing those instances to other labels
(often anger or surprise).

Distribution of Human- and AI-annotated Sentiments

Figure 3.13 compares the frequency of sentiment labels (positive, negative, neutral) assigned
by Human annotators vs. Ollama’s Gemma 3:
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Figure 3.13: Distribution of Human vs. Gemma3 Sentiments

The sentiment distribution reveals an even more pronounced algorithmic bias than ob-
served in emotion analysis. The model shows a clear tendency to over-classify sentiment as
negative by over 50% the humans’ annotations. This suggests a strong bias, where the pres-
ence of any negative keyword influences the model’s judgment. Another reason could be that
the model overrides contextual cues that human annotators use to accurately interpret nega-
tions, sarcasm, and mixed statements.

Emotion Annotations Confusion Matrix

This heatmap-style confusion matrix in Figure 3.14 visualizes the differences between the
ground-truth emotion labels, annotated by humans, and the Gemma3 annotations:

Figure 3.14: Confusion Matrix of Human vs. Gemma3 Emotions
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The confusion matrix highlights the dominance of neutral recognition, with 4,453 correctly
predicted cases. However, neutral is also a major source of confusion, with nearly 1,000 mis-
classified as surprise and over 600 as anger. This suggests that Gemma3 frequently conflates
ambiguous or weakly marked expressions with high-arousal states, a tendency aligned with
the observation that anger and surprise have clearer lexical markers and are more readily over-
detected compared to subtler affective categories (Demszky et al., 2020).

Joy is heavily misclassified as surprise (823 cases), reflecting the contextual dependence
of surprise as an event-bound emotion (Kosti et al., 2017). We notice that sadness is under-
recognized and often mistaken for neutral or anger. The model performs moderately well
on frequent, lexically-important classes (neutral, anger), but struggles with rarer, context-
dependent emotions (fear, disgust, surprise).

Sentiment Annotations Confusion Matrix

This confusion matrix in Figure 3.15 visualizes the differences between the ground-truth sen-
timent labels annotated by humans and the Gemma3 annotations:

Figure 3.15: Confusion Matrix of Human vs. Gemma3 Sentiments

The sentiment matrix confirms a strong negative bias in the AI’s reasoning. The model
correctly identified ’negative’ sentiment 3,126 times, but also misclassified 2,296 ’neutral’ and
979 ’positive’ utterances as negative. This means Gemma3 wrongly labels a non-negative ut-
terance as negative 51% of the time.

Joy is heavily misclassified as surprise (823 cases), reflecting the contextual dependence
of surprise as an event-bound emotion (Kosti et al., 2017). We notice that sadness is under-
recognized and often mistaken for neutral or anger. The model performs moderately well
on frequent, lexically-important classes (neutral, anger), but struggles with rarer, context-
dependent emotions (fear, disgust, surprise).
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Emotion Classification Statistical Report

We ran calculations of some statistical metrics to evaluate the accuracy of Gemma3’s annota-
tions in contrast to those of humans Figure 3.16:

Figure 3.16: Statistical Report of Emotion Predictions Gemma3

Let’s start by looking at the micro and macro averages. The model’s overall effectiveness
was modest (Micro F1: 0.527), but a macro-average F1-score of 0.297 reveals a more critical
flaw: inconsistent performance across emotions. The 15% gap between the macro and weighted
averages highlights the model’s bias toward high-frequency emotions, particularly neutral, at
the expense of rarer or context-heavy classes.

Per-Emotion Analysis:

• Neutral dominates with strong precision (0.75) and recall (0.68), giving it the highest
support (6,436 utterances). This indicates that the model benefits from the fact that in
MELD, neutral is the common class, but it still confuses many neutral cases with surprise
and anger.

• Joy achieves high precision (0.78) but very low recall (0.21). The model identifies joy
only in apparent cases, missing the majority of context-dependent joy expressions.

• Sadness shows a similar imbalance to joy: With a moderate precision (0.54) but ex-
tremely low recall (0.12), this reflects the difficulty of detecting sadness without explicit
lexical markers.

• Surprise exhibits the opposite pattern: low precision (0.32) but very high recall (0.76).
The model tends to over-predict surprise, aggressively labeling ambiguous cases—explaining
its inflation in distribution and confusion matrix results.

• Anger has the best balance with the highest F1-score (0.391). Its moderate recall (0.47)
and low precision reflect the model’s reliance on strong, unambiguous polarity markers
(e.g., “hate,” “mad”), consistent with Section 1.3.4’s observation that anger is one of the
easier emotions to detect.

• Fear and disgust perform poorly across all metrics. Disgust’s predictions are wrong
83.3% of the time, and recall is only 0.13. These results align with the fact that both
emotions are context-dependent in nature, as discussed in Section 1.3.4.
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Sentiment Classification Statistical Report

The statistical report of sentiment analysis shows the following results (Figure 3.17):

Figure 3.17: Statistical Report of Sentiment Predictions Gemma3

Let’s start by looking at the macro and weighted averages. The model’s overall accuracy

is 57.9%, but the macro-average F1-score of 0.558 reveals a more critical flaw: inconsistent

performance across sentiment categories.

The model operates with a pessimistic and cautious bias. It assigns many negative labels,
achieving high recall (0.75) on the expense of a lower precision (0.49). It means that many
neutral and positive utterances are misclassified as negative. This pattern suggests the model
prioritizes avoiding false negatives in the negative sentiment category, even if it introduces false
positives.

Neutral sentiment is handled more consistently: A balanced precision (0.67) and recall
(0.56). This makes it the most reliable class overall. However, the positive sentiment re-
mains the weakest class: recall is only 0.38 despite moderate precision (0.62). This indicates
the model misses most positive cases, likely because positive expressions are more diverse,
context-dependent, and often include negations or mixed polarity cues that trigger the model’s
negative bias.

Cohen’s Kappa

The statistical report of sentiment analysis shows the following results (Figure 3.18):

Figure 3.18: Cohen’s Kappa for Emotions and Sentiments Gemma3

1. Emotion Kappa (κ ≥ 0.350): "Fair Agreement": suggests that Gemma3’s emotion
predictions capture some systematic alignment with human judgments. However, this
level of agreement is far below the threshold for strong reliability (κ ≥ 0.6). The neutral

class dominates the dataset and provides a stable anchor for agreement. At the same time,
we find that sadness, fear, and disgust are misclassified. This prevents the model from
achieving higher consistency with these subtler emotions.
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2. Sentiment Kappa (κ ≥ 0.342): "Fair Agreement": While still poor, this score is
meaningfully higher than for emotions, placing it in the “Fair” agreement category. It
confirms that the model is significantly better at broad sentiment classification (posi-
tive/negative/neutral) than at granular emotion detection. However, 0.342 remains below
the threshold for strong reliability (κ ≥ 0.6). This result aligns with earlier findings: the
model exhibits a negative bias and struggles with positive sentiment while showing some
consistency in polarity judgments.

3.2.4 Analysis of the Dataset after Annotation: Mistral

We will adopt the same visualizations and statistical metrics as with Gemma3.

Distribution of Human- and AI-annotated Emotions

Figure 3.19: Distribution of Human vs. Mistral Emotions

The side-by-side distribution of Human vs. Mistral emotion annotations (Figure 3.19) high-
lights several systematic biases in Mistral’s predictions. Neutral utterances are strongly over-

represented by Mistral (14,000) compared to human annotations (6,400). Disgust is slightly
over-classified, with Mistral assigning ≈600 labels versus 400 human annotations.

In contrast, all other emotions are under-classified. Joy shows the largest gap with nearly
78% under-classified utterances, followed by surprise (81%), fear (77%), sadness (60%), and
anger (50%). Mistral systematically allocates neutral to utterances while under-classifying
most other emotions. This shows a bias toward the neutral category and away from more
specific emotional expressions.

3.2.5 Analysis of the Dataset after Annotation: Mistral

We will adopt the same visualizations and statistical metrics as with Gemma3.

Distribution of Human- and AI-annotated Sentiments

Figure 3.20 compares the frequency of sentiment labels (positive, negative, neutral) assigned
by Human annotators vs. Ollama’s Mistral:
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Figure 3.20: Distribution of Human vs. Mistral Sentiments

Mistral exhibits a conservative tendency, defaulting to neutral sentiment much more of-
ten than humans. This leads to systematic under-classification of both positive and negative
sentiments. Such a pattern implies that the model may be risk-averse or lacks confidence in
assigning polarity, which could dilute the emotional richness of text analysis in real-world ap-
plications.

Emotion Annotations Confusion Matrix

This heatmap-style confusion matrix in Figure 3.21 visualizes the differences between the
ground-truth emotion labels, annotated by humans, and the Mistral annotations:

Figure 3.21: Confusion Matrix of Human vs. Mistral Emotions
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The confusion matrix reveals a systematic bias in the model’s predictions. Contrary to the
initial assessment, the model’s primary tendency when uncertain is to default toward the neu-
tral label, as evidenced by the large number of joy (1870), surprise (1105), and anger (817)
instances being misclassified as neutral. However, a secondary bias is also present: among
non-neutral misclassifications, the model tends to default toward strongly negative categories
such as anger and disgust.

This is shown by anger being mislabeled as disgust (137 cases) and surprise mislabeled

as anger (76) or disgust (69). Despite the model performing well on the neutral class (6003
correct), it struggles with context-dependent or less frequent emotions such as fear (39 cor-

rect) and disgust (81). It often either underestimates them (by predicting neutral) or confuses
them with other negative emotions.

Sentiment Annotations Confusion Matrix

This confusion matrix in Figure 3.22 visualizes the differences between the ground-truth sen-
timent labels annotated by humans, and the Mistral annotations:

Figure 3.22: Confusion Matrix of Human vs. Mistral Sentiments

The model defaults to neutrality when uncertain. This is evident from the 1,628 negative
utterances and 1,372 positive utterances misclassified as neutral, the largest sources of error.
While the model performs reasonably well on negative sentiment (2,154 correct) and neutral
sentiment (4,694 correct), it struggles with positive sentiment, correctly identifying only 1,261
cases. These patterns reflect two underlying challenges:

Emotion Classification Statistical Report

We ran calculations of some statistical metrics to evaluate the accuracy of Mistral’s annotations
in contrast to that of humans (Figure 3.23):
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Figure 3.23: Statistical Report of Emotion Predictions Mistral

The model’s overall effectiveness is moderate when considering the prevalence of the neu-
tral class (Micro F1: 0.535), but a macro-average F1-score of 0.304 reveals a critical flaw:
highly inconsistent performance across emotions. The significant gap between the macro
(0.304) and weighted (0.458) averages confirms that the model is biased toward classes with
larger support, primarily the neutral label.

Per-Emotion Analysis:

• Neutral: This class dominates the model’s behavior. It has a very high recall (0.933).
The model correctly identifies almost all instances that are truly neutral. However, its pre-
cision is low (0.546), which means over half of the “neutral” label allocations are wrong.
This is the quantitative evidence of the model’s tendency to over-assign the neutral label
as a default.

• Joy: When the model predicts joy (Precision: 0.794, Recall: 0.109), it is usually correct.
However, it fails to identify over 89% of the actual joy instances in the data. These
instances have been labeled neutral instead.

• Surprise (Precision: 0.793, Recall: 0.178). The model is accurate when it predicts
surprise but misses most true surprise cases. Surprise is severely under-predicted.

• Anger Anger has the highest F1-score (0.335) among the non-neutral emotions (though
it is still considered low). This is driven by moderate precision (0.551) but very poor
recall (0.241). The model is somewhat reliable when it predicts anger, but it fails to
capture about 76% of true anger instances.

• Fear, Disgust, and Sadness: These emotions perform poorly across all metrics, with
F1-scores below 0.26. The model struggles significantly to identify them.

• Disgust has the lowest precision (0.183), which means over 80% of its predictions are
incorrect.

• Fear has the lowest recall (0.109), which means the model fails to detect over 89% of
fear instances.

Sentiment Classification Statistical Report

The statistical report of sentiment analysis shows the following results (Figure 3.24):

37



Figure 3.24: Statistical Report of Sentiment Predictions

Let’s start by looking at the macro and weighted averages. The model’s overall micro
F1-score is 0.598, and the close alignment between the macro-average F1-score (0.566) and
weighted-average (0.591) indicates more consistent performance across sentiment categories
than seen in the emotion model.

The model operates with a cautiously neutral bias. It is most effective at identifying neu-
tral utterances, achieving high recall (0.729) with reasonable precision (0.610). This makes
neutral the most reliably predicted class. In contrast, the model demonstrates caution with po-
larity. For negative sentiment, it prioritizes precision (0.645) over recall (0.515), meaning it
is relatively accurate when it predicts "negative" but fails to detect nearly half of all negative
instances. However, positive sentiment remains the worst with low precision (0.531) and the
lowest recall (0.408). This indicates the model misses most positive cases and is mostly in-
correct in its attempts to predict positive instances. This could be explained by the fact that
positive expressions are more diverse and context-dependent, leading the model to resort to its
safer "neutral" stance.

Cohen’s Kappa

Cohen’s Kappa scores provide a final, quantitative summary of the model’s alignment with
human judgment (Figure 3.25):

Figure 3.25: Cohen’s Kappa for Emotions and Sentiments Mistral

1. Emotion Kappa (κ ≥ 0.232): "Fair Agreement": This score remains low and falls at
the very bottom of the "Fair" agreement range. It indicates that the agreement between the
AI and human annotators on emotion labels is only slightly better than random. This
quantifies the model’s fundamental struggle with emotional nuance, primarily driven
by its overwhelming tendency to default to a "neutral" label, as seen in the confusion
matrix.

2. Sentiment Kappa (κ ≥ 0.357): "Fair Agreement": This score is meaningfully higher
than for emotions, confirming that the model is significantly more reliable at the simpler
task of broad sentiment classification (positive/negative/neutral). However, it still resides
firmly in the "Fair" category and remains far below the threshold for strong reliability
(κ ≥ 0.6). This reflects the model’s cautiously neutral bias, where it performs best on
neutral statements but shows inconsistent performance for positive and negative polarity.
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Conclusion

This study set out to evaluate whether Generative AI models, specifically Ollama’s Gemma3
and Mistral, can approximate human emotional intelligence in the task of emotion and senti-
ment recognition. Using the MELD dataset as a benchmark, we compared human-annotated
ground truth with zero-shot AI annotations to explore alignment, divergence, and systematic
biases.

Key Findings:
The results confirm the primary hypothesis: Generative AI’s classifications diverge signifi-
cantly from human labels. However, the analysis reveals that the two models exhibit distinct,
systematic biases and contrasting performance profiles.

Gemma3 demonstrated a high-arousal, negative bias. It over-predicted emotions like anger
and surprise, most likely because it relied too much on strong linguistic signals. On the other
side, it underrepresented other feelings, like sadness and joy. The model’s agreement with hu-
man annotations was somewhat greater for emotion (0.350) than for sentiment (0.342). This
unusual pattern indicates that its biases were more closely linked with human emotion cate-
gories than with general polarity assessments.

Mistral, in contrast, exhibited a cautious, neutral bias. It over-represented the neutral la-
bel, leading to the cancellation of emotional and sentimental variation in its annotation. The
model’s performance followed the expected pattern: A higher agreement on the task of senti-
ment (0.357) than on the more nuanced emotion classification (0.232).
Despite these differences, both models struggled with context-dependent emotions like fear
and disgust, which had the lowest performance metrics. This highlights a critical limitation in
pragmatic reasoning.

Contributions: This thesis contributes to the field of affective computing or emotional and
sentimental analysis with AI evaluation by providing a comparative analysis of two leading
open-weight models. As shown by the Mistral analysis, robust data cleaning pipelines are es-
sential to handle output inconsistencies in models. The use of locally hosted LLMs ensures
methodological transparency, reproducibility, and data privacy.

Limitations: The study is subject to several limitations. First, we restricted our analysis to
textual data, while MELD also includes audio and visual modalities that could significantly
enhance emotion recognition performance.
Second, this work is reliant on zero-shot prompting. Another technique that is worth exploring
is the few-shot learning or fine-tuning. Finally, these models are computationally expensive,
which limits their applicability in real-time systems.
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Future Work: Building on these findings, future research could first experiment with context-

aware and speaker-aware prompting by integrating dialogue history and role information into
annotation tasks. In a second phase, the evaluation could be extended to multimodal inputs
(audio + visual + text). Lastly, we can explore “human-in-the-loop” annotation systems, where
generative AI assists but does not replace human annotators which reduce costs while preserv-
ing quality.

Final Reflection: In conclusion, while the chosen Generative AI models show a baseline
competence in affective classification, their performance is heavily influenced by systematic

biases, either toward high-arousal negativity (Gemma3) or cautious neutrality (Mistral).
The fact that Gemma3 showed marginally better agreement on emotions, while Mistral per-
formed as expected with stronger sentiment results, underscores that model architectures and
training data lead to fundamentally different reasoning patterns. These models remain far
from matching human-level emotional intelligence.

The persistent gap reflects algorithmic limitations as well as the profound complexity of
human communication. Eliminating this gap is dependent on advances in contextual under-
standing and the integration of multimodal data. On a final note, AI should always be regarded
not as a substitute for human empathy, but as a scalable tool whose outputs must be adapted
with caution of its model-specific biases.
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Appendix A

Annexes

Column Name Description

Sr No. Serial numbers of the utterances mainly for referencing the
utterances in case of different versions or multiple copies
with different subsets

Speaker Name of the speaker associated with the utterance
Emotion The emotion (neutral, joy, sadness, anger, surprise, fear, dis-

gust) expressed by the speaker in the utterance
Sentiment The sentiment (positive, neutral, negative) expressed by the

speaker in the utterance
Dialogue_ID The index of the dialogue starting from 0
Utterance_ID The index of the particular utterance in the dialogue starting

from 0
Season The season no. of Friends TV Show to which a particular

utterance belongs.
Episode The episode no. of Friends TV Show in a particular season

to which the utterance belongs
StartTime The starting time of the utterance in the given episode in the

format ’hh:mm:ss,ms’
EndTime The ending time of the utterance in the given episode in the

format ’hh:mm:ss,ms’

Table A.1: Overview of MELD Dataset Columns
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